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Abstract

Perception of the environment is an essential capability for autonomous vehicles.
Safe autonomous driving requires in particular a high sensor resolution and a large
field of view. A high sensor resolution is required for early detection of distant
objects as well as for capturing important features in sufficient detail. A large field
of view is essential for observing the vehicle’s surrounding area that is relevant for
the current driving task.
In general there are two possibilities to satisfy these competing requirements: At-
taching more than one sensor to the vehicle or using a sensor that can actively
adjust its orientation, a so called active sensor. Utilizing an active sensor requires
the selection of meaningful sensor orientations. This mechanism is called selective
attention, according to its counterpart in the human perceptual system.
Besides providing a high sensor resolution and a large field of view, selective attention
in combination with an active sensor is a means to enhance information density in
the sensory input data stream. This is a way to economize the autonomous vehicle’s
computational resources and achieve real time capability more easily compared to
processing equally detailed data derived from several sensors that are fixed to the
vehicle body.
The selection of meaningful sensor orientations as well as the control of an actuated
sensor platform are the two major subjects addressed in this thesis.
The selection of appropriate sensor orientations depends on the given driving task:
Obviously, turning left at an intersection requires a different sensing strategy than
turning right, as the importance of oncoming traffic differs considerably for both
tasks. Therefore the proposed method for selecting the next sensor orientation is
based on three task dependent criteria: The importance of objects with respect to
the current situation, the available information about these objects as well as sensor
coverage of the vehicle’s relevant surrounding area.
The requirements for an active sensor comprise high positioning speed, good tracking
behavior as well as attenuation of disturbing sensor motions. Individual control
algorithms capable of adapting to varying operating conditions are developed for
each requirement. The combination of these algorithms results in a flexible and
powerful control architecture for actuated sensor platforms.
The applicability of the proposed method for sensor orientation selection and the
control of the actuated sensor platform are evaluated by three different means:
through simulations, while processing real sensor data derived from intersection
scenarios and during test drives including convoy driving and fully autonomous
road-network navigation.
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Zusammenfassung

Die Wahrnehmung der Umgebung ist eine grundlegende Fähigkeit für autonome
Fahrzeuge. Sicheres autonomes Fahren erfordert insbesondere eine hohe Sensor-
auflösung und ein großes Gesichtsfeld. Eine hohe Sensorauflösung wird für die
frühzeitige Erkennung weit entfernter Objekte sowie für die Erfassung wichtiger Umge-
bungsmerkmale in ausreichender Detailgenauigkeit benötigt. Ein großes Gesichtsfeld
ist für die Beobachtung der für die aktuelle Fahraufgabe relevanten Fahrzeugumge-
bung unerlässlich.
Im Allgemeinen gibt es zwei Möglichkeiten, diese konkurrierenden Anforderungen
zu erfüllen: Mehrere Sensoren am Fahrzeug anzubringen oder einen aktiven Sen-
sor, das heißt einen Sensor dessen Orientierung aktiv verändert werden kann, zu
verwenden. Die Verwendung eines aktiven Sensors setzt allerdings die Fähigkeit zur
Auswahl geeigneter Sensororientierungen voraus. Dieser Mechanismus wird – gemäß
seiner Entsprechung in der menschlichen Wahrnehmung – selektive Aufmerksamkeit
genannt.
Selektive Aufmerksamkeit in Kombination mit einem aktiven Sensor ermöglicht
eine hohe Sensorauflösung und ein großes Gesichtsfeld. Darüber hinaus wird die
Informationsdichte im eingehenden Sensordatenstrom erhöht. Im Gegensatz zur
Verarbeitung von Daten, die von mehreren, fest mit dem Fahrzeug verbundenen
Sensoren stammen, kann bei gleichem Detailierungsgrad ein sparsamerer Umgang mit
der Rechenkapazität des autonomen Fahrzeugs erreicht werden. Echtzeitfähigkeit
lässt sich dadurch leichter realisieren.
Die Auswahl aussagekräftiger Sensororientierungen sowie die Regelung einer ange-
triebenen Sensorplattform sind die zwei Hauptthemenfelder dieser Arbeit.
Die Auswahl geeigneter Sensororientierungen hängt von der vorliegenden Fahraufgabe
ab: Es ist offensichtlich, dass das Linksabbiegen an einer Kreuzung eine andere
Abfolge von Sensorblickrichtungen benötigt als das Rechtsabbiegen, da die Bedeutung
des Gegenverkehrs für beide Fahraufgaben stark variiert. Daher basiert die vorgestellte
Methode zur Auswahl der nächsten Sensororientierung auf drei aufgabenabhängigen
Kriterien: Die Bedeutung von Objekten im Hinblick auf die aktuelle Situation, die
bezüglich dieser Objekte verfügbare Information sowie die Abdeckung der relevanten
Fahrzeugumgebung durch das Blickfeld des Sensors.
Die Anforderungen an einen aktiven Sensor umfassen eine hohe Positioniergeschwin-
digkeit, ein gutes Folgeverhalten sowie die Kompensation störender Sensorbewegun-
gen. Für jede dieser Anforderungen wird ein individueller Regelalgorithmus entworfen,
welcher in der Lage ist, sich an veränderliche Betriebsbedingungen anzupassen.
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Aus der Kombination dieser Algorithmen resultiert eine leistungsfähige und flexible
Reglerarchitektur für aktive Sensorplattformen.
Die vorgestellte Methode zur Auswahl zukünftiger Sensororientierungen sowie die
Regelung der Sensorplattform werden auf drei unterschiedliche Arten evaluiert: Mit
Hilfe von Simulationen, während der Verarbeitung realer, von Kreuzungsszenarien
stammender Sensordaten sowie bei umfangreichen Testfahrten. Die Testfahrten
umfassen Fahren im Konvoi und vollautonomes Navigieren auf Straßennetzen.
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Symbols: Adaptive Control of an Active Camera Platform

C camera
Ac camera calibration matrix containing intrinsic camera param-

eters
M Cartesian point with coordinates X, Y and Z
F continuous time system matrix
G continuous time input matrix
e control error
c,v coordinate systems
τc Coulomb friction coefficient
I current
ζ damping ratio of a 2nd order system
B discrete time input matrix
Φ discrete time system matrix
D distance of a coordinate system c or v to an arbitrary plane
τd disturbance torque
τu disturbance torque coefficient resulting from unbalanced mass
PKF error covariance matrix of the Kalman filter
PRLS error covariance matrix of the RLS parameter estimator
k feed back gain of state space control
KSSC feed back gain vector of state space control
w feed forward gain of state space control
F (p) filter function depending on parameters p
Θ̇F filtered platform pitch velocity
p filter parameter
αf focal length in terms of pixels
Tf frame time
kf gain of filter F (p)
KRLS gain of the RLS parameter estimator
ka gain of the active gaze stabilization
g gravitational acceleration
h height over ground of a coordinate system c or v
m̃ homogenous point with coordinates x̃, ỹ and z̃
ε hysteresis threshold
I identity matrix
∆R incremental vehicle rotation
∆t incremental vehicle translation
∆x incremental vehicle motion in x-axis direction
∆ψ incremental vehicle yaw angle
J moment of inertia
KKF Kalman gain
∆ latencies resulting from image processing
V lyapunov function candidate
Ks magnitude of sliding mode control
m mass
N maximum number of image correspondences
R measurement noise covariance matrix
C continuous time as well as discrete time measurement matrix
w measurement noise
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Θ̇s measured platform pitch velocity
S MEMS angular rate sensor
Θm mirror angle
ω0 natural frequency of a 2nd order system
n normal vector
δs offset of MEMS sensor
Θ pitch angle with respect to ground plane
δy pixel uncertainty of image column
δz pixel uncertainty of image row
P plant, i.e. the camera platform
Θp camera platform pitch angle
Q process noise covariance matrix
v process noise
R radius
r reference input of controller
Θ̇r residual platform pitch velocity
R rotation matrix
ϕ rotation angle of platform axis
T sampling time
η scale factor to adjust state space control dynamics
γ scale factor to adjust sliding-mode dynamics
ks sensitivity of MEMS sensor
s sliding-line
c spring rate
Ta time constant of the active gaze stabilization
τ torque
km torque constant of platform drive
h torque resulting from unmodeled disturbances
f torque resulting from friction
g torque resulting from a torsion spring
t translation vector
δΘ uncertainty of pitch angle
δψ uncertainty of yaw angle
p vector of parameters of the continuous time plant model
π vector of parameters of the discrete time plant model
Γ vector of regression variables
λ vehicle steering angle
ẋ vehicle velocity
lw vehicle wheelbase
d viscous friction coefficient
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Symbols: Selective Attention

µ appearance rate and disappearance rate of object O
J cost function
Pxy cross covariance matrix
d distance to object
P error covariance matrix
e existence probability of object O
K gain of the unscented Kalman filter
H information theoretic entropy
Pỹỹ innovation covariance matrix
w measurement noise
R measurement noise covariance matrix
O object in general
∆x object motion in x direction during cycle time T
∆y object motion in y direction during cycle time T
v object velocity
ψ̇ object yaw rate
∆ψ object yaw rotation during cycle time T
N prediction horizon of selective attention framework
w priority of objects
v process noise
Q process noise covariance matrix
∆Ω saccade amplitude
T sampling time
κ scaling parameter to weight the influence of the error co-

variance matrix P on the distribution of the UKF’s sigma
points X

Ω sensor orientation
Ω set of sensor orientations
X sigma points that sample the covariance of the state x
Y sigma points that sample the covariance of the measure-

ment y
S situation
D situation component driving destination
G situation components topology and geometry
O situation component object set
R situation component rules
t time
W weight of the sigma points
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Glossary

Glossary

active sensor A sensor that can actively adjust its orientation.

adaptive control The adaptation of the control mechanism to unknown or
changing plant characteristics.

multifocal vision
system

A set of cameras with different focal length. Potentially the
orientation of the cameras can be actively changed. Equiva-
lent to camera platform.

persistently excit-
ing

A persistently exciting input signal is a prerequisite for the
convergence of parameter estimates to their true values. With
a signal that is persistently exciting of order n at most n
parameters can be estimated correctly. The discrete spectrum
of a signal that is persistently exciting of order n is nonzero
for at least n points.

saccade Rapid, abrupt sensor movement to bring an interesting object
into the sensor focus.

selective attention Selecting the most informative parts within the sensor’s field
of view for further exploration.

smooth-pursuit
movement

Slow sensor movement to keep an object centered in the field
of view.

visual motor rou-
tine

Motor skills of the human eye.

vestibulo-ocular
reflex

Sensor movement to compensate disturbing motions of the
sensor carrier.

visual odometry Determining the position and orientation of a moving camera
by analyzing the camera images.

Yield sign as used in Germany according to the Vienna
Convention on Road Signs and Signals
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1 Introduction

Figure 1.1:
An autonomous vehicle A approaching an
intersection along with two other vehicles.
The autonomous vehicle is depicted with
its driving options and the sensor’s field
of view.

Precise perception of a vehicle’s sur-
rounding is crucial for safe autonomous
driving. The resulting requirements re-
garding the perceptual system are exem-
plarily illustrated for the following driving
situation: An autonomous vehicle A ap-
proaches an intersection as depicted in
Figure 1.1. Depending on its driving
destination the car will turn right, turn
left or go straight at the intersection
ahead.

Besides knowledge of the intersection’s
geometry and topology, safe execution
of the intended intersection maneuver
clearly requires being aware of all rele-
vant traffic participants. Their distance,
direction of motion, velocity and right
of way with respect to the autonomous
vehicle determines their relative impor-
tance during the situation at hand.

High relative speeds – 100 km
h or more for oncoming traffic – are common outside

cities. Early detection of oncoming traffic and cross traffic is therefore a mandatory
prerequisite at intersections. Hence, high sensor resolutions are necessary to gain the
look-ahead range required for safe driving. Clearly a high sensor resolution is desirable
as well for precise estimation of the road- or intersection-geometry respectively.

Intersection maneuvering additionally requires a large field of view (FOV) for early
detection of cross-traffic and for determining the geometry of intersecting roads.
Obviously the sensor’s field of view depicted in Figure 1.1 is not enough to detect

Sensor Orientation Selection and Adaptive Control of an Actuated Sensor
Platform for Autonomous Vehicles
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1 Introduction

the blue car entering the intersection from the right. Moreover only little information
on the geometry of the intersecting road is available from the sensor in this example,
which makes turn-maneuvers impossible even if it is guaranteed that there are no
obstacles at all.

High resolution and a large field of view are often competing requirements, however.
To provide both high sensor resolution and a large field of view there are two
possibilities in general: Attach more than one sensor to the vehicle or use a sensor
that can actively adjust its orientation. In the scope of this thesis only sensors with
adjustable sensor orientation are referred to as active sensors. Hence, sensors that
emit some kind of radiation like RADAR-sensors or LiDAR-sensors are not active in
this sense.

Equipping a vehicle with several high-resolution sensors that provide sufficient
coverage of the vehicle’s local environment results in a large input data stream that
has to be processed by the vehicle’s on-board computer(s). Both data transfer from
sensor to computer and data processing have to be performed in real-time. Therefore
the data-stream that can be processed is limited by the computational resources
aboard the autonomous vehicle. Refer to Dickmanns [2003, 2007] for an informative
discussion on the sensor resolutions that are necessary for safe autonomous driving,
the resulting data volume provided by these sensors and the required computational
power to process this data fast enough to ensure adequate response times of the
vehicle.

To save computational resources only the most informative parts of the sensory input
data are selected for further processing. This requires a decision stage which selects
the data that is most informative with respect to the current task. The process of
selecting data for further processing while paying less attention to the rest of the
data is called selective attention henceforward.

A further step towards data economy is utilizing a sensor that can actively adjust its
orientation, thus providing high resolution and a large field of view. This considerably
reduces the input data stream, while simultaneously increasing the information
density in the incoming data. Actively adjusting a sensor’s focus of attention clearly
requires selective attention and control of the sensor position. Controlling the sensor
position additionally provides the possibility for active disturbance rejection and
object tracking, which is especially desirable for high resolution sensors.

2 Sensor Orientation Selection and Adaptive Control of an Actuated Sensor
Platform for Autonomous Vehicles



1.1 Challenges and Contributions

Selective attention in combination with an active sensor is a means of enhancing
information density in the sensory input data and thus supports real-time computa-
tions of the captured sensor data with limited processing power. This is particularly
advantageous for mobile systems like autonomous vehicles.

1.1 Challenges and Contributions

Both appropriate control of the active sensor and the selection of an adequate sensor
orientation have their own challenges. These challenges and the solutions proposed
in this thesis are outlined below.

1.1.1 Selective Attention

For autonomous vehicles that are equipped with an active but limited field of
view sensor selecting an adequate sensor orientation is essential. The method for
determining the sensor orientation presented in this thesis is based on three criteria:

a) the importance of objects like traffic participants and road-network elements
with respect to the current situation,

b) the available information about traffic participants and the road-network
geometry as well as

c) sensor coverage of the vehicle’s relevant surrounding area.

The proposed selective attention module analyses the current situation with respect
to traffic participants, traffic rules, road-network characteristics (for example, two-
way road, multi-lane street, turning-lane or intersecting roads) and the intended
driving maneuver of the autonomous vehicle. The outcome of this analysis is a
priority reflecting the importance of traffic participants and road-network elements:
Obviously the importance of oncoming traffic considerably differs for a left-turn or
right-turn (Figure 1.1).

In item b) the term information refers to the knowledge about the position, the ori-
entation, the direction of motion as well as the speed of motion of traffic participants
relative to the autonomous vehicle. Knowledge about the position, the orientation
and the geometry of road-network elements is subsumed under the term information
here as well. However, knowledge about those variables not only refers to their
values but also to the level of confidence associated with these values. Information
about traffic participants or the road-network geometry is thus represented by a set
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of characteristic variables and a measure of confidence for each of these variables.
In the scope of this thesis the information about traffic participants and road-network
elements is considered to be provided by recursive Bayesian state estimators, like,
for example, Kalman filters (KF). This way the estimated probability density of the
object’s state vector carries all the available information about an object. From
this probability density the most likely value of the state vector and an associated
measure of confidence in the object state estimate – typically the state estimation
error covariance – can be derived. Incorporating new measurement information
about an object in its state estimate is likely to decrease the uncertainty in the state
estimation. The change in estimation uncertainty can be considered as information
gain. Thus predicting the information gain is a way to evaluate the benefit of future
measurements with respect to the currently available object information. Large
predicted information gains indicate rewarding measurements while the opposite
applies for small information gains. Therefore predicting the information gain is key
for selecting meaningful future sensor orientations.

To ensure sensor coverage of the vehicle’s relevant surrounding area – as mentioned in
item c) – while utilizing an active yet limited field of view sensor, artificial undetected
objects are placed at locations where the appearance of new objects is anticipated.
An existence probability is assigned to these so called expected objects. After
observing an expected object’s location the uncertainty about the existence of a real
object at this location decreases. Likewise the probability of a real yet undetected
object existing at the observed location decreases as well and so does the expected
object’s existence probability. The amount of decrease of this existence probability
is a measure for the information gained by observing the expected object. In other
words: a large predicted information gain associated with an expected object is
equivalent to great uncertainty whether or not a real object exists at the respective
location. Observing this area on the other hand is likely to significantly reduce this
uncertainty.

Finally the selective attention framework chooses future sensor orientations by
evaluating the information gain associated with the respective sensor orientation as
well as the relative importance of the observed objects with respect to the current
task.

Most of the material on selective attention presented in this work emanates from
the publications Unterholzner et al. [2012] and Unterholzner and Wuensche [2013].
Complementary video material is available at the online presence of this thesis
[Unterholzner, 2015].
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1.1.2 Control of the Active Sensor

Probably the most important characteristic of an active sensor with respect to control
is positioning time. The faster the sensor can move from its current orientation to
the next sensor orientation, the earlier measurements corresponding to the new sensor
orientation become available and the less data might get lost during sensor motion,
for example, due to motion blur with regard to cameras. The time required for
positioning depends on the available accelerating torque on the actuator side and the
capability of time-optimal positioning on the control side. While the actuator-based
acceleration is linked to the design of the active sensor, achieving time-optimal
positioning depends on the controller design. Time-optimal control means that for a
given actuator set-up whose dynamics is perfectly known shorter positioning time
is theoretically impossible. This implies that time-optimal control is sensitive to
unknown plant dynamics, parameter uncertainties as well as external disturbances.
Therefore time-optimal control is of rather theoretical significance, than of practical
importance, since it provides a lower bound for the minimum achievable positioning
time. Compared to time-optimal control, sliding-mode control is an inherently robust
control method insensitive to parameter uncertainties and bounded disturbances.
To achieve robust close to time-optimal control behavior, the proposed switching
surface of a sliding-mode controller is designed to resemble that of the time-optimal
controller, while simultaneously ensuring insensitivity to parameter mismatch and
bounded disturbances.

While fast sensor positioning is essential for active sensors they additionally provide
the possibility to keep objects centered in the sensor’s field of view. This is beneficial
in two ways: First, if an object that moves relative to the sensor carrier is to
be observed, it can be tracked without data loss, since abrupt repositioning can
be avoided. Second, search spaces for locating already known object features in
consecutive sensor readings can be kept small. The computational burden caused by
the tracking process is reduced this way.

Vehicle pitch rotations induced by bumps, harsh braking or the like may lead
to corrupted sensor data such as blurry images in the case of cameras. Moreover
informative image regions might disappear completely if their origin is located outside
the sensor’s field of view after the disturbance has occurred. This is especially critical
for high resolution sensors with small aperture. However, active sensors may be
designed such that they measure the pitch rotation and counteract its effect by using
the reverse of the measured disturbance as input to the sensor’s position control.

Sensor Orientation Selection and Adaptive Control of an Actuated Sensor
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For cameras in particular inertial image stabilization should be designed as a feed
forward control with respect to visual feedback: due to the latencies inherent to image
sensors, the disturbing camera motion cannot be derived from image data for gaze
stabilization purposes, but has to be measured by a low-latency motion-sensing device.
The image stabilization result depends on the accuracy of both the sensor measuring
the disturbance and the actuator responsible for image stabilization. A vision based
online calibration of the inertial gaze stabilization is proposed to improve stabilization
results in case of sensor tolerances or unknown actuator characteristics.

Active sensors are mainly experimental sensor platforms. Hence their sensor configu-
ration is subject to change. For this reason the presented control algorithms adapt
to parameter variations in order to enhance the flexibility of the actuated sensor
platform and to avoid retuning after platform configuration changes.

The proposed control algorithms in combination with an actuated sensor platform
provide an active sensor that is able

- to perform proximate time-optimal point-to-point motions in order to attend
to regions of interest (ROI) as fast as possible,

- to smoothly track objects of interest and
- to attenuate disturbances by means of active inertial gaze stabilization.

Moreover the sensor platform is able to adapt to changing platform configurations
as well as to calibrate its inertial gaze stabilization online.

The publications Unterholzner and Wuensche [2009], Unterholzner and Wuensche
[2010], Unterholzner et al. [2010] and Unterholzner and Wuensche [2012] form the
basis for the control strategies for active sensors that are proposed in this thesis.

1.2 Thesis Outline

Selective attention and control of an actuated sensor platform are the two main
topics of this thesis. Control strategies for an active sensor – an active camera
platform in this case – are developed and discussed in chapter 2. The selection of
an appropriate sensor orientation is the subject of chapter 3. Readers interested
in either of the two chapters can readily skip the other one as both topics can be
discussed almost independently.

The first section of chapter 2 describes those properties of the human eye that
are considered to be beneficial for artificial active sensors. The state of the art
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of active vision systems relevant to this thesis is presented in section 2.2. Design
principles for active vision systems considering the requirements for autonomous
driving are discussed in section 2.3. A brief overview of the realization of the sensor’s
capabilities fast positioning, smooth object tracking and disturbance rejection is
given in section 2.4. It is followed by a detailed presentation of the respective control
algorithms for near time-optimal positioning and object tracking in section 2.5 as
well as the active gaze stabilization presented in section 2.6. Experimental results for
fast sensor positioning and smooth reference tracking are presented in section 2.5
whereas results on gaze stabilization are given in section 2.6. The chapter concludes
with section 2.7.

Selective attention is addressed in chapter 3. The related work on selective attention
is summarized in section 3.1. Situation interpretation in section 3.2 determines the
priorities that reflect the relative importance of objects with respect to the current
task. Predicting the uncertainties associated with the estimated objects’ states
with respect to a set of preselected sensor orientations is presented in section 3.3.
The selection of the optimal sensor orientation while considering the current task
as well as the expected information gain is discussed in section 3.4. Experimental
results, based on simulations as well as on real sensory input data, are presented in
section 3.5. The chapter concludes in section 3.6.

The main contributions of this thesis are summarized and discussed in chapter 4. The
proposed solutions for the control of an active sensor as well as the determination of
the most informative sensor orientation are evaluated with respect to the presented
results, leading to several hints and suggestions for possible directions of future
research.
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2 Adaptive Control of an Active Camera Platform

Perception of the environment is crucial for autonomous systems and visual perception
in particular is a substantial source of information for intelligent vehicles. For a visual
perception system of an intelligent vehicle high measurement accuracy combined
with a large field of view is essential.

An example of a very powerful naturally occurring active visual sensor is the human
eye, whose most important properties are briefly reviewed in section 2.1 to derive
those features of the human eye, that are desirable for artificial active sensors.

Section 2.2 presents the state of the art on active vision systems where technical
realizations of such systems as well as the corresponding control strategies are
described. This section concludes with a summary and evaluation of the presented
active vision system’s properties.

High measurement accuracy and a large field of view are prerequisites for autonomous
driving but are contradictory requirements for a single camera. Multi-focal vision
systems – equipped with tele- and wide-angle-cameras – represent a suitable alterna-
tive. The multi-focal vision system MarVEye-8 addresses the needs of autonomous
driving by mimicking the properties of the human eye to some extend. The resulting
design of MarVEye-8 is presented in section 2.3.

Similar to the central fovea of the human eye high resolution tele-cameras have small
aperture angels limiting the high resolution sector to a small fraction of the required
visual field. Hence tele-cameras have to be actively directed towards scene regions of
interest. Moreover active inertial gaze stabilization is required since tele-cameras are
highly sensitive to rotational vehicle motions. Gaze stabilization as well as adjusting
the orientation of the tele-camera requires control of the vision system. The required
visual motor routines are presented in section 2.4. The underlying control algorithms
that realize these visual motor routines are presented in section 2.5 and section 2.6.
The corresponding experimental results are also presented therein.

Sensor Orientation Selection and Adaptive Control of an Actuated Sensor
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The chapter concludes in section 2.7 summarizing the features of the proposed
active multi-focal vision system as well as discussing its applications during real
world autonomous driving followed by an outlook on possible future developments.

2.1 The Human Eye as a Template

Visual perception is one of the most important senses for biological as well as for
technical systems. However, for technical systems it is still challenging to extract
meaningful information from visual sensor input. Due to its impressive performance
in interpreting visual scenes, the human sense of vision may serve as a template for
an artificial visual sense.

Similar to a camera in technical systems the eye is the sensor of the human visual
system. The human eye provides high visual acuity in the central region of the
retina – the fovea – close to the optical axis. Simultaneously the eye offers a wide
field of view due to a large but low-resolution peripheral area surrounding the fovea.
Therefore peripheral vision delivers highly compressed but less detailed data compared
to the high-resolution foveal vision. Since data compression already takes place in
the sensor, there is the need for a selection stage – often referred to as selective
attention – that decides which parts of the environment are most informative and
therefore should be discovered in more detail.

Selective attention combined with high-resolution foveal vision in turn requires
directing the fovea actively towards selected regions of interest (ROI). Moreover
during the measurement process the ROI shall be kept foveated despite relative
motions of the ROI with respect to the sensor. Shifting the fovea towards a ROI as
fast as possible is called a saccade. Smooth pursuit movements keep the selected
ROI within the fovea based on visual feedback. However visual feedback is subject
to large latencies and smooth pursuit movements are therefore inappropriate to
compensate for, for example, fast head motions. The vestibulo-ocular reflex (VOR)
inertially stabilizes the image on the retina based on measurements of the vestibulo
organ located in the inner ear. The combination of the vestibulo-ocular reflex and
smooth pursuit movements ensures stable tracking of selected ROIs. Binocular vision
additionally requires vergence movements – i.e. simultaneous movements of both
eyes in opposite directions – to keep a selected ROI foveated in both eyes.
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In summary the visual properties of the human eye in combination with selective
attention lead to decreased data rates with increased information density compared
to a sensor with high resolution in the whole field of view.

An artificial visual sensor for intelligent vehicles mimicking the desirable visual
properties of the human eye implies the need for a multi-focal vision system comprising
at least one tele- and one wide-angle camera. Such a sensor should be active and
provide the following visual motor routines: saccade, smooth-pursuit movement
and vestibulo-ocular reflex. The need for vergence movements decreases with the
increasing distance of the observed features. Therefore the capability of vergence
movements is not essential for intelligent vehicles and can be omitted in favour of
a considerable reduction of the mechanical complexity of the resulting multi-focal
vision system.

2.2 Active Vision Systems: State of the Art

Active vision systems require one or more actuated sensors whose position can
actively be changed. The sensor position can be adjusted by some kind of control
strategy offering the possibility for the realization of sensor behaviors like attending
to an object or object tracking.

Several approaches exist regarding design and control of active vision systems. Most
of them are more or less inspired by the human eye, mimicking to some extent its
sensing properties and visual motor routines.

The following sections provide a by no means complete overview on technical
realizations and control strategies of active vision systems.

2.2.1 Technical Realizations of Active Vision Systems

Vision systems for robots – including humanoids and autonomous ground vehicles –
are described, for example, in Yamato [1999], Peng et al. [2000], Kühnlenz et al.
[2006], Ude et al. [2006], Suppa et al. [2007], Zhang and Tay [2009] or Vilgrattner
and Ulbrich [2011]. An overview on vision systems can be found, for example, in
Schiehlen [1995] or Kühnlenz [2007].
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A multi-focal vision system for mobile autonomous platforms comprising three
cameras is presented in Kühnlenz et al. [2006]. A wide-angle stereo camera system
is mounted on a pan-tilt platform. Additionally two gimbal mounted high resolution
cameras are attached on either side of the pan-tilt platform. These cameras can be
pointed towards scene regions of interest independent from the orientation of the
pan-tilt platform. Utilizing this camera platform a gaze planning algorithm faces
less restrictions compared to a conventional pan-tilt unit.

Vilgrattner and Ulbrich [2011] present a compact and lightweight high-dynamic
vision system especially suitable for being mounted on a human’s head, for example,
as part of a gaze-driven head-mounted camera system or to serve as an artificial eye
for a humanoid robot. Two piezo actuators are used for the control of the camera’s
pan- and tilt-motion.

For autonomous ground vehicles visual sensors should be able to meet – potentially
competing – requirements such as: wide field of view, high resolution and stereo
vision. A wide field of view is desirable to scan simultaneously as much of the vehicle’s
environment as possible. A high resolution is required for early detection of distant
objects. The maximum range of object detection limits the maximum speed of the
vehicle. Stereo vision may be used to gather 3D information of the environment.
These requirements and the resulting design of multi focal camera platforms are
discussed, for example, in Dickmanns [2003] and Dickmanns [2007]. Vision systems
designed for the use in autonomous vehicles are presented, for example, in Schiehlen
and Dickmanns [1994a,b], Günthner et al. [2006], Ducrocq et al. [2008b,a] or Gu
et al. [2011].

Keeping inertia and mass of the moving parts as low as possible is key for active
high dynamic vision systems. An active stereoscopic vision system comprising a
camera, a rotatable reflective triangular prism right in front of the camera and two
mirrors located to the right and to the left of the prism is presented in Ducrocq
et al. [2008b,a]. The right mirror projects the right stereo image via the prism onto
the right half of the camera sensor. Analog to the right image the left stereo image
is captured via the left mirror. This way the camera captures both images of the
stereo pair. The fixation point of the camera system can be changed by rotating
the prism, which is attached to a stepper drive. Thus the number of moving parts
can be kept to a minimum.

A camera system for traffic sign detection is presented in Gu et al. [2011]. It
is composed of a wide-angle camera and an active telephoto camera. While the
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wide-angle camera is fixed to the vehicle body, the gaze direction of the telephoto
camera can be adjusted by two galvanometer scanners equipped with mirrors. Due
to the small rotating masses of the mirrors, high scan rates can be achieved.

A pan-tilt camera unit that is small enough to be placed between the front windscreen
and the interior mirror of a car is proposed in Günthner et al. [2006]. An actuated
mirror is used to simultaneously realize compact size and high dynamic view direction
change, while the corresponding telephoto camera remains fixed to the car body.
Thus the vision system is fast enough to compensate for the vehicle pitch rotations,
that would otherwise disturb the camera images.

2.2.2 Control Strategies

Realizing the visual behaviors smooth pursuit movements, saccades and the vestibulo-
ocular reflex require appropriate control strategies like: tracking a reference trajectory,
fast point-to-point motion and active disturbance attenuation. Utilizing adaptive
control laws allows for reconfiguration of the camera set-up of the active vision
system, for example exchanging cameras and/or lenses, while retaining adequate
control performance. The applicability of active vision systems is thereby enlarged.

2.2.2.1 Adaptivity

Adaptation to changing plant dynamics requires system identification techniques
including closed loop on-line identification of plant parameters. The textbooks Ljung
and Söderström [1983], Ljung [1999] or Söderström and Stoica [2001] provide a good
starting point for readers interested in system identification. System identification
constitutes a large field of research on its own which is not in the scope of this
thesis.

Utilizing system identification techniques for on-line adaptation of control laws is
commonly referred to as adaptive control. Standard results of adaptive control that
can be found in textbooks like Goodwin and Sin [1984], Åström and Wittenmark
[1989] or Ioannou and Fidan [2006] as well as in tutorials like Dumont and Huzmezan
[2002] are used for this thesis to achieve the desired adaptivity to changing plant
parameters of the camera platform. The focus lies on state-space or adaptive pole
placement control techniques respectively as discussed in Gambier and Nazaruddin
[2005], for example.
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2.2.2.2 Tracking: Smooth Pursuit Movements

Smooth pursuit movements are used to keep selected objects or regions of interest
centered in the sensor’s visual field. This means that the visual system has to follow
a desired trajectory provided, for example, by a visual object tracking module.

For reference tracking a motion planner commonly provides the desired plant states
that are controlled by an appropriate state-space control law. Alternatively the inverse
plant dynamics is used to derive a feed forward control law which is supplemented
by a feed back control law to cope with plant uncertainties and disturbances. Both
closely related control strategies are covered, for example, in the textbooks Franklin
et al. [1998] and Franklin et al. [2002].

The control of camera platforms for autonomous driving by state-space control
techniques is addressed, for example, in Schiehlen and Dickmanns [1994a,b] or
Schiehlen [1995]. To achieve good tracking behavior as well as fast point-to-point
motions the controller bandwidth has to be changed accordingly.

2.2.2.3 Fast Positioning: Saccades

Saccadic movements are a typical application for time-optimal control. Time-optimal
control problems can be solved using Pontryagin’s minimum principle as described,
for example, in Athans and Falb [1966], but the solution is sensitive to unknown
plant dynamics, uncertain plant parameters and external disturbances. Moreover it
is difficult to derive a solution analytically for nonlinear systems. A robust adaptive
proximate time-optimal solution for double-integrator plants is given in Workman
et al. [1987] and Franklin et al. [1998] respectively. To avoid the chattering problem
the infinite-slope signum-function of the time-optimal control law is replaced by
a finite-slope saturation-function combined with an acceleration discount factor
albeit at the cost of a slower step response time. The discount factor is required to
account for parameter uncertainties and disturbances as well as unmodelled effects
like friction that are not considered in the double-integrator plant model. More
recent work seeking to minimize the inherent conservatism in proximate time-optimal
servo mechanisms is presented, for example, in Salton et al. [2012].

Sliding-mode control on the contrary is an inherently robust method to cope with
uncertain plant dynamics. If the controlled system has reached the sliding-mode, it
is insensitive to disturbances and system motion is determined by the sliding-surface
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only as stated, for example, in Utkin [1977], DeCarlo et al. [1988], Hung et al. [1993]
or Young et al. [1999]. Hyperplanes are frequently used as sliding surfaces. The
system motion in sliding-mode is then governed by linear differential equations, with
the drawback of a suboptimal transient response in terms of time-optimal control.

There are several approaches that try to utilize the robustness properties of sliding-
mode control, while simultaneously attaining near time-optimal control performance,
for example, You and Lee [2000], Iliev and Kalaykov [2004] and Chatchanayuenyong
and Parnichkun [2008]. In Chatchanayuenyong and Parnichkun [2008] a neural
network is used to learn the time-optimal switching curve from actuator step responses.
The resulting sliding-mode controller is combined with a PI-controller to achieve
both good transient response and good steady-state response. To achieve robust
near time-optimal control, in You and Lee [2000] the combination of time-optimal
control, sliding-mode control (with a hyperplane as sliding-surface) and a linearised
feedback control is proposed. In Iliev and Kalaykov [2004] a nonlinear sliding-surface
for a double-integrator system is derived that becomes identical to the time-optimal
switching line in the limit. It is further analysed therein how this switching line has
to be modified for nonlinear second-order systems. The necessary modifications lead
to constraints, that prevent the sliding-surface from being time-optimal. Therefore
a Takagi-Sugeno fuzzy-model is proposed to approximate a time-optimal sliding-
surface.

The control-law design-methods described above are off-line methods and therefore
only suitable for plants with constant parameters. Since the cameras of the presented
vision system (Figure 2.2) can be changed easily, plant parameters are not known in
advance. Hence the switching line has to be adapted according to on-line identified
plant parameters to derive near time-optimal saccades. The approach is to use
the sliding-surface proposed in Iliev and Kalaykov [2004] and modify it to relax the
necessary constraints. The resulting switching line is an implicit function depending
on the system state and the plant parameters which can be adapted on-line.

2.2.2.4 Stabilization: The Vestibulo-Ocular Reflex

The use of high resolution tele-cameras enhances the perceptional capabilities of
autonomous vehicles. It enables the early detection of distant objects and provides
detailed images of points of interest in the vehicle’s surrounding. Tele-cameras,
however, are more sensitive to disturbances – especially rotational vehicle motion –
than wide-angle cameras.
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To obtain stable images and keep objects of interest within camera scope active
gaze stabilization is necessary. In Schiehlen [1995] and Dickmanns [2007] inertial
measurements of the rotational vehicle motion are used for active image stabilization
in autonomous vehicles.
Stabilizing the camera image based on inertial measurements without using visual
feedback is a pure disturbance feed-forward with respect to the camera image, since
image-based information is not used for the stabilization. Residual image motion
may be induced by errors of the inertial angular-rate sensor, such as sensor offset,
wrong or changing sensor sensitivity, errors in the mounting position of the sensor or
imperfections in the control loop of the stabilizing actuator.

To account for the problems induced by the feed-forward stabilization in more
recent works, visual information is incorporated in the stabilization process. Either
information from inertial sensors and vision is fused as, for example, in Lobo et al.
[2008], or the inertial sensors are calibrated based on visual information as in Günthner
et al. [2007], Günthner [2008] or Lenz et al. [2008]. The latter approach is similar
to the vestibulo-ocular reflex (VOR) that many vertebrates use for gaze stabilization.
The VOR not only stabilizes the image on the retina, but also continuously adapts to
erroneous measurements of the vestibular organ located in the inner ear as outlined
in Günthner [2008]. This adaptation process is based on visual feedback.

In Günthner et al. [2007], Günthner [2008] and Lenz et al. [2008] sensor and actuator
errors are compensated by means of an adaptive FIR (finite impulse response) filter
as suggested in Dean et al. [2002]. The filter adaptation is driven by optical flow.
The camera platform in Lenz et al. [2008] executes only rotational motions in an
indoor environment. Thus optical flow results solely from rotational motion. In
Günthner et al. [2007] and Günthner [2008] the camera platform is mounted behind
the windshield of a car. Optical flow computation is based on distant features. This
way the translational platform motion has little impact on the resulting optical flow.
However, it is not always possible to calculate the optical flow by utilizing distant
features only: consider, for example, a car driving on a forest track or in an inner-city
environment.

The presented active inertial gaze stabilization is inspired by the vestibulo-ocular
reflex, too. In contrast to the aforementioned works, however, the sensor and actuator
errors are modelled explicitly. From those error models a filter transfer-function is
derived, that is suitable to modify the sensor signal such as to compensate for the
overall stabilization error. The adaptation of the unknown filter parameters is driven
by the residual camera motion.
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2.2.3 Discussion

Most of the active-vision systems presented here are specialized designs with respect
to a given application area. Platform weight, platform dynamics and the degrees
of freedom of the attached cameras are subject to design considerations, whereas
platform reconfiguration is rarely addressed once the platform specifications have
been set up. Changing the camera configuration of a platform may therefore require
some mechanical redesign preventing easy exchange of cameras. Nevertheless this
would be desirable, for example, for experimental reasons or if new cameras have to
be evaluated before acquisition.

While smooth pursuit movements of active vision systems are realized, for example,
by pole-placement algorithms, time-optimal control methods are rarely addressed to
realize saccades, thus limiting the dynamic performance of active vision systems.

Finally the self-calibration capability of most systems comprising active inertial
gaze stabilization is limited to environments where distant features for optical flow
computation are available. Thus eliminating the need to consider translational
camera motions.

The design and control of the active vision system MarVEye-8 presented here,
seeks at improving the practical applicability of the camera platform by providing
a more flexible sensor design to enable easy exchange of cameras. Moreover the
platform dynamics is increased by applying a near time-optimal control strategy.
The platform’s inertial gaze stabilization is enhanced as well by its self-calibration
capability based on visual feedback..

2.3 Design of the Visual Sensor

Active multi-focal vision systems – or camera platforms respectively – are able to
provide a wide field of view, high resolution and stereo vision at the same time.

A wide field of view is desirable to scan simultaneously as much of the vehicle’s
environment as possible. A high resolution provides detailed images of points of
interest in the vehicle’s surrounding. Moreover tele-cameras are required for early
detection of distant objects, since the maximum range of object detection limits the
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Figure 2.1:
A multi-focal vision system offering a wide field of view combined with a high resolution
central area. Stereo vision is possible within the intersection of the two wide-angle cameras’
fields of view.

maximum speed of the vehicle. Stereo vision may be used to gather 3D-information
of the environment in closer proximity.

Active vision systems that are pivotable in pitch and yaw axis enable the exploitation
of the high measurement accuracy offered by tele-cameras within the vision system’s
entire field of view. Moreover the visual field of the intelligent vehicle is enlarged
this way. However tele-cameras are more sensitive to disturbances than wide-angle
cameras. Therefore active gaze stabilization is required to obtain stable images and
to keep objects of interest within the camera’s scope.

For a sound discussion of these requirements and the resulting design of multi-
focal vision systems refer to Dickmanns [2003] or Dickmanns [2007]. According
to Dickmanns [2003], platforms pivotable in pitch and yaw axis and equipped with
several cameras, that either provide a wide field of view or a high resolution, offer
a good compromise to meet the needs of visual perception in autonomous ground
vehicles. Figure 2.1 depicts one possible multi-focal camera arrangement following
the recommendations given in Dickmanns [2007].

Although multi-focal vision systems offer a good compromise covering more or less
the needs of each visual perception module of an intelligent vehicle, the optimal
camera configuration for a single perception module can differ from the currently
utilized camera arrangement. To detect, for example, lane markings black-and-white
cameras might be best. For detection of drivable areas in off-road terrain color
cameras might be better. Divergent cameras offer a wide field of view. Parallel
cameras, on the contrary, increase the range for stereo vision. Depending on their
range of interest different perception modules require different focal lengths of their
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yaw axis plate

yaw axis drive

pitch axis
drive

pitch axis
encoder

adapter
plate

hollow shaft
tele-lense inside

pitch axis mirror

Figure 2.2:
One possible configuration of the proposed multi-focal vision system MarVEye-8.

camera lenses. Therefore software designers prefer to use the camera configuration
that suits best their application’s demands. For this reason the configuration of the
multi-focal vision system of an intelligent vehicle may be frequently changed during
the development process.

Every time the cameras are changed, the extrinsic camera parameters are lost and
recalibration is required. Moreover exchanging the cameras may alter the camera
platform’s dynamics due to different camera masses. This leads to reduced motion
control performance of the multi-focal vision system.

To overcome these problems the presented multi-focal vision system not only follows
the design recommendations given in Dickmanns [2007], but additionally offers the
possibility to exchange cameras while retaining camera calibration for later reuse of
this configuration. Some possible system configurations are shown in Figure 2.2 and
Figure 2.3 respectively. For easy exchange cameras are mounted on adapter plates
as shown in Figure 2.2. These plates are attached to the yaw axis plate. For high
repeat accuracy the plates are positioned with adjust pins relative to the yaw axis
plate. Thus camera calibration is preserved as long as the cameras remain fixed to
the adapter plates.

Pitch axis drive and pitch position sensor are mounted below the yaw axis plate.
The pitch axis camera is placed in the hollow shaft of the yaw axis drive. A mirror is
used to reflect the horizontal view towards this camera. Thus only the mirror has to
be rotated and the moment of inertia of the pitch axis is kept low. Moreover the
weight of the pitch axis drive can be kept to a minimum, which in turn reduces the
moment of inertia of the yaw axis. Placing the pitch axis camera in the center of
rotation of the yaw axis further reduces the yaw axis’ moment of inertia.

Sensor Orientation Selection and Adaptive Control of an Actuated Sensor
Platform for Autonomous Vehicles

19



2 Adaptive Control of an Active Camera Platform

(a) (b)

(c) (d)

Figure 2.3: Further possible configurations of MarVEye-8.

2.4 Realizing Visual Motor Routines

An active multi-focal vision system implies the need for visual motor routines like
saccades, smooth-pursuit movement and the vestibulo-ocular reflex as identified in
chapter 2.2.

Saccades (SAC) are fast movements to a given reference position. Smooth-pursuit
movements (SP) are used to track objects of interest or to keep selected regions
of interest foveated respectively. Saccades and smooth-pursuit movements require
reference values either from a single visual perception module, for example, a
vehicle tracker or – based on the current situational context – from an attention
module. Both saccades and smooth-pursuit movements are based on feedback
control that directs the plant P – which is the multi-focal vision system – to a given
reference position. A block diagram of the proposed platform control is depicted in
Figure 2.4.

The vestibulo-ocular reflex (VOR) provides active gaze stabilization based on inertial
measurements of disturbing platform motions. A MEMS (micro-electro-mechanical
system) sensor S is placed on the yaw axis plate of the multi-focal vision system to
measure the angular velocity Θ̇p of the pitch axis induced by vehicle rotations. Visual
feedback from the camera C is used to calibrate this open-loop gaze stabilization.
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VOR S

P C

Θ̇p

SP/SAC

Figure 2.4:
Control of the multi-focal vision system comprising three distinct controllers for saccades
(SAC), smooth pursuit movements (SP) and the vestibulo-ocular reflex (VOR).

Due to the different control objectives the realization of saccades, smooth-pursuit
movements and the vestibulo-ocular reflex requires three distinct controllers as
shown in Figure 2.4. The controllers for saccades (SAC) and smooth-pursuit
movements (SP) are implemented for both the yaw axis and the pitch axis of the
multi-focal vision system. The vestibulo-ocular reflex (VOR) is realized for the
platform pitch axis only, since disturbances like bumps, braking or accelerating
mainly induce vehicle pitch rotations.

2.5 Saccades and Smooth-Pursuit Movements

Saccades can be considered as a time-optimal control problem. Therefore a near
time-optimal sliding-mode control law (CSLC) is proposed for realizing saccadic
movements. The smooth-pursuit movements are governed by a state-space controller
(CSSC) that is designed to provide good tracking behavior. A block diagram of
the proposed control structure is depicted in Figure 2.5. Both controllers share a
Kalman filter (KF) to derive full state information and a recursive least squares (RLS)
parameter estimator for online identification of the parameters of the dynamic model
of plant P . The RLS estimator is necessary since altering the camera configuration
of the multi-focal vision system may lead to a change in the platform dynamics –
which is obvious from Figure 2.3. The parameter estimates of the RLS estimator
are used to adapt the Kalman filter KF as well as the control laws CSLC and CSSC.
Based on the control error a switch determines which control law is applied.
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P

RLSKF

CSLC/SSC

Figure 2.5:
Block diagram of the control structure for saccades and smooth-pursuit movements.

2.5.1 Dynamic Model

The dynamic plant model of the platform yaw axis and the dynamic plant model of
the platform pitch axis differ only slightly. The dynamic plant model of the platform
pitch axis is a subset of the dynamic plant model of the platform yaw axis. Therefore
the yaw axis model is derived first. The yaw axis’ plant dynamics is modelled as a
non-linear second-order differential equation:

J · ϕ̈ = km · I − τϕ − τϕ̇. (2.1)

I is the torque generating motor current, km the motor torque constant, J the
moment of inertia of the platform axis and ϕ̈ is the axis’ angular acceleration. The
angular velocity dependent disturbance torque τ ϕ̇ is described by

τϕ̇ = τc · sgn(ϕ̇) + d · ϕ̇ (2.2)

with τc representing the Coulomb friction coefficient, d representing the viscous
friction coefficient and with sgn(.) being the signum function. The angular position-
dependent disturbance torque τϕ results from twisted cables and from the unbalanced
mass m with respect to the platform yaw axis:

τϕ = R ·m · g · sin(Θp) · cos(ϕ) + c · ϕ. (2.3)

The torsion-spring model c · ϕ describes the torque resulting from twisted cables.
The term R ·m · g · sin(Θp) · cos(ϕ) represents the disturbance torque resulting from
the unbalanced mass, with R being the distance from the center of gravity of the
unbalanced mass m to the center of rotation of the platform yaw axis, g being the
gravitational acceleration and Θp being the adjustable pitch angle of the platform
yaw axis. The unbalanced mass results from the pitch axis encoder outweighing
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the pitch axis drive and any mass differences of the used camera/lens combinations.
Defining R ·m · g · sin(Θp) =: τu, the disturbance torque τϕ can be written as

τϕ = τu · cos(ϕ) + c · ϕ. (2.4)

With equations (2.2) and (2.4) the plant dynamics (2.1) can be summarized to the
dynamic plant model of the platform yaw axis

J · ϕ̈ = km · I − d · ϕ̇− c · ϕ− τc · sgn(ϕ̇)− τu · cos(ϕ). (2.5)

The dynamic plant model of the platform pitch axis can be derived from the yaw
axis model by neglecting the angular position-dependent disturbance torque (2.4) in
equation (2.5):

J · ϕ̈ = km · I − d · ϕ̇− τc · sgn(ϕ̇). (2.6)

Unlike for the platform yaw axis for the platform pitch axis there are no twisting cables
and no unbalanced masses (see Figure 2.3). Therefore the angular position-dependent
disturbance torque is negligible.

The parameter estimator, the state estimator as well as the axis controller derived in
the following sections are developed for the platform yaw axis only. Once these algo-
rithms have been developed for the platform yaw axis, they can be applied in an analo-
gous manner to the platform pitch axis by setting the parameters c = 0 and τu = 0.

2.5.2 Parameter Estimation

Since the model parameters J , d, c, τc and τu are unknown, a parameter estimator is
used to get the estimates Ĵ , d̂, ĉ, τ̂c and τ̂u respectively. Discretizing equation (2.5)
using forward differences

ϕ̇ = ϕk+1 − ϕk
T

(2.7)

as suggested, for example, in Canudas et al. [1987] – while assuming a sufficiently
short sampling interval T – a discrete time plant model

J · ϕk+2 − 2ϕk+1 + ϕk
T 2 = km · Ik − d ·

ϕk+1 − ϕk
T

− c · ϕk (2.8)

− τc · sgn
(
ϕk+1 − ϕk

T

)
− τu · cos(ϕk)
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is derived. Solving the above difference equation for ϕk+2 yields the angular position
ϕ predicted two time steps into the future. Shifting both sides of the equation
two time steps back in time and sorting the terms results in a difference equation
describing the current axis position depending on past data up to time step k− 2:

ϕk =−
(
Td

J
− 2

)
· ϕk−1 −

(
1− Td

J
+ cT 2

J

)
· ϕk−2 (2.9)

+ kmT
2

J
· Ik−2 −

τcT
2

J
· sgn

(
ϕk−1 − ϕk−2

T

)
− τuT

2

J
· cos(ϕk−2).

By introducing the parameters

a1 = Td
J
− 2, a2 = 1− Td

J
+ cT 2

J
, b2 = kmT 2

J
, δ1 = τcT 2

J
, δ2 = τuT 2

J
(2.10)

equation (2.9) can be written as follows

ϕk = −a1·ϕk−1−a2·ϕk−2+b2·Ik−2−δ1·sgn
(
ϕk−1 − ϕk−2

T

)
−δ2·cos(ϕk−2). (2.11)

The discrete time plant model (2.11) is linear in the discrete time plant parameters

πk−1 = (a1k−1 , a2k−1 , b2k−1 , δ1k−1 , δ2k−1)T (2.12)

and the so called regression variables

Γk−1 =
(
−ϕk−1, −ϕk−2, Ik−2, sgn

(
ϕk−1 − ϕk−2

T

)
, cos(ϕk−2)

)T
. (2.13)

The regression variables comprise all data known from measurements or control
actions. Equation (2.11) can be written as linear regression

ϕk = ΓT
k−1πk−1 (2.14)

suitable for the application of a discrete time RLS parameter estimator

KRLSk
= PRLSk−1Γk−1

(
1 + ΓT

k−1PRLSk−1Γk−1
)−1

π̂k = π̂k−1 + KRLSk

(
ϕk − ΓT

k−1π̂k−1
)

(2.15)

PRLSk
=
(
I−KRLSk

ΓT
k−1

)
PRLSk−1

as described in Goodwin and Sin [1984] or Åström and Wittenmark [1989] for
example. PRLS is the covariance matrix of the least squares estimation error, KRLS

24 Sensor Orientation Selection and Adaptive Control of an Actuated Sensor
Platform for Autonomous Vehicles



2.5 Saccades and Smooth-Pursuit Movements

is the estimator gain that weights the estimation error for the parameter update and
I is the identity matrix.

Ljung and Söderström [1983] or Åström and Wittenmark [1989] show that the
RLS algorithm (2.15) can be interpreted as a Kalman filter for the process

πk+1 = πk (2.16)

ϕk = ΓT
k−1πk−1 + wk

with measurement noise covariance cov(wk, wk) = 1. Ljung and Söderström [1983]
state that the optimality of the Kalman filter is not affected by the time varying
nature of the measurement matrix ΓT

k−1.

PRLSk
in (2.15) tends to zero for k →∞ and therefore the estimator gain KRLSk

tends towards zero as well. Then the parameter estimates are not updated any
longer and the estimator is virtually switched off. In order to be able to track time
varying parameters, PRLSk

must be kept away from zero.

To track slowly time varying (drifting) parameters covariance modification

PRLSk
= PRLSk

+ Q (2.17)

is used as suggested in Goodwin and Sin [1984]. The underlying assumption for the
parameter variation is a random walk model

π̂k+1 = π̂k + vk (2.18)

where vk is a white noise sequence with covariance matrix Q. Estimation data
carrying throughout a long time period little information regarding the estimated
parameters cause PRLSk

to grow unbounded. To avoid this so called estimator
windup the trace of PRLSk

is monitored and Q is set to zero if the trace of PRLSk

exceeds a certain threshold.

To track fast parameter changes – so called jump parameters – Goodwin and Sin
[1984] suggest covariance resetting. In case of a sudden increase of the estimation
error

εk = ϕk − ΓT
k−1π̂k−1 (2.19)
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that indicates an abrupt parameter change, the parameter estimator is reinitialized
with a large error covariance

PRLSk
= αI, 0 < αmin ≤ α ≤ αmax <∞. (2.20)

As a result the estimator gain KRLSk
increases considerably. This enables the RLS

algorithm to track fast parameter changes.

To further enhance the robustness of the RLS parameter estimator parameter
projection is applied. It allows utilising prior knowledge about the plant parameters
and constraining the parameter estimates to stay within reasonable limits

πmin(i) ≤ π̂k(i) ≤ πmax(i), ∀ i. (2.21)

Beside this, unstable pole-zero cancellations in the estimated plant transfer function
can be avoided if the parameter estimates are constrained accordingly by utilizing
parameter projection. The parameter projection scheme described in Goodwin and
Sin [1984], which retains the convergence properties of algorithm (2.15) to (2.20) is
applied. The constrained parameters are derived as follows

π̂
′

k = π̂k + PRLSk
Sk
(
STkPRLSk

Sk
)−1

STk (πc − π̂k) (2.22)

with πc containing the discrete time parameter constraints. Matrix S is used to
select only those parameters for projection that are not satisfying equation (2.21).
S is built by adding unit vectors ei = (0 . . . 1 . . . 0)T to S = (. . . ei . . .) if π̂(i) is
not within the constraints.

π̂(i) may be a function of more than one plant parameter, as can be seen from
equation (2.10). Thus deriving πc(i) from the upper and lower bounds of the
estimated plant parameters

pmin(j) ≤ p̂k(j) ≤ pmax(j), ∀ j (2.23)

with the vector of estimated plant parameters

p̂k = (Ĵ , ĉ, d̂, τ̂c, τ̂u)T (2.24)

is not straightforward. Therefore πc is calculated at every time step k. The time
index k of the elements of p̂k is omitted for better readability.
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To be able to derive the estimated physical parameters p̂k of the continuous time
plant model from the estimated parameter vector π̂k the sampling time T and the
torque constant km have to be known. The sampling time T = 1ms is given as
it is a design parameter for the digital control algorithm. The torque constant km

can be taken from the data sheet of the motor of the respective platform axis (see
Table A.1), as its value does not change unlike, for example, the platform’s moment
of inertia J .

Based on the estimated discrete time parameter vector π̂k, the parameters p̂k of
the continuous time plant model are calculated as follows:

Ĵ = kmT 2

b̂2
, d̂ = kmT

b̂2
(â1+2), ĉ = km

b̂2
(â2+â1+2), τ̂c = kmδ̂1

b̂2
, τ̂u = kmδ̂2

b̂2
.

(2.25)
If p̂k(j) is not within the limits of (2.23) the parameter bounds are adapted according
to

p̂k(j) =

pmax(j) if p̂k(j) > pmax(j)
pmin(j) if p̂k(j) < pmin(j)

. (2.26)

Otherwise they are left unchanged. Then equation (2.10) is used to calculate the
discrete time parameter constraints πc(p̂k). Inserting π̂c in equation (2.22) yields
the vector of constraint parameters π̂

′
k that is utilized in the next iteration of the

RLS algorithm (2.15).

The following example illustrates the approach: Both parameters π(1) = a1 and
π(2) = a2 in the discrete time plant model (2.11) depend on the continuous time
plant parameters J and d as can be seen from equation (2.10). If the estimated
viscous friction coefficient d̂ exceeds the constraint dmax, it is set to d̂ = dmax.
Therefore the parameter constraints πc(1) and πc(2) are calculated as

πc(1) = d̂maxT

J
− 2 and πc(2) = 1− d̂maxT

J
+ ĉT 2

J

respectively. No other parameters of π̂k are affected by the viscous friction coeffi-
cient d. Hence the matrix S, that selects the parameters that need to be constrained
by the projection (2.22), comprises the unit vectors e1 and e2. This results in the
matrix S = (e1, e2) with dimension dim(S) = 5× 2.
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2.5.3 State Estimation

Both state-space control and sliding-mode control require full state information.
Therefore a state estimator is applied, using the angular position ϕ as measurement
input. Since the plant model (2.5) is nonlinear, the parameter estimates τ̂c and τ̂u

are used to compensate for the nonlinear disturbance terms in equation (2.5) with
the disturbance feedforward

Iff = 1
km
· (τ̂c · sgn(ϕ̇) + τ̂u · cos(ϕ)) . (2.27)

In Canudas et al. [1987] a similar approach is suggested for adaptive friction com-
pensation. The plant input current I can be written as

I = Iff + I fb + Iref ⇔ I − Iff = I fb + Iref (2.28)

with Iff resulting from feedforward control, Ifb resulting from feedback control
and Iref resulting from the reference input r of the axis controller. By inserting
feedforward control (2.27) in the plant model (2.5) the equation

J · ϕ̈ = km · (I − Iff)− d · ϕ̇− c ·ϕ− (τc− τ̂c) · sgn(ϕ̇)− (τu− τ̂u) · cos(ϕ) (2.29)

is derived. Summarizing the remaining disturbance torques resulting from parameter
estimation errors τu − τ̂u and τc − τ̂c, as well as from unmodelled disturbances in
one disturbance torque τd, equation (2.29) can be written as

J · ϕ̈ = km · (I − Iff)− d · ϕ̇− c · ϕ− τd. (2.30)

τ̈d = 0 is used as disturbance model, as this is found in Ramasubramanian and Ray
[2007] to be a good compromise between model complexity and estimation accuracy
in the context of friction compensation.

Using the continuous-time state-space formulation

ẋ = Fx + Gū, y = Cx with (2.31)

x = (ϕ, ϕ̇, τd, τ̇d)T and ū = I − Iff
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the state-space description

F =


0 1 0 0
− c
J
− d
J
− 1
J

0
0 0 0 1
0 0 0 0

 , G =


0
km
J

0
0

 , (2.32)

C = (1, 0, 0, 0)

can be derived from equation (2.30) and from the disturbance model τ̈d = 0. As a
discrete time Kalman filter is used for state estimation, the discrete time description
of (2.31)

xk+1 = Φxk + Būk + vk, yk = Cxk + wk with (2.33)

xk = (ϕk, ϕ̇k, τdk
, τ̇dk

)T and ūk = Ik − Iffk

is needed. The process-noise vk and the measurement-noise wk are added to the
model to account for the statistical nature of the Kalman filter. Using (2.7) for
discretizing (2.32) yields

Φ =


1 T 0 0

− cT
J

J−Td
J

−T
J

0
0 0 1 T

0 0 0 1

 , B =


0

kmT
J

0
0

 (2.34)

C = (1, 0, 0, 0) .

Replacing parameters J , c and d at every time step k with their estimates Ĵk, ĉk
and d̂k, results in Φ̂k and B̂k as state matrix and input matrix respectively. Inserting
these matrices in the Kalman filter equations as derived in Goodwin and Sin [1984]
yields the set of equations

KKFk
= Φ̂kPKFk

CT
(
CPKFk

CT + R
)−1

x̂k+1 =
(
Φ̂k −KKFk

C
)

x̂k + B̂kūk + KKFk
yk (2.35)

PKFk+1 =
(
Φ̂k −KKFk

C
)

PKFk
Φ̂T
k + Q
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for the state estimator. PKF is the covariance matrix of the state estimation
error, Q is the process-noise covariance matrix, R is the measurement-noise
covariance matrix and KKF is the estimator gain. The estimated state vector
x̂k =

(
ϕ̂k,

˙̂ϕk, τ̂ dk
, ˙̂τ dk

)T
is used in the control laws, that are derived in the

following sections.

State and parameter estimation are separated in a RLS parameter estimator and
a Kalman filter for state estimation. The joint parameter and state estimation as
provided for instance by the recursive bootstrap algorithm or the recursive prediction
error method (RPEM) as suggested in Goodwin and Sin [1984], Ahmed and Sait
[1989], Ljung [1999] or Gambier and Nazaruddin [2005] can be considered as an
alternative. But parameter estimation and state estimation are separated for the
following three reasons:
First of all there are less parameters to estimate compared to the alternative algo-
rithms, since these algorithms estimate simultaneously the plant parameters and the
Kalman gain KKF for state estimation. Therefore, to achieve parameter convergence,
the plant input signal I can be persistently exciting of a lower order compared to
bootstrap or RPEM parameter estimation schemes.
Secondly, equation (2.11) is suitable for an RLS-type parameter estimator as it can
be written as a linear regression. For a bootstrap algorithm a parameter estimator
based on pseudo-linear regression would be needed, for example, an extended least
squares (ELS) estimator. The convergence properties of these estimators are more
restrictive compared to an RLS algorithm.
Thirdly, the RLS inputs uk and ϕk are filtered, as suggested in Åström and Wit-
tenmark [1989], to suppress noise and to use only informative data for parameter
estimation. The applied parameter estimator is independent from the state estima-
tion. Therefore the filter is not part of the closed control loop. On the contrary
the recursive bootstrap algorithm and the RPEM algorithm would be part of the
control loop due to the combined state and parameter estimation. Therefore the
filter becomes part of the control loop, too, and the filter dynamics may deteriorate
the closed loop dynamics.

Utilizing the extended Kalman filter (EKF) or the unscented Kalman filter (UKF) for
joint parameter and state estimation may be another alternative. Both approaches are
nonlinear and hence the estimation error may not converge to its global minimum as is
the case for linear estimators like the Kalman filter (KF) or the recursive least squares
estimator (RLS). The convergence properties of RLS, KF and EKF with respect
to parameter estimation are discussed in Ljung and Söderström [1983], Goodwin
and Sin [1984] or Ljung [1999], for example. Moreover filtering the data prior to
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processing it in an estimator is helpful for parameter estimation but disadvantageous
for state estimation. High pass filtering, for example, often improves the quality of
the estimated model as it eliminates sensor offsets, static friction or the like. For
state estimation, on the other hand, filtering the data is counterproductive as the
state estimates will lack the suppressed frequency content. Thus the estimated state
may deviate considerably from the true plant state.

2.5.4 State-Space Control

State space control is used for smooth-pursuit movements that demand a good
tracking behavior. The control law

uk = ūk + Iffk (2.36)

comprises the nonlinear disturbance feedforward

Iffk = τ̂c

km
sgn( ˙̂ϕk) + τ̂u

km
cos(ϕ̂k) (2.37)

to compensate the nonlinearities of the plant and the linear state feedback

ūk = rk − k1ϕ̂k − k2 ˙̂ϕk + τ̂d

km
(2.38)

= rk −
(
k1, k2, −k−1

m , 0
)

x̂k

= rk −KSSCx̂k

with reference input rk, state feedback gain KSSC and estimated state vector x̂k.

For the controller design it is assumed that the estimated state x̂k as well as the
estimated parameters p̂k approach their true values. Applying the control law (2.38)
to the plant (2.33) with the system matrices (2.34) results in the second-order closed
loop system:

xk+1 = (Φ−BKSSC) xk + Brk (2.39)

yk = Cxk.
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Applying z-Transform to the system (2.39) and calculating the transfer function

y(z) = C (zI−Φ + BKSSC)−1 Br(z) (2.40)

yields the system’s discrete-time closed loop transfer function

ϕ(z)
r(z) =

kmT 2

J

z2 +
(
Td
J

+ k2
kmT
J
− 2

)
z +

(
1− Td

J
+ cT 2

J
+ k1

kmT 2

J
− k2

kmT
J

) . (2.41)

The feedback gains k1 and k2 are determined by equating the coefficients of the
denominator of (2.41) with the desired discrete-time second-order closed loop
characteristic polynomial

z2 + 2(ζω0T − 1)z + (ω0
2T 2 − 2ζω0T + 1) = 0 (2.42)

with natural frequency ω0 and damping ζ. It is derived by discretizing the continuous-
time characteristic polynomial

s2 + 2ζω0s+ ω0
2 = 0 (2.43)

using discretization (2.7). With the plant parameters replaced by their esitmates the
resulting controller gains are

k1 = (Ĵω2
0 − ĉ)/km and k2 = (2ζω0Ĵ − d̂)/km. (2.44)

To determine ω0 the design relation

ω0 = 4.6/(ζts) (2.45)

for dominant second order closed loop poles given in Franklin et al. [2002] is used.
Time ts represents the desired settling time of the system’s step response, while ζ
represents the desired damping. To avoid overshoot damping is chosen as ζ > 1.
The desired settling time ts is chosen to be

ts = η

√
Ĵ . (2.46)

The constant η is empirically derived and offers a good compromise between reason-
ably fast dynamics and actuator saturation. The settling time ts is proportinal to the
square root of the estimated moment of inertia Ĵ for the respective platform axis,
thus accounting for the influence of J on the acceleration capability of this axis.
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To derive a good tracking behavior, as required for smooth-pursuit movements,
reference r is designed to track the desired axis angle ϕref up to a ramp signal
without steady-state error. Thus r is a linear combination of ϕref and its time
derivative ϕ̇ref with gains w1 and w2:

r = w1 · ϕref + w2 · ϕ̇ref . (2.47)

Using discretization (2.7) and applying z-Transform the discrete-time reference signal

r(z) =
(
w1 + z − 1

T
w2

)
ϕref (2.48)

is derived. Defining the tracking error

ϕref(z)− ϕ(z) =
(

1− ϕ(z)
ϕref(z)

)
ϕref(z) = e(z)ϕref(z) (2.49)

as in Schiehlen [1995] and calculating the steady-state error using the final value
theorem according to Franklin et al. [1998] yields

lim
z→1

(
(z − 1)e(z) Tz

(z − 1)2

)
= lim

z→1

(
e(z) Tz

z − 1

)
(2.50)

where Tz
(z−1)2 is the z-Transform of a ramp signal. The transfer function

ϕ(z)
ϕref(z) = N(z)

D(z) (2.51)

is calculated by inserting the reference (2.48) in the transfer function (2.41). Then
the nominator polynomial D(z)−N(z) of e(z) is

(z − 1)2 + q1z + q2 (2.52)

with coefficients

q2 = T

J

(
−d+ Tc− kmk2 + Tkmk1 + kmw2 − Tkmw1

)
(2.53)

q1 = T

J

(
d+ kmk2 − kmw2

)
q1 and q2 equal zero, if w1 and w2 are chosen as follows

w1 = k1 + ĉ

km
and w2 = k2 + d̂

km
(2.54)
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and provided the estimated parameters ĉ and d̂ approach their true values. Then the
steady-state tracking error (2.50) will also be zero and thus ramp following without
steady-state tracking error is established.

2.5.5 Sliding-Mode Control

Saccadic movements are a typical application for time-optimal control. But, as
already mentioned, time-optimal control is sensitive to plant uncertainties and
disturbances. Moreover for nonlinear plants an analytic solution is difficult to derive.
Therefore sliding-mode control is used with a sliding-surface designed such that near
time-optimal control performance is achieved.

The system motion of a system under sliding-mode control consists of two modes:
the reaching-mode and the sliding-mode [Hung et al., 1993]. During the reaching-
mode the phase trajectory of the system starts from anywhere in the phase plane
and moves towards the sliding-line s = 0. The system is forced to move towards the
sliding-line s = 0 by the discontinuous control

u = −Ks sgn(s), Ks > 0. (2.55)

After reaching the sliding-line s = 0 the phase trajectory will stay on it provided the
reaching condition is satisfied. Then the system is in the so called sliding-mode and
the system motion is governed by the differential equation s = 0 only. Figure 2.6
exemplarily shows three different sliding lines. With the system under control (2.55)
and using the Lyapunov function candidate

V (s) = 1
2s

2 (2.56)

a global reaching condition [Hung et al., 1993, Iliev and Kalaykov, 2004] is given by

V̇ (s) = sṡ < 0, s 6= 0. (2.57)

It means that s > 0 indicates ṡ < 0 and vice versa. Thus the phase trajectories will
always move towards and stay on s = 0 after reaching it.
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Figure 2.6: Phase trajectories and sliding-lines s0, s1 and s2.

In order to apply sliding-mode control, the plant dynamics equation (2.5) is rewritten
as a set of first-order differential equations. Defining the control error ϕ−ϕref := e1

and noting that ϕref is constant yields

ė1 = e2 (2.58)

ė2 = (f(ϕ̇) + g(ϕ) + h(ϕ, ϕ̇) + u) /J

with ė1 = ϕ̇ and ė2 = ϕ̈.

The disturbance torque is separated into three categories: f(ϕ̇) describes the friction
torque with the property f > 0 if ϕ̇ < 0 and vice versa. Secondly, g(ϕ) is a spring
torque and is assumed to be monotonically decreasing, i.e. ∂g/∂ϕ < 0 ∀ ϕ. Finally,
h(ϕ, ϕ̇) sums up the remaining disturbance torques that cannot be described by f
or g. u is the plant input torque.

For a second-order system the nonlinear switching surface

s = γe1 + |e2|e2 = 0 (2.59)

is proposed in Iliev and Kalaykov [2004]. Solving the differential equation (2.59) for
constant γ, the time span t needed to approach e1 = 0 after reaching s at time ts
is calculated as follows:

t = 2
√
|e1(ts)|/γ. (2.60)

Provided that (2.57) is satisfied, it is obvious from (2.60) that the resulting transient
response is faster for higher γ. Thus γ has to be maximized to reach near time-
optimal control. For a double-integrator plant the sliding-line (2.59) becomes

Sensor Orientation Selection and Adaptive Control of an Actuated Sensor
Platform for Autonomous Vehicles

35



2 Adaptive Control of an Active Camera Platform

identical to the time-optimal switching line for γ → 2Ks [Iliev and Kalaykov, 2004],
with Ks being the maximum control torque. Iliev and Kalaykov [2004] argue that, if
the plant is not a pure double integrator but subject to disturbances as, for example,
system (2.58), the maximum values of the disturbances have to be considered in
the calculation of γ. Otherwise there are no resources left to compensate for the
disturbances. Following this argumentation, it can be shown that the reaching
condition (2.57) is satisfied for system (2.58) with control (2.55) and switching
surface (2.59) for

γ <
2
J

(
Ks − fmax − gmax − hmax

)
. (2.61)

Assuming that f describes viscous friction f = d · ϕ̇, fmax depends linearly on the
largest possible angular velocity ϕ̇max. Thus γ is too conservative for ϕ̇� ϕ̇max.

The proposed approach utilizes the properties of the disturbance torques f and g to
increase γ, leading to a faster transient response of the control loop:

γ <
2
J

(
Ks + g · sgn(e1)− hmax

)
. (2.62)

The term g · sgn(e1) is chosen such that γ increases if g reduces acceleration or
supports deceleration. On the contrary γ decreases if g supports acceleration or
reduces deceleration. The friction torque f always counteracts the actuator torque
and can thus be neglected in the calculation of γ. Therefore γ is independent from
fmax and gmax, which is a desirable property. Figure 2.6 depicts some switching
surfaces of system (2.58). The time-optimal switching-line is s0. s1 and s2 are the
switching-lines from (2.59) with γ according to (2.61) or (2.62) respectively. s2

lies inbetween s0 and s1, indicating that using (2.62) to calculate γ yields a faster
transient response than using (2.61).

To verify if the reaching condition (2.57) is satisfied for the sliding-surface (2.59)
with γ chosen as in (2.62), ṡ is calculated first. Noting that |e2| can be written as
e2 · sgn(e2) the equation

ṡ = γ̇e1 + γ e2 + 2|e2|ė2 (2.63)

is derived with

γ̇ = 2
J
· ∂g
∂ϕ
· ∂ϕ
∂t
· sgn(e1) = 2

J
· g′ · e2 · sgn(e1). (2.64)
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Inserting (2.64), (2.58) and (2.55) in (2.63) yields

ṡ = 2
J

(
g′e2|e1|+e2(Ks +g ·sgn(e1)−hmax)+ |e2|(f+g+h−Ks sgn(s))

)
. (2.65)

With control (2.55) acceleration ė2 is negative for s > 0 and positive for s < 0,
since the maximum control torque Ks has to exceed the sum of the disturbances.
Therefore all phase trajectories finally arrive in the second or forth quadrant of
the phase plane shown in Figure 2.6. To check if the reaching condition (2.57) is
satisfied it is sufficient to evaluate equation (2.65) in quadrant II and quadrant IV
of the phase plane only.

For the area s > 0, e1 < 0 and e2 > 0 equation (2.65) reduces to

ṡ = 2
J
e2
(
g′|e1|+ f + h− hmax

)
< 0 (2.66)

and therefore sṡ < 0, since f < 0 for e2 > 0, h ≤ hmax and g′ < 0.

For s < 0, e1 > 0 and e2 < 0

ṡ = − 2
J
e2
(
−g′|e1|+ f + (h+ hmax)

)
> 0 (2.67)

is derived. Again sṡ is negative due to the properties of f , g′ and h.

For the area s > 0, e1 > 0 and e2 < 0 the time derivative ṡ of the sliding-line has
to satisfy

ṡ = 2
J
|e2|

(
−g′|e1| − 2Ks + hmax + h+ f

)
< 0 (2.68)

to ensure stability. As 2
J
|e2| is positive for e2 6= 0, inequality (2.68) holds for

−g′|e1| < 2Ks − 2hmax − fmax < 2Ks − hmax − h− f. (2.69)

To ensure sṡ < 0 for s < 0, e1 < 0 and e2 > 0

ṡ = 2
J
e2
(
g′|e1|+ 2Ks − hmax + h+ f

)
> 0 (2.70)

has to be satisfied. Again 2
J
|e2| is positive for e2 6= 0 and hence inequality (2.70)

poses a constraint on the derivative of the spring torque ∂g
∂ϕ

−g′|e1| < 2Ks − 2hmax − fmax < 2Ks − hmax + h+ f. (2.71)
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From the inequalities (2.69) and (2.71) follows that the reaching condition (2.57)
is satisfied for both areas s > 0, e1 > 0, e2 < 0 and s < 0, e1 < 0, e2 > 0, if the
restriction

−g′|e1| < 2(Ks − hmax)− fmax (2.72)

holds.

From the evaluation of equation (2.65) for the second quadrant and the fourth
quadrant of the phase plane follows, that system (2.58) with control (2.55) using
sliding-surface (2.59), with γ chosen as in (2.62), reaches the sliding-mode if
restriction (2.72) is satisfied.

Comparing system (2.58) with the plant dynamics (2.5) results in

f = −d · ϕ̇− τc · sgn(ϕ̇)

g = −c · ϕ (2.73)

h = −τu · cos(ϕ)

for the disturbance torques f , g and h. The maximum control torque Ks in (2.55)
corresponds to the maximum actuator torque km · Imax. Using the disturbance
torques from (2.73) and noting that e1max = 2 · ϕmax, inequality (2.72) can be
rewritten as follows:

gmax + hmax + fmax < Ks. (2.74)

Since in practice the maximum actuator torque has to be higher than the sum of all
disturbances this is not a major restriction.

As the plant parameters are not known in advance, the parameter estimates derived
from the RLS parameter estimator described in section 2.5.2 are used for the
calculation of the sliding-line s. Moreover the state estimates are obtained from the
Kalman filter introduced in section 2.5.3. Thus the sliding-line is

s = γ(ϕ̂k − ϕref) + | ˙̂ϕk| ˙̂ϕk (2.75)

with
γ <

2
Ĵ

(
Ks − ĉ · ϕ̂k · sgn(ϕ̂k − ϕref)− |τ̂u|

)
. (2.76)

The controller output is a rectangular wave with time varying period. Rectangular
waves can be considered to be the sum of their harmonics. Therefore the input
signal of the parameter estimator is persistently exciting of sufficient order and the
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estimated parameters will approach their true values. Then the estimated disturbance
torque τ̂d is zero and the state estimates are close to the true states as explained in
section 2.5.3. Thus the reaching condition for plant (2.5) with the sliding-surface
determined by (2.75) and (2.76) is satisfied.

It is obvious from the phase plane (Figure 2.6) that all the sliding surfaces have
negative slopes. Therefore a second-order system under control (2.55) is always
stable even if the reaching condition is not satisfied and the sliding-mode is never
reached. This is also true for the transient time while the parameter estimates have
not converged.

2.5.6 Switching Strategy

To switch between state-space control and sliding-mode control the hysteresis

saccade =

true if |ϕref − ϕ| > εu

false if |ϕref − ϕ| < εl
(2.77)

is used, with εu > εl > 0. If the control error ϕref−ϕ exceeds the upper threshold εu,
a saccade is carried out and sliding-mode control is active. If the control error goes
below the lower threshold εl, state-space control becomes active until the control
error exceeds εu again.

2.5.7 Experimental Results

To demonstrate the validity of the presented saccade and smooth-pursuit control
laws the two configurations of the multi-focal vision system shown in Figure 2.2
and Figure 2.3a where used for experiments. These configurations equipped with
three cameras (Figure 2.2) and five cameras (Figure 2.3a) are called 3-camera-
configuration and 5-camera-configuration respectively. Saccades with three different
step sizes were conducted. For every step size the results of the sliding-mode control
are compared with the state-space control, this way demonstrating the superior
performance of the proposed near time-optimal sliding-mode control over state-
space control with respect to saccades. The step sizes were ±10°, ±20° and ±30°
as shown in Figure 2.7. Every plot of Figure 2.7 depicts four saccades: two for
each platform configuration, resulting from sliding-mode control and state-space
control respectively. Note that during the sliding-mode control experiments switching
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Figure 2.7:
Saccades: Black lines are reference values. Blue lines correspond to the 3-camera-
configuration, green lines to the 5-camera-configuration. The dashed lines result from
sliding-mode control, the solid lines from state-space control.

strategy (2.77) is applied, i.e. state-space control becomes active after the desired
position has been nearly reached. The most relevant parameters of the platform
motors can be found in Table A.1 in the appendix.

For fast saccades maximum acceleration followed by maximum deceleration is
required. Sliding-mode control design is explicitly based on the maximum achievable
acceleration and deceleration. This is the reason why sliding-mode control suits
saccadic movements better than state-space control.

From Figure 2.7 it is obvious, that saccades under state-space control are either
too slow or result in overshoot. The results for sliding-mode control and state-
space control are similar only for a small operating range as can be seen from
the ±20°-saccade.

Figure 2.8 depicts the controller output corresponding to the saccades of the
5-camera-configuration shown in Figure 2.7. The switching activity, so called chat-
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Figure 2.8:
Controller output for saccades of the 5-camera-configuration: Solid lines correspond to
state-space control, dashed lines to sliding-mode control.

tering, of the sliding-mode controller is low, indicating that the control performance
is close to time-optimal. For the ±20°-saccade the controller output of state-space
control and sliding-mode control overlap to a large extent. In particular the switching
from acceleration to deceleration and vice versa takes place at nearly identical points
in time. Therefore the resulting saccades are similar too. During the ±30°-saccade
the state-space control output changes later from acceleration to deceleration than
the sliding-mode control output. Also the deceleration phase is finished later, result-
ing in considerable overshoot. For the ±10°-saccade the state-space controller starts
decelerating earlier than the sliding-mode controller and thus the corresponding
saccade is finished later.

The sliding lines for the 3-camera-configuration and the 5-camera-configuration
are shown in Figure 2.9. Note that the slope of the sliding-line of the 3-camera-
configuration is higher than the slope of the 5-camera-configuration. This results
from the influence of the estimated inertia Ĵ on the calculation of γ in equation (2.76)
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Figure 2.9:
Sliding surfaces and phase trajectories: The blue line corresponds to the phase trajectory
of the 3-camera-configuration, the green line to the phase trajectory of the 5-camera-
configuration. The respective black lines are the corresponding sliding surfaces.

mainly. Obviously the inertia of the 3-camera-configuration is smaller than the inertia
of the 5-camera-configuration.

Moreover the resulting phase trajectories of the ±20°-saccade for the 3-camera-
configuration and the ±30°-saccade for the 5-camera-configuration are depicted
in Figure 2.9. Due to the non-ideal components of a real-world control-loop the
phase trajectories do not remain on the sliding-line after reaching it but stay in its
vicinity.

A sawtooth signal is used as position reference to test the switching between
sliding-mode control and state-space control (Figure 2.10). With the sawtooth
signal saccades and smooth-pursuit movements can be simulated since it offers
fast (saccade like) changes as well as continuous change over time with a constant
slope. The output of the switching hysteresis proposed in section 2.5.6 is depicted
in red. Both smooth-pursuit movements and saccades show satisfactory control
behavior. Furthermore the switching between both controllers is smooth and without
noticeable influence on the control performance. Figure 2.11 shows the control error
ϕref − ϕ in black, while the output of the switching function (2.77) is depicted in
red again. A step-like change of the position reference activates the sliding-mode
control which forces the control error to decrease rapidly. For small control errors
state-space control becomes active. Then the slowly changing reference position is
tracked satisfactorily.
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Figure 2.10:
Saccades and smooth-pursuit movements: The black line is the reference value. The blue
line corresponds to the 3-camera-configuration. The red line displays which controller is
active: 0 indicates that state-space control is active whereas 1 indicates that sliding-mode
control is active.

−1 0 1 2 3 4 5 6 7 8 9
−1

0

1

2

Time in s

ϕ
re

f
−

ϕ
in

de
g

Figure 2.11:
Control error for saccades and smooth-pursuit movements: The black line depicts the
control error ϕref − ϕ. The red line displays which controller is active: 0 indicates that
state-space control is active whereas 1 indicates that sliding-mode control is active.

2.5.8 Summary

Saccades and smooth-pursuit movements are basic capabilities of an active vision
system. Since this leads to different requirements for the controller, a hybrid
approach is proposed. Sliding-mode control is used for saccades and state-space
control for smooth-pursuit movements. A simple hysteresis is sufficient to switch
reliably between both controllers. Moreover the cameras of the vision system can be
changed easily to improve its applicability. As a consequence system dynamics may
vary. Therefore the controller adapts itself to different plant dynamics. Compared to
using state-space control only, the proposed hybrid control strategy shows superior
performance for saccadic movements. It is faster for small saccades and no overshoot
occurs for large saccades.
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The low switching activity of the proposed sliding-mode control law indicates that
near time optimality is achieved. Further improvements may be achieved by relaxing
the constraints that prevent the switching surface from being time-optimal even more.
For practical applications, however, it is preferable to avoid chattering completely,
since it may cause increased hardware attrition and induces audible noise. Replacing
the signum function in equation (2.55) with the saturation function

u = Ks sat(s) =

−
Ks
l
s for s ≤ |l|

−Ks sgn(s) for s > |l|
(2.78)

as suggested in Hung et al. [1993] may be an alternative. The saturation function
introduces a boundary layer around the sliding-line s. Outside the boundary layer
the saturation function equals the signum function. Inside the boundary layer the
sliding-mode control is replaced by a high-gain proportional control, thus avoiding
the discontinuity of the signum function for s = 0.

Although the RLS parameter estimation algorithm utilizes covariance modification,
covariance resetting and parameter projection to derive robust parameter estimates,
parameter drift cannot be avoided completely. The camera platform only moves
slowly most of the time during, for example, road following or convoy driving and
hence little information could be derived from control action for parameter estimation
due to a poor signal to noise ratio. Moreover disturbances that are not covered
by the dynamic plant model like the centripetal force during cornering or simply
touching of the platform may cause deterioration of the parameter estimates, too.
Therefore, to avoid poor parameter estimates, the RLS algorithm is only active
during saccades. Then the resulting maximum amplitude of the control output
provides enough information for sufficiently precise parameter estimates.

The proposed control algorithms for saccades and smooth-pursuit movements have
been successfully applied for the control of the camera platform MarVEye-8 during
numerous fully autonomous test drives like convoy driving, road following and
intersection maneuvering as described in Manz et al. [2010], Manz et al. [2011b]
and Manz et al. [2011a] respectively. Details on the selection of the appropriate
platform orientation during intersection maneuvering will be given in chapter 3.
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2.6 Vestibulo-Ocular Reflex

Active gaze stabilization is of vital importance for the use of high resolution tele-
cameras in autonomous vehicles. Small aperture angles together with large focal
lengths cause high sensitivity to rotational vehicle motion as induced by bumps
or braking, for example. Due to large latencies in image processing only gaze
stabilization based on inertial sensors is fast enough to ensure stable images. As
this is a feed-forward control, imperfections of the sensor or the stabilizing actuator
may result in undesireable image motion. To further enhance image stabilization a
novel vision-based online-calibration of the platform’s inertial angular rate sensor of
the camera platform MarVEye-8 is proposed. This allows for incorporating visual
feedback into the gaze stabilization, while preserving the high bandwidth of the
inertial sensor.

2.6.1 Calibrating the Inertial Gaze Stabilization

The proposed gaze stabilization comprises the open loop gaze stabilization based
on an MEMS angular-rate sensor S and the calibration of this sensor driven by
visual feedback. The block diagram of the proposed gaze stabilization is depicted in
Figure 2.12.

Sensor S measures the pitch velocity Θ̇p of the camera platform. After passing the
filter F (p̂), with p̂ being estimates of the optimal filter parameters p, the filtered
sensor signal Θ̇F acts as a disturbance feedforward for the smooth-pursuit/saccade
control (SP/SAC) of the pitch stabilizing plant P . The combination of a mirror
together with an actuator is used for gaze stabilization. To compensate for the
platform pitch motion, the time integral of the filtered sensor signal Θ̇F is divided
by two and subtracted from the desired pitch axis angle ϕref to build the new pitch
axis reference value:

ϕ′ref = ϕref −
1
2

∫
Θ̇F dt.

Since for a mirror the incident angle equals the emergent angle, the filtered sensor
signal Θ̇F is divided by two. Therefore, the mirror motion has to be half the size of
the platform pitch motion, to compensate for the platform pitch motion.

Image correspondences computed from already stabilized images from camera C
together with the vehicle velocity ẋ and the vehicle steering angle λ serve as
measurements for the camera motion estimation (CME) based on an unscented

Sensor Orientation Selection and Adaptive Control of an Actuated Sensor
Platform for Autonomous Vehicles

45



2 Adaptive Control of an Active Camera Platform

-

PlatformPCEmbedded PC

RLS CME

C

P
M

Θ̇m

Θ̇p

Θ̇s
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Figure 2.12: Block diagram of the inertial gaze stabilization and its calibration

Kalman filter (UKF) as presented, for example, in Julier and Uhlmann [2004]. The
CME is used to estimate the residual pitch velocity Θ̇r, which is the difference
between the real platform velocity Θ̇p and twice the mirror velocity Θ̇m. Θ̇r in turn
is used as an error signal for a recursive least squares parameter estimator, that
estimates the parameters p of the filter F (p) in a way, that the residual image
motion is minimized. To consider the latencies ∆ resulting from image processing in
the parameter estimation process, the sensor signal Θ̇s is artificially delayed by ∆
before entering the RLS parameter estimator.

2.6.2 Compensating the Open-Loop Errors

To derive an adaptive filter that compensates for the open-loop errors of the inertial
gaze stabilization, the sensor and actuator characteristics are modelled explicitly.

The MEMS angular-rate sensor signal

Θ̇s = ksΘ̇p + δs (2.79)

is considered to be biased resulting from an offset δs. Moreover the sensor is thought
to have a sensitivity ks differing from the nominal sensitivity. Please note that the
sensitivity ks may be influenced by the mounting position of the sensor too, for
example when the sensor is not exactly aligned with the axis of rotation of the
mirror.
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The stabilizing mirror and its control are approximated as a first-order transfer-
function in the Laplace domain

Θ̇m = 0.5ka

Tas+ 1Θ̇s (2.80)

with the time constant Ta describing the bandwidth of the control loop and the gain
ka. The gain ka describes the steady state deviation of the mirror velocity Θ̇m from
half of the measured sensor value Θ̇s.

The goal of the adaptive filter design is to reconstruct the real platform pitch velocity
Θ̇p from the sensor signal Θ̇s and to compensate the influence of the actuator control
loop on the gaze stabilization.

To achieve Θ̇m = 0.5 Θ̇p for optimal gaze stabilization the filter equation is chosen
as follows:

Θ̇F = F (p̂) = T̂as+ 1
k̂ak̂s

(Θ̇s − δ̂s). (2.81)

Using the output of filter (2.81) as input to the mirror control loop (2.80) and
inserting (2.79) in (2.81) results in

Θ̇m = 0.5ka

Tas+ 1
T̂as+ 1
k̂ak̂s

(ksΘ̇p + δs − δ̂s). (2.82)

If the estimated parameters p̂ = [T̂a, k̂a, k̂s, δ̂s]T approach their true values
p = [Ta, ka, ks, δs]T equation (2.82) reduces to

Θ̇m = 0.5 Θ̇p (2.83)

which is the desired optimal gaze stabilization.

To get estimates p̂ of the unknown parameters p with a discrete-time RLS parameter
estimator (Figure 2.12), the filter equation (2.81) has to be discretized. As the
sampling interval T = 1ms is small compared to the vehicle’s pitch dynamics
of approximately 1-2Hz, the backward differences ẋk = xk−xk−1

T
can be used to

discretize equation (2.81):

Θ̇Fk
= T̂a + T

k̂ak̂sT
Θ̇sk
− T̂a

k̂ak̂sT
Θ̇sk−1 −

δ̂s

k̂ak̂s
. (2.84)
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The resulting discretized filter equation (2.84) is linear in its parameters and can be
written as a linear regression

Θ̇Fk
=

[
Θ̇sk

, Θ̇sk−1 , 1
]T 

b̂0

b̂1

d̂

 (2.85)

=: ΓT
k−1π̂k−1

which is suitable for recursive-least-squares (RLS) parameter estimation as discussed
in section 2.5.2.

Usually the RLS parameter update is driven by the difference of a measured signal y
and a prediction ŷ of y based on the estimated parameters π̂. The difference y − ŷ

is a measure for the RLS parameter estimation error. The residual camera pitch
velocity Θ̇r can be considered to be a measure for the parameter estimation error
too. Unless Θ̇r = 0 the estimated parameters p̂ of filter F (p̂) are not equal to their
true values p. Therefore equation

π̂k+1 = π̂k + KRLSΘ̇r (2.86)

can be used for the parameter update, with KRLS being the parameter update gain
of the RLS parameter estimator.

2.6.3 Camera Motion Estimation

The estimation of the unknown residual camera motion (CME) is based on image
data. This is commonly referred to as visual odometry. The estimation of non-
holonomic vehicle motion in real time was presented, for example, in Scaramuzza
et al. [2009], Schweitzer and Wuensche [2010] or Schweitzer et al. [2010]. An
overview on the relevant literature is also given therein. Visual odometry relies on
the calculation of image correspondences between consecutive image frames. A
method to calculate these correspondences in real time is given in Schweitzer and
Wuensche [2009].

Most works on visual odometry aim at estimating the camera motion from visual
data only. However to enhance the robustness of the CME the vehicle velocity
and the vehicle’s steering angle are incorporated in the estimation process as these
measurements are available on most ground-moving vehicles.
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One fundamental problem in visual odometry is the determination of the depth of
image keypoints. To circumvent this the drivable area in front of the vehicle is
assumed to be an ideal ground plane. Considering only image correspondences related
to that ground plane implicitly determines the depth of the image keypoints due to
the known camera position relative to the ground plane. Thus the need to identify
image keypoints with infinite depth or to estimate the depth of arbitrary image
keypoints is eliminated and the image processing task is simplified. Moreover image
keypoints with infinite depth may not always be available, consider, for example, a
car driving on a forest track or in an inner-city environment.

As a tribute to computation speed, the calculated image correspondences include
some false positives [Schweitzer and Wuensche, 2009]. Thus a preselection of
valid correspondences is necessary, otherwise the estimation performance may be
corrupted.

The gaze stabilization is independent of the camera motion estimation. Only the
calibration of the angular-rate sensor is based on the estimated camera motion. But
the calibration can be switched off whenever the estimated camera motion seems to
be unreliable. This may be the case, for example, if too few image correspondences
are available or if the ground plane assumption is invalid.

The camera motion is estimated within an UKF-framework that comprises a mea-
surement model and a process model as well as a preselection of valid image
correspondences. The following subsections present the measurement model and the
process model utilized in the UKF algorithm together with a method for selecting
valid image correspondences. Here the UKF algorithm as presented in Van der
Merwe and Wan [2001] is used. It is shown in chapter 3, Algorithm 3 for ease of
reference.

2.6.3.1 Measurement Model

The measurement model incorporates a mapping of a homogeneous 2D image
point m̃pix

0 to its corresponding homogeneous 2D image point m̃pix
1 in a subsequent

frame. If the corresponding image points m̃pix
0 and m̃pix

1 are located on a plane
with known distance to the camera, the mapping is independent from the depth
information related to these image points. It is sufficient then to know the motion
of the camera relative to that plane to predict m̃pix

1 based on m̃pix
0 . The derivation

Sensor Orientation Selection and Adaptive Control of an Actuated Sensor
Platform for Autonomous Vehicles

49



2 Adaptive Control of an Active Camera Platform

of the proposed measurement model is based on the discussion of homographies in
Hartley and Zisserman [2006].

The homogeneous 2D point m̃ results from the mapping of a Cartesian 3D point M
to homogeneous 2D image sensor coordinates by means of the camera calibration
matrix Ac. If the camera distortion is neglected, Ac represents the ideal pinhole
camera model. Ac is a diagonal matrix Ac = diag(1, αf , αf) with αf representing
the focal length of the camera in terms of quadratic pixel dimensions:

m̃ = AcM⇐⇒


x̃

ỹ

z̃

 =


1 0 0
0 αf 0
0 0 αf



X

Y

Z

 . (2.87)

Using the distance X to normalize the homogeneous point m̃ and noting that x̃ = X

yields the homogeneous 2D image point m̃pix scaled by the distance X

m̃ = x̃


1
ỹ/x̃

z̃/x̃

 = X


1

αfY/X

αfZ/X

 = Xm̃pix (2.88)

with ypix = αfY/X and zpix = αfZ/X being the pixel coordinates of the projection
of the Cartesian point M on the sensor plane of the camera. As the camera
calibration matrix Ac is invertible, the Cartesian point M can be reconstructed from
the homogeneous image point m̃pix provided the distance X is known:

Xm̃pix = AcM⇐⇒M = XA−1
c m̃pix. (2.89)

The Cartesian 3D point M0 = (X0, Y0, Z0)T undergoes the coordinate transforma-
tion [R|t]

M1 = RM0 + t (2.90)

if the coordinate system c0 is rotated and translated to the new coordinate system c1,
with R and t representing the rotation matrix and translation vector respectively.

Replacing M0 and M1 in equation (2.90) with X0A−1
c m̃pix

0 and X1A−1
c m̃pix

1 yields

X1A−1
c m̃pix

1 = X0RA−1
c m̃pix

0 + t. (2.91)
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Multiplying both sides with X−1
0 Ac and scaling the homogeneous 2D image point

m̃pix
1 with x̃1 = X1/X0 results in

m̃1 = AcRA−1
c m̃pix

0 +X−1
0 Act. (2.92)

This equation can be used to compute the homogenous 2D point m̃1 = (x̃1, ỹ1, z̃1)T

from a given homogeneous image point m̃pix
0 , in case of a known camera motion

[R|t] from c0 to c1. The resulting homogeneous image point m̃pix
1 can be derived

by normalizing m̃1 with its x-coordinate:

m̃1 = x̃1(1, ỹ1/x̃1, z̃1/x̃1)T = x̃1m̃pix
1 . (2.93)

In general the depth X0 of the image point m̃pix
0 in equation (2.92) is unknown.

If, however, all 3D points M0 corresponding to image points m̃pix
0 lie on a plane,

the depth X0 can be eliminated from equation (2.92). Points on a plane can be
represented by the Hessian normal form

nTM−D0 = 0⇐⇒ D−1
0 nTM = 1 (2.94)

with normal vector n and distance D0 from the plane to the camera coordinate
system c0. Inserting equation (2.94) in equation (2.92) and replacing M0 with
M0 = A−1

c X0m̃pix
0 results in

m̃1 = AcRA−1
c m̃pix

0 +X−1
0 ActD−1

0 nTA−1
c X0m̃pix

0

which finally yields

m̃1 = Ac
(
R +D−1

0 tnT
)

A−1
c m̃pix

0 . (2.95)

Equation (2.95) is called a homography. It implies that for a given camera motion
[R|t] each image point m̃pix

0 on a plane with distance D0 and normal vector n
with respect to the coordinate system c0 is mapped to the homogenous point m̃1

irrespective of the unknown depth X0 of image point m̃pix
0 . Note that equation (2.95)

is also valid for pure camera rotations where t = 0 and for points with distance
D0 →∞ with respect to the camera coordinate system c0. Equation (2.95) is not
valid, however, if the origin of c0 is an element of the plane.

By taking only point correspondences from the drivable area in front of the vehicle it
can be assumed, that all the 3D points M0 corresponding to image points m̃pix

0 lie
on a ground plane. Then equation (2.95) can be utilized to predict the corresponding
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h0

Figure 2.13: Camera motion model

homogeneous points m̃1 in the next camera frame provided the motion of the camera
is known.

The camera motion from c0 to c1 comprises a composition of rotations and transla-
tions as is depicted in Figure 2.13.

At first the camera coordinate system undergoes a rotation v0Rc0 from the coordinate
system c0 to the coordinate system v0. The axes of v0 are aligned to the axes of
the vehicle’s coordinate system and the distance D0 to the ground plane is equal to
the camera height h0. The rotation angles are the negative values of the camera
yaw-angle and the camera pitch-angle. This coordinate transformation corresponds
to the image frame 0.

Secondly, the incremental vehicle motion between two consecutive image frames 0
and 1 is incorporated in the calculation of the camera motion with the rotation ∆R
and the translation ∆t. The rotation ∆R is determined by the incremental yaw-
and pitch-movement of the vehicle. ∆t is the incremental vehicle translation along
its x-axis. The resulting coordinate system is v1. Analog to v0 the axes of v1 are
aligned to the axes of the vehicle’s coordinate system that corresponds to frame 1.

At last c1Rv1 rotates the coordinate system v1 towards the camera coordinate
system c1. The rotation angles are the camera yaw-angle and the camera pitch-
angle corresponding to frame 1.
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λ

lw
Rf

λ
Rr

ICR

Figure 2.14:
Illustration of the Ackermann steering: It is assumed that the vehicle follows a circular
motion about its Instantaneous Center of Rotation (ICR). The axes of rotation of all
wheels meet in the ICR. A bicycle model with steering angle λ and wheelbase lw is used
to approximate the vehicle motion.

The measurement equation for the image correspondences is finally derived by
inserting v0Rc0 , ∆R, ∆t and c1Rv1 in equation (2.95) resulting in

m̃pix
1 = 1

x̃1
Ac

c1Rv1

(
∆R + h−1

0 ∆t nT
)

v0Rc0 A−1
c m̃pix

0 . (2.96)

To increase the robustness of the camera motion estimation the vehicle velocity ẋ
and the steering angle λ are additionally included in the measurement model. The
vehicle velocity ẋ is used as measured. With the steering angle λ the change of
the vehicle’s yaw angle ∆ψ is calculated between two consecutive image frames
with frame time Tf . The so called Ackermann steering, as described, for example,
in Dickmanns [2007], is used to determine ∆ψ. It is illustrated in Figure 2.14.
The turning radius R of the vehicle can be derived from the steering angle λ and
the vehicle wheelbase lw. For small steering angles the small angle approximation
λ ≈ tanλ ≈ sin λ implies Rr ≈ Rf ≈ R for the turning radii of both axes. Hence
the equation

λ = lw/R⇐⇒ R = lw/λ (2.97)

is derived for R. The incremental yaw angle ∆ψ is determined by the ratio of the
arc length, i.e. the driven distance ∆x, and the turning radius R:

∆ψ = ∆x/R = Tf ẋ/R. (2.98)

Combining the equations (2.97) and (2.98) yields the incremental change of the yaw
angle:

∆ψ = λTf ẋ / lw. (2.99)
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Together with the vehicle velocity ẋ equations (2.96) and (2.99) build the measure-
ment model. The resulting measurement vector is:

y =
(
ẋ, ∆ψ, m̃pix

1 (1) . . . m̃pix
1 (N)

)T
. (2.100)

N is the maximum number of image correspondences that can be incorporated in
the estimation process.

2.6.3.2 Process Model

The process model describes the motion and the position of the coordinate system
v relative to the ground plane as illustrated in Figure 2.13. The state vector

x = (Θ, Θ̇, ∆x, ẋ, ∆ψ, h)T (2.101)

represents the system state of v. The states Θ and Θ̇ are the pitch-angle and
the pitch-velocity of v with respect to the ground plane. ∆x is the incremental
translation of v along its x-axis and ẋ is the velocity in x-axis direction of v. This
at the same time represents the vehicle velocity, since the axes of v and the vehicle
coordinate system are aligned. ∆ψ is the incremental yaw rotation of v and h is
the height of v. The state x determines the rotation matrix ∆R, the translation
vector ∆t and the height h in the measurement equation (2.96).

The dynamics of the pitch angle Θ as well as the dynamics of the incremental vehicle
translation ∆x are described by constant velocity models. The camera height h
and the vehicle’s incremental yaw rotation ∆ψ are assumed to be less dynamic.
Therefore they are modelled to be constant for the frame time Tf . Then the resulting
process model is

Θk+1 = Θk + TfΘ̇k

Θ̇k+1 = Θ̇k

∆xk+1 = Tf ẋk (2.102)

ẋk+1 = ẋk

∆ψk+1 = ∆ψk

hk+1 = hk.
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A constant acceleration model and the harmonic oscillator model from Behringer
and Hoetzl [1994] have been experimentally tested as alternative process models
for the pitch angle dynamics. However, these more elaborate models had almost no
influence on the estimation results and therefore the constant velocity model has
been selected for simplicity.

Finally, after having received an estimate of x, the residual camera pitch velocity Θ̇r

can be derived from the pitch component of the rotation matrix

c1Rc0 = c1Rv1 ∆R v0Rc0 (2.103)

divided by the frame time Tf .

2.6.3.3 Selection of Correspondences

During the update step of the state estimation process the measurement vector y
is compared to the predicted measurement vector ŷ. However as the image corre-
spondences calculated by the measurement process may include false positives, a
preselection of valid correspondences is required to derive reliable state estimates.
Equation (2.96) is used to predict the homogeneous image points ˆ̃mpix

1 based on
the homogeneous image points m̃pix

0 provided by the measurement process. Valid
image correspondences are selected by comparing the predicted homogeneous image
points ˆ̃mpix

1 with the corresponding measured homogeneous image points m̃pix
1 .

The predicted homogeneous image point ˆ̃mpix
1 =

(
1, ŷpix

1 , ẑpix
1

)T
determines the

center of an ellipse in the image plane. The semiaxes of the ellipse in image row
direction and image column direction are δz and δy respectively. δz and δy determine
the tolerable pixel uncertainties. Those image correspondences whose measured
image keypoints m̃pix

1 lie inside this ellipse are considered valid. Therefore only image
keypoints m̃pix

1 whose pixel coordinates zpix
1 and ypix

1 satisfy
(
zpix

1 − ẑpix
1

δz

)2

+
(
ypix

1 − ŷpix
1

δy

)2

≤ 1 (2.104)

are selected.

The pixel uncertainties δz and δy are determined by utilizing the pinhole camera
model projecting the assumed maximum uncertainty in the pitch component and
the yaw component of the camera motion δΘ and δψ to the image plane. Applying
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small angle approximation and with αf being the camera’s focal length the resulting
maximum tolerable pixel uncertainties δz and δy in the image row and image column
are

δz = αf · δΘ and δy = αf · δψ. (2.105)

The pitch uncertainty δΘ and the yaw uncertainty δψ of the camera motion are
tuning parameters for the selection of image correspondences. The uncertainty
regarding the pitch rotation is high, as hardly anything is known in advance about
external disturbances causing an undesired pitch rotation of the camera platform.
The yaw rotation on the contrary is less uncertain due to the measured steering
angle λ. Therefore δψ can be chosen considerably smaller than δΘ.

2.6.4 Experimental Results

The proposed gaze stabilization was evaluated during several test runs on a bumpy
dirt road. To achieve comparable results the test vehicle MuCAR-3 equipped with
the camera platform MarVEye-8 has been driven along one section of this road
repeatedly. Figure 2.15 gives some impressions of the test track. A video is available
at the online presence of this thesis [Unterholzner, 2015].

The red rectangles in Figures 2.15a - 2.15c mark the region of interest (ROI) of the
utilized feature correspondence algorithm described in Schweitzer and Wuensche
[2009]. Feature correspondences are computed within this region only. According
to the ground plane assumption the ROI corresponds to the drivable area in front
of the vehicle. The green lines in Figures 2.15a - 2.15c mark correspondences
that satisfy equation (2.104). Therefore they were accepted as measurements for
the camera motion estimation. The red lines depict correspondences that were
considered to be false positives as they failed to satisfy (2.104). Please note
that large pixel uncertainties δz are required to detect sudden fast vehicle pitch
rotations. However, large pixel uncertainties increase the probability of selecting
invalid correspondences.

The calibration of the angular rate sensor S is driven by the residual camera motion
Θ̇r, which is computed from the estimated vehicle pitch velocity ˙̂Θ. Therefore –
in a preliminary step – the estimated vehicle pitch velocity ˙̂Θ has been compared
with the vehicle pitch velocity Θ̇INS, that is measured with a high-precision inertial
navigation system (INS). Since the measured and the estimated pitch velocity are in
good accordance with one another as shown in Figure 2.16 the residual camera pitch
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(a) Pothole

(b) Dip

(c) Washboard

Figure 2.15: Selected images from the test track.
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Figure 2.16: Measured and estimated vehicle pitch velocity (Θ̇INS and ˙̂Θ)
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Figure 2.17: Difference between measured and estimated vehicle pitch velocity

velocity Θ̇r can be used as an error signal for the RLS parameter estimator. The
difference between the measured vehicle pitch velocity and the estimated vehicle
pitch velocity is shown in Figure 2.17. The plot in Figure 2.16 corresponds to the so
called washboard on our test track as depicted in Figure 2.15c.

Although the estimated vehicle pitch velocity fits very well to the INS-measured
pitch velocity, it is not completely unbiased. To avoid a drift in the estimated vehicle
pitch angle, a decay factor c < 1 is introduced into the process model. Hence the
first equation in (2.102) changes to

Θk+1 = cΘk + TfΘ̇k.

As a result Θ gradually tends to zero. This is a feasible modification, as the mean
vehicle pitch angle relative to the ground plane is zero.
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However, the decay factor does not eliminate the offset in the estimated vehicle
pitch velocity ˙̂Θ. Consequently the residual camera pitch velocity Θ̇r is biased as
well. Therefore a high-pass filter is used to derive an unbiased error signal for the
parameter estimation. Incorporating long-term correspondences,i.e. correspondences
that can be reliably tracked through several images, in the estimation process may
improve estimation results with respect to slow vehicle pitch motions. Unfortunately
the need for high-pass filtering of the error signal Θ̇r prevents correct estimation
of the sensor offset δs. This implies that the sensor signal Θ̇s has to be high-pass
filtered, too. Otherwise the mirror would drift away.

The proposed vision-based online calibration of the MEMS angular rate sensor was
tested during three consecutive runs along the test track with activated sensor
calibration and gaze stabilization. Figure 2.18 depicts the estimated gain kf = 1

k̂ak̂s

of the filter F (p̂). For evaluation purposes the filter gain was artificially reduced
from 1 to 0.5. During parameter estimation the gain rose from k̂f = 0.5 to k̂f ≈ 0.88,
which is beneath the nominal gain 1.

The estimated time constant T̂a remained close to its initial value zero. This indicates
that the bandwidth of the actuator control-loop is sufficiently large and no phase-
delay occurs during stabilization. The offset δs was estimated to be zero, too, due
to the high-pass filtered error signal Θ̇r.

To further evaluate the proposed gaze stabilization, the estimated residual camera
motion Θ̇r was compared for three runs on the test track characterized as follows:
One with deactivated gaze stabilization, another one with activated stabilization but
uncalibrated sensor (k̂f = 1) and finally the one with activated gaze stabilization
and calibrated sensor (k̂f ≈ 0.88). During this last run the calibration was active,
but the parameters had already converged.

The stabilization results are plotted in Figure 2.19. Figure 2.19a gives an overview of
the resulting estimated camera pitch velocities Θ̇r during the test runs. The labels
pothole, dip and washboard mark peaks in the pitch velocities Θ̇r that originate
from passing the track sections depicted in the Figures 2.15a - 2.15c. Figure 2.19b
and Figure 2.19c give more detailed insights in the stabilization performance.

Driving through the dip (Figures 2.15b and 2.19b) not only induces a vehicle pitch
rotation but also a changing vehicle height. However, the gaze stabilization can
only compensate pitch rotations. Consequently a sudden change in the camera
height results in a residual image motion. Since the estimated camera height h is
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Figure 2.18: Estimated gain of the filter F (p̂)

considered to be slowly varying, the residual image motion due to a fast change in
the camera height is likely to be erroneously interpreted as a pitch rotation by the
camera motion estimation.

The gaze stabilization based on the uncalibrated MEMS sensor already showed good
results. For the washboard section in particular (Figure 2.19c) the stabilization
results based on the calibrated angular rate sensor are close to the stabilization
results derived from the uncalibrated angular rate sensor.
For better evaluation the RMS-value of Θ̇r is calculated as a measure for the
stabilization error as depicted in Figure 2.20. The resulting RMS-value is normalized
with respect to the RMS-value of the residual pitch velocity Θ̇r corresponding to
the unstabilized camera. The normalized RMS-error for the unstabilized camera
is then 100%. It turns out that the RMS-error corresponding to the calibrated
gaze stabilization is in any case smaller than the RMS-error corresponding to the
uncalibrated gaze stabilization.

With respect to the whole test track as shown in the overview Figure 2.20a, the
RMS-error for the calibrated stabilization is approximately 12% smaller than the
RMS-error resulting from the uncalibrated stabilization. This can be considered to
be the average reduction of the stabilization error, resulting from the adaptation of
the filter gain k̂f .

The test runs were carried out at similar but not equal velocities as can be seen from
Figure 2.19a. However, the velocity during the test run with calibrated stabilization
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Figure 2.19:
Gaze stabilization results: The blue lines correspond to the deactivated stabilization,
the green lines to the activated stabilization and the dark-red lines to the calibrated
stabilization. Solid lines correspond to the residual camera motion Θ̇r, dotted lines to the
vehicle velocity ẋ.
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Figure 2.20:
Normalized RMS error of the gaze stabilization based on Θ̇r. The blue bar corresponds to
the deactivated stabilization, the green bar to the activated stabilization and the dark-red
bar to the calibrated stabilization.

depicted in dark-red was almost always higher than the velocity corresponding to
the test run with active but uncalibrated stabilization depicted in green. Although
higher vehicle velocities are assumed to induce higher camera pitch velocities, the
calibrated stabilization still beats the uncalibrated stabilization.

2.6.5 Summary

Similar to the vestibulo-ocular reflex (VOR) the proposed gaze stabilization continu-
ously adapts to erroneous stabilization. The calibration of the inertial angular-rate
sensor and the compensation of actuator errors is based on visual feedback. An
adaptive filter is used to compensate for these errors. The filter adaptation is driven
by the estimated residual camera motion, which is based on the online computation
of feature correspondences between consecutive image frames.

The stabilization results could be significantly improved, albeit the MEMS sensor
offset has not been estimated correctly due to a biased pitch velocity estimate.

Long term feature correspondences may help to improve the camera motion esti-
mation particularly with respect to the biased pitch velocity estimate. Enhancing
the pitch velocity estimate is a prerequisite to improve the estimation results of the
MEMS sensor offset.

62 Sensor Orientation Selection and Adaptive Control of an Actuated Sensor
Platform for Autonomous Vehicles



2.7 Conclusion

Apart from eliminating the deficiencies of the currently employed camera motion
estimation, utilizing more elaborate visual odometry algorithms may help to render
the currently required ground plane assumption unnecessary.

2.7 Conclusion

Perception of the environment for intelligent vehicles should cover large parts of
their surrounding with sufficient accuracy. One possible realization for the visual
sensory system is a multi-focal vision system simultaneously offering a wide field
of view and high resolution. Obviously such a system has to be active, since the
high visual acuity is limited to the small aperture angles of the tele-lenses. Saccades,
smooth-pursuit movements and the vestibulo-ocular reflex are therefore essential
capabilities for fully exploiting the possibilities offered by an active multi-focal vision
system.

One specialized control algorithm has been presented for each of those visual motor
routines covering the characteristic needs of saccades, smooth-pursuit movements
and the vestibulo-ocular reflex respectively. Fast saccadic platform motions are
achieved by utilizing a sliding-mode control algorithm that offers both near time-
optimality and robustness to parametric uncertainty. State-space control is used for
smooth-pursuit movements, keeping tracked objects or regions of interest foveated.
Both controllers are capable of adapting to different configurations of the camera
platform MarVEye-8 which is especially suitable for research and development
applications. The vestibulo-ocular reflex is implemented as a feedforward disturbance
attenuation that reduces unwanted image motions induced by vehicle pitch motions.
The resulting pitch velocity of the camera platform is measured by a MEMS sensor.
The sensor signal is used as a reference input to the feedforward disturbance control.
It is improved by an adaptive filter to reduce the effect of erroneous sensor signals
with respect to the open-loop disturbance attenuation. The parameter update of
the adaptive filter is driven by visual feedback.

The camera platform MarVEye-8 has been successfully tested during convoy driving
as well as fully autonomous road-following and intersection-maneuvering. While
saccades and smooth-pursuit movements are frequently utilized during these driving
tasks and the reliability of the respective controllers were demonstrated, gaze
stabilization has been rarely deployed. Owing to the comparably small focal length
of the applied tele-lens, the object tracking has been fast enough to utilize smooth-
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pursuit movements to keep tracked objects, for example the convoy leader, foveated.
Thus, although the basic functionality of the gaze stabilization has been proven, its
reliability deserves further investigation. Moreover the calibration of the MEMS sensor
may be enhanced by further improving the utilized camera motion estimation.
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Processing power is generally a limited resource for autonomous vehicles. The ability
to select the most interesting portion of the sensory input data for further processing,
while simultaneously ignoring the less informative parts therefore is a highly desirable
property. Selective attention becomes essential, however, in case of an active but
limited field of view sensor. Selecting the next sensor orientation is based on

- the expected information associated with the respective sensor orientation as
well as

- the importance of this information with respect to the current task.

Research related to selective attention incorporates inter alia research on human
attention, computational models of human attention as well as selective attention
of autonomous systems. Section 3.1 summarizes and surveys parts of these research
activities that are relevant to this thesis.

Selective attention requires a profound interpretation of a given situation that
includes the task of the vehicle. Situation interpretation identifies objects of interest
and determines their relative importance with respect to the current task. The
proposed situation interpretation is described in section 3.2. The basic concept is
introduced based on a common four-way intersection. It is shown how traffic rules,
traffic participants, driving destination and sensor coverage of the vehicle’s relevant
surrounding area can be considered adequately. Having introduced the basic concept
of the proposed situation interpretation, more general types of road-networks will
be examined. Afterwards it is shown, that the detection of a road-network can be
incorporated unambiguously into the situation interpretation.

Predicting the information that can be gained from future measurements is the
second integral part of the selective-attention framework. To gain precise predictions
the process for tracking and detection has to be modelled – including measurement
models, object motion and sensor dynamics – as accurately as possible as described
in section 3.3.
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1: [Orel, wgeo] = situationInterpretation( S ) {sec: 3.2}
2: Ω = sensorOrientations( Orel )
3: if mod( cycle++, N ) == 0 then
4: H(Orel,Ω) = predictUncertainty( Orel, Ω ) {sec: 3.3}
5: Ωreal = selectSensorOrientation( H(Orel,Ω), Orel, wgeo, Ω ) {sec: 3.4}
6: end if

Algorithm 1: Selective Attention Framework

Finally choosing an adequate cost function completes the development of the
selective-attention framework. In section 3.4 the cost function adequately combines
the importance of objects as determined by the situation interpretation with the
predicted information that can be gained from measurements.

The active-perception framework as presented in sections 3.2 to 3.4 is summarized
in Algorithm 1 to illustrate the required processing steps.
The current traffic situation S is analysed first by the situation interpretation module
(Algorithm 1, line 1). It provides a set of relevant objects Orel together with their
associated priorities wgeo which indicate the importance of the respective object
for the current task. Consider the exemplary situation already presented in the
introduction (see Figure 3.1): An autonomous vehicle A as well as a blue vehicle
and a gray vehicle are approaching the intersection. The blue and the gray vehicle
are considered relevant objects Orel for the current driving situation. However
their importance wgeo differs depending on the intended driving maneuver of the
autonomous vehicle. For turning left both vehicles are equally important while for
going straight the blue vehicle is more important than the gray vehicle.
A set of sensor orientation candidates Ω is determined on basis of the set of relevant
objects while simultaneously considering sufficient sensor coverage of the autonomous
vehicle’s surrounding environment (Algorithm 1, line 2). For the situation shown
in Figure 3.1 the blue vehicle and the gray vehicle determine two potential sensor
orientations. The lane entering the intersection from the left is also selected as
sensor orientation candidate to consider potential traffic from this direction. This
way sufficient sensor coverage of the vehicle’s surrounding environment is ensured.
Having derived the set of sensor orientation candidates Ω as well as the set of
relevant objects Orel, the information-theoretic uncertainty H(O,Ω) of each object
O ∈ Orel for each Ω ∈ Ω is predicted N steps into the future every N th cycle of
the selective-attention framework (Algorithm 1, line 4).
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Figure 3.1:
An autonomous vehicle A approaching an intersection along with two other vehicles. The
autonomous vehicle is depicted with its driving options and the sensor’s field of view.

Note that reducing uncertainty is equivalent to gaining information. Hence informa-
tion gain and uncertainty reduction are used synonymously throughout this thesis.
For the exemplary situation shown in Figure 3.1 the uncertainty H(O,Ω) has to be
predicted for the blue vehicle as well as for the gray vehicle while the sensor is oriented
towards the blue vehicle, the gray vehicle or the lane entering the intersection from
the left respectively.
The next sensor orientation Ωreal is selected by evaluating the cost of each sensor
orientation Ω ∈ Ω. This cost is a function of the predicted uncertainty H(O,Ω)
of every O ∈ O and the associated object priority wgeo (Algorithm 1, line 5). By
selecting, for example, the gray vehicle’s direction as the next sensor orientation,
the uncertainty associated with the blue vehicle will increase while the uncertainty
associated with the gray vehicle will decrease. This might be a good choice if turning
left is the intended driving maneuver for which both vehicles are equally important. If,
however, going straight is the intended maneuver, the selective-attention framework
may decide to keep the sensor oriented towards the blue vehicle as the gray vehicle
is less important in this case.

The behavior of the proposed selective-attention framework during autonomous
driving maneuvers is evaluated. Evaluation is done

- by means of simulations,
- while processing real-world LiDAR data of intersection scenarios off-line but in
real-time as well as

- during a real fully autonomous turn maneuver.
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In the fully autonomous turn maneuver camera data and LiDAR data where fused
to be utilized as sensory input data. The related experimental results are presented
in section 3.5.

Chapter 3 concludes in section 3.6 summarizing the features of the proposed selective-
attention framework as well as discussing its merits and deficiencies followed by an
outlook on possible future research directions.

3.1 State of the Art

Selective attention is an essential constituent of human perception. Owing to its
impressive capability of identifying the currently relevant information within the
sensory input data stream there is a great interest in understanding this mechanism.
Once human selective attention is understood computational models of human
attention will enable the application of selective attention in technical domains. The
current state of the art on selective attention is summarized and reviewed below with
respect to findings on human attention, computational models of human attention
and selective attention for autonomous robots.

3.1.1 Findings on Human Attention

A profound discussion of the human visual sense including eye movements and
visual attention is given in Palmer [1999]. A more general treatment of human
perception is presented in the textbooks Kolb and Whishaw [2009] and Kandel et al.
[1995]. Recent findings regarding human gaze control and visual attention can be
found, for example, in the reviews Henderson [2003], Treue [2003], Chun and Marois
[2002], Krauzlis [2005], Knudsen [2007], Summerfield and Egner [2009]. Human
visual perception during driving is investigated in Land and Lee [1994], Chapman
and Underwood [1998], Olson et al. [1989], Wann and Wilkie [2004], Falkmer and
Gregersen [2005], Metz [2009] and Doshi and Trivedi [2009], for example.

A recent study on attention allocation of human drivers in intersection scenarios is
presented in Werneke and Vollrath [2012]. In a driving simulator study participants
had to turn right at a T-intersection. The drivers have to yield to traffic from the
left. The intersection scenarios were varied in two aspects: traffic density and the
number of important intersection areas. Four different intersection scenarios could
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be created by selecting high or low traffic density as well as defining either one or two
intersection areas drawing the driver’s attention. The area left of the driver where
traffic having right of way is expected is the first important area of the intersection
scenario. Additionally a pedestrian crossing at the right lane of the intersection
could be added to the intersection scenario as second important area.
As expected the frequency of gazes to the right increases for the intersection
scenarios with pedestrian crossing on the right compared to the scenarios without the
pedestrian crossing. The frequency of gazes to the left decreases for the scenarios
with pedestrian crossing and high traffic density, whereas the gaze frequency to the
left for the low traffic density scenarios is largely independent from the existence
of the pedestrian crossing. This is a surprising result. To find an explanation the
authors propose to measure the duration of the fixations in future experiments.

According to Werneke and Vollrath [2012] the results are in good accordance with
the two top-down components Expectancy and Value of the so called SEEV model
proposed in Wickens et al. [2001]. The Value of the attained information refers
to task relevance, whereas Expectancy refers to the rate of informative events. In
the driving simulator study the rate of informative events corresponds to the traffic
density, while high value information can be gained from observing the area left
of the driver and/or the pedestrian crossing. Werneke and Vollrath [2012] claim,
that the two bottom-up components Saliency and Effort of the SEEV model are
less important with respect to the intersection scenario. Effort is a measure for the
cost of environmentally driven attentional shifts, whereas Saliency is a measure for
inconsistencies in the sensory input data.

According to the SEEV model human attention during driving depends on the current
driving task as well as on the scenario in which this task has to be accomplished.
As shown by the driving simulator study of Werneke and Vollrath [2012], the SEEV
model is able to qualitatively predict the attention allocation of human drivers in
intersection scenarios. However despite their intuitive appeal it is difficult to draw
quantitative conclusions from these findings.

3.1.2 Computational Models of Human Attention

A survey on computational visual attention systems worth reading is presented in
Frintrop et al. [2010]. It provides some background knowledge on human visual
attention and can serve as a starting point for readers interested in computational
models of attention as well as their applications in computer vision and robotics.
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The application areas for computational attention models are categorised in Frintrop
et al. [2010] into three application levels:

- In low-level applications, features like interest points for image matching are
computed.

- In mid-level applications, the attention module is utilized as a front end to
object recognition and

- in high-level applications, attention is used to improve the environmental
perception of autonomous systems in order to guide the actions of these
systems.

Computational models of attention falling into the first or second category according
to Frintrop et al. [2010] deal with the identification of interesting scene regions that
promise to provide informative sensor readings. These models mainly result in the
computation of saliency maps based on bottom-up feature extraction and top-down
weighting of these features, for example, to find a certain object of interest in a
camera image. The publications Koch and Ullman [1985], Itti et al. [1998], Driscoll
et al. [1998], Backer et al. [2001], Breazeal and Scassellati [1999], Vijayakumar
et al. [2001], Sprague and Ballard [2004], Choi et al. [2004], Navalpakkam and
Itti [2005], Orabona et al. [2005], Ude et al. [2005], Frintrop [2006], Begum et al.
[2006], Yu et al. [2008], Vogel and de Freitas [2008], Borji et al. [2009], Xu et al.
[2008a, 2009b], Itti and Baldi [2009], Xu et al. [2010] or Xu [2010] provide a by no
means complete overview on this topic. Michalke et al. [2008], Fritsch et al. [2008]
and Santana et al. [2010], for example, present an application of this approach in
the context of intelligent driver assistance systems. While cameras are utilized as
sensors in most of the work on saliency map computing, occasionally LiDAR sensors
are used as well as, for example, shown in Zhao et al. [2012].

There are two main application areas for computational models of attention based
on top-down weighted saliency maps:

- They are used to understand and explain human attention.
- They are applied in technical domains like the feature extraction layer in an
object detection task.

These models ignore, however, the information loss that emerges from analyzing
certain image regions while other image regions are disregarded. Moreover there
are no components describing the informativeness of a scene region with respect
to a given situation. Therefore these models are of limited use in determining the
next sensing action if a broader scene context has to be considered. Computational
models of attention capable to consider these additional items are categorised as
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high-level applications by Frintrop et al. [2010]. Applications related to this third
category are reviewed in the following section.

3.1.3 Selective Attention for Autonomous Robots

Utilizing selective attention to enhance the capabilities of a robotic system requires
the consideration of the task(s) the robot has to accomplish as well as considering the
required information to enable successful task execution. Moreover the limitations
of the robot’s information processing system have to be considered as well.

An easy to read introduction on how robots process information can be found
in Davison [2003]. Information processing is handled most often in a Bayesian
framework which can be used to propagate probability distributions over time. One
example of such a framework is the Kalman filter [Kalman, 1960] or one of its
derivatives. From the probability distribution of a value of interest, for example
an object position, an estimate of the respective value can be drawn. Additionally
the probability distribution contains information on the uncertainty related to this
estimate. In case of an uncertain estimate, adding new information, like, for example,
a new measurement, can help to decrease this uncertainty. Reducing uncertainty is
thus equal to an increase in information. Information theoretic entropy as introduced
in Shannon [1948] is a means to quantify the uncertainty or information inherent to
a random variable. Consequently it can be utilized to compare alternative allocations
of sensing resources with respect to their informativeness.

Selective attention has been applied in various domains including localization and
mapping for mobile robots, object detection and object tracking as well as au-
tonomous driving. Many of these approaches choose their sensing actions based on
information theoretic concepts, that means evaluating sensing actions with respect
to the evolution of uncertainty of estimated state variables. Within the next sections
the three mentioned domains will be reviewed in more detail.

3.1.3.1 Localization and Mapping for Mobile Robots

One fundamental task of mobile robots is self-localisation. This task is further
complicated if a map of the environment is not known in advance but has to be
built by the robot itself while exploring its environment. This is the well-known
simultaneous localization and mapping problem (SLAM). Some approaches dealing
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with robot localisation while making decisions on the next sensing actions are
discussed below.

A satellite docking maneuver simulated by the planar docking of a reaction-jet-
controlled air cushion vehicle with a stationary partner is presented in Wuensche
[1986, 1988]. The position of the air cushion vehicle relative to its docking partner
is determined visually. For lack of processing power back then only a limited number
of features could be tracked simultaneously for estimating the docking partner’s
position. Therefore the most discriminative features have to be selected to arrive at
a sufficiently precise position estimation. The features are selected in a way that
the predicted error covariance matrix of the relative position of the ego-vehicle with
respect to the docking partner is minimised.

An active sensing strategy for self-localization of a mobile indoor robot is proposed
in Fox et al. [1998]. The robot either actively controls its own motion, or selects
sensor type and sensor orientation to improve its self-localisation and thus achieves
superior results compared to a passive approach. The robot aims at minimizing
the uncertainty of the estimated ego-position by choosing action a whose execution
promises to minimize the expected entropy while simultaneously considering the
costs of executing action a.

Vision based simultaneous localization and mapping (SLAM) using active vision is
successfully addressed in Davison and Murray [1998, 2002]. An active stereo camera
head mounted on a wheeled indoor robot is used to observe the landmark amongst all
potentially visible landmarks whose position is hardest to predict. The rationale be-
hind is that little can be learned from measurements whose results are easy to predict,
whereas measurements whose results are uncertain are more likely to reveal some-
thing new. The innovation covariance of the employed extended Kalman filter (EKF)
provides a measure for the information that can be gained from observing a certain
landmark. The landmark that maximizes the innovation covariance compared to
all other potentially visible landmarks is selected for observation. This approach is
valid as the measurement noise is assumed constant. The visual SLAM approach is
extended to 3D-SLAM to be utilized in robots moving on undulating terrain by Davi-
son and Kita [2001]. SLAM with a single camera instead of a stereo camera system
is proposed in Davison et al. [2007]. The camera movement cannot be controlled
therein, but a limited number of the most informative features is actively chosen
for measurements based on the predicted innovation covariance. In Vidal-Calleja
et al. [2006] the control actions for a camera in a single camera SLAM setting are
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determined by maximizing the difference between prior and posterior entropy of the
corresponding state estimate.

While only the next sensing action is considered in most of the work presented here,
gaze direction and robot motion planning for SLAM for more than one planning step
are presented in Lidoris et al. [2006, 2007]. Gaze directions and robot motions are
selected on basis of the predicted relative entropy such that the robot’s localization
uncertainty is minimised and the quality of the obtained map is maximised. These
are conflicting tasks however and a trade-off has to be found ensuring sufficient
localisation accuracy within the map while simultaneously exploring unknown terrain
for enlarging the map.

A gaze-control strategy for self-localization and obstacle-avoidance of a humanoid
robot is presented in Seara and Schmidt [2005], Seara [2004] and Seara et al. [2003].
Self-localization and obstacle-avoidance are considered to be conflicting tasks, that
try to minimize their individual cost-functions independently. The cost-function
is based on the estimated covariance of the robot-position or obstacle-position
respectively. These two cost-functions are combined by deploying a decision scheme
based on utility theory. The approach is extended in Kühnlenz [2007] and Kühnlenz
and Buss [2008] from an active stereo camera head to multi-focal vision systems
comprising more than one vision device. The vision devices’ orientations can be
controlled independently from one another.

The gaze control strategy of the Autonomous City Explorer (ACE) robot comprises
temporal as well as spatial attention planning and is presented in Xu [2010], Xu
et al. [2010, 2009b,a] and Xu et al. [2008b].
The spatial attention planning is mainly based on saliency maps. The most salient
regions in an image frame are possible view direction candidates for the active
camera head. To enable tracking of dynamic objects, the temporal variation of the
saliency map is computed resulting in a so-called surprise value. The approach is
inspired by the Bayesian surprise value introduced in Itti and Baldi [2009]. This
bottom-up approach is combined with top-down weighting of the salient features
for goal-oriented target search. A finite state machine is used to switch between
bottom-up triggered attention and top-down triggered attention to realize the robot
behaviors exploring, searching and operating.
The temporal attention planning seeks to minimize overall perception uncertainty
regarding observed objects while simultaneously considering visual coverage and
the acquisition of new information. Similar to Seara [2004] the overall perception
uncertainty is measured in terms of the eigenvalues of the predicted error covariance
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matrix of the estimated object state of observed objects. The visual coverage related
to a view direction is the ratio of visible objects to the total number of known
objects. The distance between the actual and the predicted sensor orientation is
considered as cost for acquiring new information. To penalize keeping the current
view direction and to encourage gathering new information the distance value is
multiplied by minus one. This results in high cost for travelling small distances and
low cost for travelling large distances respectively. Three distinct cost functions are
used: one for each optimization objective. The three cost functions for

- overall perception uncertainty (J1),
- visual coverage (J2) and
- acquisition of new information (J3)

are evaluated for each view direction candidate. The cost functions are prioritized
according to J1 > J2 > J3 and the view direction which minimizes the cost J1
is selected. If the result is not unique, the cost J2 and finally the cost J3 are
considered.

3.1.3.2 Object Detection and Object Tracking

Object detection and object tracking is another field of application for selective
attention. One example is parameter selection for pan-tilt-zoom (PTZ) cameras
in surveillance tasks. It requires a trade-off between measurement accuracy and
field of view (FOV) as explained in Denzler and Brown [2002], Denzler et al. [2003],
Sommerlade and Reid [2008] and Sommerlade and Reid [2010]. For example,
enlarging the zoom value increases measurement accuracy whereas a zoom level
that is too large may result in loosing the target.

An information theoretic framework for parameter selection of PTZ-cameras is
introduced in Denzler and Brown [2002]. It is proposed to sequentially choose
the sensor parameters such that uncertainty in the state estimation process is
minimized. While in Denzler and Brown [2002] static environments are considered,
the approach has been extended to real-time tracking of 3D-objects in Denzler et al.
[2003]. Multiple-target tracking including one yet unobserved object is addressed
in Sommerlade and Reid [2008]. Introducing unobserved objects aims at adding
explorative behavior to the framework. The framework is further extended to several
PTZ-cameras in Sommerlade and Reid [2010].
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3.1.3.3 Autonomous Driving

A lot of research on autonomous vehicle guidance has been conducted within the
last three decades. Please refer to Bertozzi et al. [2000] and Dickmanns [2002] for
an overview on earlier work. More recent work is reviewed in Luettel et al. [2012],
for example.

However selective attention has not attracted much interest in autonomous driving.
Some prominent examples are Boss [Urmson et al., 2008], winner of the DARPA
Urban Challenge, and the EMS-Vision system of the University of the Bundeswehr
Munich (UniBwM) described in Dickmanns [2007, 2003] and Gregor et al. [2002].

EMS-Vision is the software that controls the UniBwM test vehicles VaMoRs and
VaMP. Each test vehicle is equipped with at least one actuated camera platform
for active gaze control. The gaze control part of the EMS-Vision system is outlined
in Pellkofer and Dickmanns [2000]. The approach suggests the consideration of
the current traffic situation, the intentions of the autonomous car and the degree
of the perceptibility of objects with respect to varying sensor orientations. The
implementation of EMS-Vision’s gaze control together with experimental results is
described in Pellkofer [2003].
In EMS-Vision each perception task, like tracking of lanes or tracking of traffic
participants, is performed by a specialized software module. Each of those specialized
perception modules defines several regions of attention (ROA) in the 3D task space
which have to be observed by the active sensor to enable successful execution of the
respective perception task. In case of a multi-focal vision system like the MarVEye
camera platform the perception module additionally has to specify the preferred
camera for observing a ROA. The ROAs defined by the perception module are ranked
from desirable to required in terms of successful task completion. The higher the
rank of an ROA is, the larger is the amount of information gained from observing
this ROA with respect to the perception task.
The current task of the autonomous vehicle is also considered by the gaze control
module of EMS-Vision. A priority is assigned to each object reflecting its importance
with respect to the current driving task. The priority corresponds to the amount of
time the object should be observed during the planning horizon of the gaze control
module.
The information gain contributed by an observed object for a particular sensor
orientation is defined to be proportional to the object’s priority, the rank of the visible
ROA and the observation time. The available observation time within the planning
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horizon is reduced by the duration of saccades. Thus the information gained from
selecting a different sensor orientation comes at the cost of information loss during
saccade execution.
The overall information gain of a particular sensor orientation is the sum of the
individual information gains for the observed objects. The gaze control module
selects the sequence of saccades that promises to maximise the information gain
within the planning horizon with respect to the actual driving task.

Although not used during the DARPA Grand Challenge race Stanford’s VW Touareg
Stanley [Thrun et al., 2006] is equipped with an actuated LiDAR sensor used for
high-speed offroad driving as described in Patel et al. [2005]. The actuation improves
the observation of the area in front of the vehicle by minimizing the time needed
for scanning the intended vehicle path. The maximum possible driving speed is
increased this way.
A 2D-traversability map is built from the LiDAR scans. Each point in a LiDAR scan
is placed in the corresponding grid cell of the traversability map and the status of
the grid cell – traversable or not – is updated according to the new information.
The LiDAR is actuated in a way to minimize the number of unknown grid cells near
the planned vehicle trajectory. A utility function sums up the probabilities of grid
cells to be scanned by the LiDAR for those grid cells that are both unknown and
traversed by the planned vehicle trajectory. The LiDAR direction which maximizes
the utility function is chosen to be the next sensor orientation.

For intersection maneuvering, like merging into moving traffic, Boss, the winner
of the DARPA Urban Challenge, is equipped with long-range RADAR-sensors and
laser-sensors as described in Urmson et al. [2008]. One RADAR-sensor and one
laser-sensor are mounted on a panhead each. The panheads are mounted on either
side of the vehicle. For early detection of cross-traffic their orientations are optimized
for maximum spatial coverage of intersection branches of interest as outlined in Seo
and Urmson [2008].
A set of so-called observation zones describes the regions of interest the vehicles
perception system should attend to while traversing an intersection. It is derived
from the road-network information prior to reaching the intersection. The perception
system comprises sensors that are fixed with respect to the vehicle body as well as
the sensors mounted on the panheads.
Not fully covering all of the intersection’s observation zones by the vehicle’s perception
system is considered to be uncertain. As a measure of uncertainty sensor coverage is
expressed in terms of information-theoretic entropy: Full coverage of the observation
zones results in zero entropy whereas zero coverage results in maximum entropy. The
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panhead angles are determined such that the entropy is minimized while the spatial
sensor coverage of the intersection is maximised. During intersection maneuvering
the orientations of the panheads remain fixed.

3.1.4 Discussion

Although it has been confirmed by findings on human selective attention, that
selective attention highly depends on the given situation, selective attention of
mobile robots rarely considers this fact. Most often the environment is assumed
to be static. For this reason most approaches discussed above do not consider the
given situation explicitly. Only the current task of the robot is taken into account.
This seems to be true for autonomous driving in particular. Boss’s panheads,
for example, are intended to be used for intersection maneuvering by minimizing
information theoretic uncertainty. But this does not include the capability to react
to traffic participants approaching the intersection. The panheads are solely used
to improve spatial coverage of the intersection area by the perception system. The
EMS-Vision system on the other hand is able to plan its viewing behavior with
respect to a dynamic environment albeit depending on mostly heuristic rules.

The information-theoretic selective-attention framework seeking to maximise task
relevant information in a potentially dynamic environment – as developed in the
following sections – tries to combine both approaches: Using information theory to
quantify information about objects and weighting this information with respect to
the importance of an object for the given task.

3.2 Situation Interpretation

An adequate sensing-strategy is assumed to depend on the current traffic situa-
tion S. In the scope of this thesis a situation S = {G,R,O,D} comprises four
components:

- road topology and geometry G,
- traffic rules R,
- a set of objects O composed of traffic participants or any other objects of
interest, for example infrastructure elements, and

- the intended driving destination D of the ego-vehicle.
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Figure 3.2:
Six intersection scenarios composed of three different driving maneuvers and alternating
preference roads.

The type of an object may impact the outcome of the situation interpretation as,
for example, the importance of infrastructure elements is likely to differ from the
importance of traffic participants for a given situation S.
To better handle this, a type identifier OT is assigned to each object. In this thesis
two types of objects are considered: vehicles and lanes. The process model describing
the position and the orientation of an object relative to the ego-vehicle, however,
is equal for both types of objects. This allows to amalgamate all different kinds of
objects in one single object set O and all objects in this set can be handled uniformly
while predicting the information that can be gained from future measurements.

The basic concepts of the situation interpretation are introduced on the basis of a
common four-way intersection as shown in Figure 3.2. Approaching an intersection
corresponds to a set of potential situations differing in the situation components G, R,
O and D. The situation components are derived from the ego-vehicle’s environmental
perception, its planning module and/or previously known map data. Yet further
interpretation of the situation components is required to extract the objects Orel ⊆ O
relevant to S and to derive the weights wgeo expressing the importance of these
objects with respect to S. The analysis of the situation components is the subject
of section 3.2.1 and 3.2.2. Moreover artificial expected objects Oexp are introduced
in section 3.2.3 to ensure sensor coverage of the situation S.
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After having introduced the basic concepts of the situation interpretation it is shown
in section 3.2.4, that the situation interpretation can also be applied to different
types of road networks and/or driving situations.
So far the situation interpretation assumes a perfectly known road-network. If
the road-network is to be detected and/or tracked by the vehicle’s environmental
perception, the situation interpretation has to be modified adequately. Section
3.2.5 presents the extensions required to unambiguously integrate the detection and
tracking of a road-network into the situation interpretation.

3.2.1 Topology and Geometry

Every situation comprises a geometrical and topological description G of the vehicle’s
surrounding area relevant to the respective situation. Only objects within this area
are considered for the choice of the next sensor orientation. They are added to
the set of relevant objects Orel accordingly. Lanes of variable width, length and
curvature are the basic elements of G. It also represents topological information
about the composition of lanes. Lanes can be grouped to roads. Intersections on the
other hand are composed of roads and the intersection center. The lanes and the
intersection center are framed blue in Figure 3.2. The intersection’s topological and
geometrical description is derived from previously known map data or – if available –
from the ego-vehicle’s environmental perception.

Apart from topological and geometrical information further attributes, like the driving
direction and the right-of-way, are assigned to each lane. All these informations
are condensed to a priority wgeo representing a measure for the risk of colliding
with objects on that lane. Obviously vehicles (OT = vehicle) on lanes with driving
directions toward the intersection center pose a higher threat to the ego-vehicle than
those on lanes leaving the intersection. Lanes with an increased priority due to their
driving direction are colored green in Figure 3.2. To evaluate the importance of an
object O for the situation S, the lane priority wgeo is assigned to each object O on
that lane.

3.2.2 Driving Destination and Traffic Rules

The two parameters initial lane and destination lane are used to specify the desired
driving maneuver, with the destination lane representing the intended driving des-
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tination D. The parameters initial lane and destination lane have to be specified
by the vehicle’s planning module. These parameters define the lane on which the
ego-vehicle enters the intersection and the lane on which it will leave the intersection.
Whether the desired driving maneuver is, for example, a left-turn or a right-turn
can be derived from these two parameters and the topology of the lanes. The road
parameter right-of-way is introduced to enable the consideration of traffic rules R.
The desired driving maneuver and the road parameter right-of-way are used to
identify lanes with a particularly high risk of collision with respect to S. Considering
the risk of colliding with an object approaching the intersection from an oncoming
lane, the resulting risk is higher for a left-turn than for a right-turn of the ego-vehicle.
In the intersection center an increased risk of collision prevails for all scenarios. A
particularly high priority wgeo is assigned to areas exposed to an increased risk of
collision. These areas are shaded yellow in Figure 3.2.

3.2.3 Sensor Coverage

Choosing possible future sensor orientations Ω is based on object positions. The
sensor coverage of the whole area relevant to a situation S requires not only the
observation of already known objects, but also the surveillance of areas where no
objects have been detected up to now. New objects might appear there. Similar
to Sommerlade and Reid [2010], artificial (undetected) objects are placed on lanes
at maximum sensor range where the appearance of new objects is anticipated.
The transparent vehicles with driving direction towards the intersection center
depicted on the lanes in Figure 3.2 represent these so-called expected objects. The
expected objects Oexp are added to the set of relevant objects Orel derived from
the vehicle’s environmental perception resulting in an augmented set of relevant
objects Orel = Orel ∪ Oexp.

3.2.4 More Illustrative Examples

Interpreting the current traffic situation while approaching an intersection results
in different priorities assigned to the intersection lanes and the intersection center.
All traffic participants receive the priority of the intersection lane they are located
on or the priority of the intersection center. Artificial undetected objects draw the
attention of the active perception framework to regions where new traffic participants
are expected to appear.
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The basic principle of the proposed situation interpretation for the active perception
framework has been explained in the preceding sections 3.2.1 to 3.2.3 based on the
example of a typical intersection comprising four roads with two lanes each.
The proposed approach is not limited to this type of intersection though, but can be
applied to different – more general – types of intersections or road-networks. The
following examples are selected to illustrate this.
Intersections are not limited to the type shown in Figure 3.2. The number of
intersection branches and/or the number of lanes of each branch may differ, like
with a T-junction comprising three intersection branches only. Furthermore there
can be traffic signs, traffic lights or neither of them.
Determining risky areas based on the driving direction, the right-of-way and the
ego-vehicle’s driving destination combined with undetected objects to mark areas of
expected traffic is a generic principle that carries over to these more general types
of intersections. Following this principle even traffic circles can be evaluated by
categorizing them as T-junctions. Bicycle lanes on the other hand can be regarded
as intersecting lanes.

Lane-change maneuvers like overtaking or entering accelerating lanes are further
examples where situation interpretation can be applied. The location of undetected
objects differs, however, for one-way roads and two-way roads. At one-way roads
vehicles are approaching only from behind. Thus undetected objects are located
behind and/or alongside the ego-vehicle to attract the attention of the sensors or
the perception modules. Two-way roads additionally require an undetected object in
front of the ego-vehicle. Overtaking or entering accelerating lanes, of, for example,
highways or intersections, require such lane-change maneuvers.

3.2.5 Road Network Detection

The situation interpretation presented so far requires a priori knowledge of the
road-network or the intersection the ego-vehicle is driving on. The detection and
tracking of a drivable road-network is one of the most basic tasks for an autonomous
vehicle though. However utilizing a digital map and localizing the ego-position within
this map with the aid of GPS is not always reliable since the map data may be
outdated or the GPS signal may be corrupted by reflections or shadowing effects for
instance. GPS and digital maps are only sufficient to provide a rough estimate of
the vehicle’s position relative to the road-network. Consequently further perceptual
capabilities are required to derive reliable information on the ego vehicle’s position.
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Figure 3.3:
The gray boxes represent the undetected lane elements (called lane-objects) which define the
sensor orientations determined by the selective attention module. The sensor orientations
are selected such that the whole intersection is covered by overlapping sensor views. The
gray thin lines represent the road-network obtained from map data, while the red thin
line is the intended path of the autonomous vehicle. The gray lane-polygons are the lane
hypotheses determined by the selective attention module based on map data.

If the road-network detection module of the autonomous vehicle relies on sensor
data from an active sensor, the road-network detection has to be considered in the
vehicle’s selective attention module as well.

The situation interpretation provides a set of relevant objects Orel ∈ O. A subset
of Orel is used to determine the set of potential future sensor orientations Ω.
Consequently the road-network detection task can be integrated unambiguously in
the situation interpretation, if the elements of the road-network are considered as
objects, too. The positions of those so-called lane-objects (OT = lane) determine
sensor orientations for each fraction of the road-network visible to the sensor. Sensing
coverage of the road-network can be established this way.
Figure 3.3 illustrates the procedure: Prior to detecting the road-network a hypothesis
of its geometrical and topological description is derived from known map data. Road-
polygons and lane-polygons are placed relative to the ego-vehicle where road-network
elements are expected. Undetected lane-objects are placed along the lane-polygons
in such a way that sensor coverage of the expected road-network is granted.

Following the detection of the road-network elements the undetected lane-objects
provided by the selective-attention module are replaced by their counterparts from
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the road-network tracker. Then the road-network tracking module has to determine
the number and the positions of the lane-objects, to ensure successful tracking of
the road-network.

Object priorities are intended to reflect the relative importance of an object with
respect to a given situation. Therefore it is reasonable to assign priorities to traffic
participants that describe the threat of colliding with these traffic participants.
While searching for a road-network, however, all lane-objects should attract equal
attention, since all road-network elements have to be detected to arrive at a complete
description of the entire road-network. Thus, all lane-objects share equal priorities,
unless additional information is available. Such additional information can be
occluded lanes, for example.

Although road-network detection and tracking is easily integrated in the selective
attention framework by treating vehicles and lanes as objects that have to be regularly
observed by a sensor, road-network detection introduces additional complexity to
the framework.
Including the road-network detection task in the selective-attention framework, makes
selective-attention a two-step process: Detection of the road-network followed by
gathering situation dependent traffic information.
During road-network detection only undetected lane-objects and all already known
objects are considered. After the road-network has been detected the undetected
lane-objects are replaced by the lane-objects identified by the vehicle’s environmental
perception. Undetected vehicles are placed on the detected lanes then, as described
in section 3.2.3.

3.3 Uncertainty Prediction

Besides the importance of an object in a situation S that is derived from the lane
priorities wgeo, the estimated object state and the associated uncertainty are of major
importance for successful maneuvering. The state uncertainty is a measure for the
available information regarding an object. It depends on available observations of
that object, which in turn depend on the chosen sensor orientation.
To evaluate the effect of different sensor orientations on future object uncertainties,
a recursive Bayesian estimation algorithm is simulated for some sensor orientations Ω
to predict the outcome of the real tracking algorithm. Apart from selecting the
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candidate set for the next sensor orientation, a sensor model and a model describing
the object motion are required for this simulation.

The selection of the sensor orientation candidates is the subject of section 3.3.1. How
to model the motion of objects is discussed in section 3.3.2 followed by the description
of the sensor model in section 3.3.3. The sensor model not only incorporates sensor
characteristics like the field of view or the sensor coordinate system, but also the
motion dynamics of the active sensor. The prediction of the object-state and object-
uncertainty despite an imperfectly known tracking process is discussed in section
3.3.4. Finally the complete prediction process is summarized in section 3.3.5. The
timing issues arising from delayed sensor readings and distributed processes are
considered in this section as well.

3.3.1 Sensor Orientation

The sensor’s orientations are determined by object positions. The set of sensor
orientation candidates Ω is computed in a way that every object that could be
observed by the sensor is visible for at least one sensor orientation Ω ∈ Ω. As there
is no occlusion reasoning implemented up to now, an object is assumed visible when
located within the sensor’s field of view. It is further assumed that measurements
are possible when an object is visible.
The approach for determining the set of sensor orientation candidates Ω limits the
number of sensor orientations that have to be evaluated to identify the optimal
sensor orientation. This approach is described in Algorithm 2: In a first step the
set of sensor orientation candidates Ω is initialized as an empty set and the set
of relevant objects Orel is copied to the set Oc. As long as Oc is not empty, the
algorithm iterates over two for loops.
The first for loop (Algorithm 2, line 3) identifies the first object in Oc that could
be observed by the sensor.The sensor orientation Ω that brings this object into the
center of the sensor’s field of view is calculated and is added to the set of sensor
orientation candidates Ω. The loop terminates when a potentially visible object is
found. Note that an object might leave the area where it is potentially visible to the
sensor as the vehicle passes the object. Each object that is considered during this
search – be it potentially visible or not – is removed from the set Oc.
In the second for loop (Algorithm 2, line 11) each object that is visible for the sensor
orientation Ω is removed from Oc as well. After the second for loop has finished
a new iteration of Algorithm 2 starts and the next sensor orientation candidate is
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1: Ω = ∅, Oc = Orel
2: while O 6= ∅ do
3: for i = 1 to |Oc| do {search for the first potentially visible object in Oc}
4: Ω = sensorOrientation(Oi

c)
5: Oc = Oc \Oi

c
6: if visible(Oi

c, Ω) then
7: Ω = Ω ∪ Ω {add sensor orientation Ω to set of sensor orientations Ω}
8: break
9: end if
10: end for
11: for i = 1 to |Oc| do {remove all Oc from the set Oc that are visible for Ω}
12: if visible(Oi

c, Ω) then
13: Oc = Oc \Oi

c
14: end if
15: end for
16: end while

Algorithm 2: Select potential future sensor orientations

selected. The algorithm terminates when the set of objects Oc is empty. This is the
case if each object O ∈ Orel is visible for at least one sensor orientation Ω ∈ Ω.

3.3.2 Object Motion

The object position has an impact on the importance of O with respect to S.
Objects close to the ego-vehicle are more important than distant objects. The object
position is also used to evaluate the visibility of an object with respect to a sensor
orientation Ω. Moreover, the object motion is required during the simulation of the
Bayesian estimator.

The position of object O at time tk is given relative to the ego-vehicle by the
homogeneous transformation matrix

OkHEk
=
OkREk

OktEk

0 1

 . (3.1)

The translation vector OktEk
is pointing from the ego-vehicle to the object O, and

the rotation matrix OkREk
describes the object orientation relative to the ego-vehicle

utilizing Euler angles according to the yaw-pitch-roll convention (see Figure 3.4).
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Figure 3.4:
Object motion of the blue vehicle relative to the white ego-vehicle in terms of homogenous
transformation matrices.

Ek and Ok denote the coordinate frames of the ego-vehicle and the object O at
time tk respectively.

Knowing the inverse ego motion EkH−1
Ek−1

= Ek−1HEk
and the object motion

OkHOk−1 the object position OkHEk
at time step k can be calculated by the matrix

concatenation
OkHEk

= OkHOk−1 · Ok−1HEk−1 · Ek−1HEk
(3.2)

as illustrated in Figure 3.4.

Unlike predicting the uncertainty associated with object positions, the prediction
of object positions themselves is not the main objective of the selective attention
framework. Selecting a new sensor orientation is crucially based on predicting object
position uncertainties for several sensor orientation candidates. Predicted object
positions on the other hand are just one aspect for determining the importance of the
respective object but are not directly used for any control decision regarding the ego-
vehicle. Moreover the accumulation of the position error resulting from erroneous
predictions is limited due to a short prediction horizon of typically 0.5 seconds.
Therefore the model used for describing the object motion can be kept simple,
although more elaborate models are available.

Both the object motion as well as the ego motion are modelled as a planar circular
motion driven by constant velocity v and constant yaw-rate ψ̇. The equations of
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motion describing the change of the object position (∆x, ∆y) and the change of
the object orientation ∆ψ during cycle time T are as follows:

∆x = Tv cos(0.5T ψ̇)

∆y = Tv sin(0.5T ψ̇) (3.3)

∆ψ = T ψ̇.

While the velocity vo and the yaw-rate ψ̇o of object O are provided by the tracking
algorithm, the velocity ve and the yaw-rate ψ̇e of the ego-vehicle are derived from the
ego-vehicle’s inbuilt standard velocity and steering angle sensors. The ego-vehicle’s
yaw-rate is calculated with the aid of the non-holonomic kinematic vehicle model. It
is assumed that the turning radius of the vehicle’s rear axis approximately equals
the turning radius of the vehicle’s center of gravity. Thus not only the velocity v
but also the yaw-rate ψ̇ are assumed to be equal for the vehicle’s center of gravity
and its rear axis. More details are given in section 2.6.3.1 and Figure 2.14.

By calculating ∆x, ∆y and ∆ψ for both the object and the ego-vehicle the object
motion OkHOk−1 and the inverse ego motion Ek−1HEk

are determined. Consequently
the new object position OkHEk

relative to the ego-vehicle can be computed using
equation (3.2).

3.3.3 Sensor Model

The model of the active sensor provides the position of objects in sensor coordinates,
the horizontal and vertical aperture angle of the sensor, the sensor dynamics and a
flag indicating fast sensor motion or a saccade respectively.

The position of the object O at time tk relative to the sensor coordinate system Sk

is given by the homogeneous transformation

OkHSk
(Ωk) = OkHEk

· EkHSk
(Ωk). (3.4)

It depends on the object position OkHEk
relative to the ego-vehicle and the position

of the ego-vehicle EkHSk
(Ωk) relative to Sk as depicted in Figure 3.5. Consequently

the object position relative to Sk depends on the sensor orientation Ωk as well.
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OkHEk

OkHSk
(Ωk)

EkHSk
(Ωk)

Figure 3.5:
Sensor model describing the position of vehicle O relative to the sensor of the ego-vehicle
and the sensor’s field of view.

The aperture angles of the sensor model are derived from the aperture angles of
the real camera. They are used to evaluate the visibility of an object O ∈ Orel

for a certain sensor orientation Ω ∈ Ω during the simulation. Ω determines the
observed scene region. In case of an active sensor with finite dynamics, however, the
desired and the actual sensor position may differ temporarily leading to deviations
between the actually observed scene region and the region that has been selected
for observation. Moreover, if a camera serves as sensor, fast sensor motions may
cause blurry images leading to corrupted measurements. To enable the consideration
of these effects during the selection of the next sensor orientation, a model of the
sensor dynamics is required.

The dynamic model of the active sensor is given by the discrete time state-space
equation

xs
k = f sensor(xs

k−1, pm, Ωref
k ) (3.5)

Ωk = gsensor(xs
k)

where xs is the internal state of the sensor, pm is a vector of parameters of the
dynamic model of the sensor and Ωref is the reference value for the sensor’s position
control. Parameters pm are provided by the control algorithm of the camera platform
described in chapter 2 to arrive at a precise description of the closed loop sensor
dynamics. The parameters pm comprise, for example, the moment of inertia of both
axes and the parameters of the control algorithm. Thus equation (3.5) is utilized
to simulate the real sensor control loop based on information provided by the real
active sensor.

The controller seeks to reduce the control error Ω − Ωref as fast as possible. A
large control error results in a fast sensor motion, which in turn may deteriorate the
sensor reading. Hence the active sensor provides a flag validMeasurement indicating
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the validity of the corresponding measurement. The flag is set true if the absolute
value |Ω−Ωref | of the control error is smaller than a predefined threshold by the time
of measurement and vice versa. Only valid measurements are accepted by the real
tracking algorithm. The simulated sensor control provides the flag validMeasurement
as well and the validity of measurements can be predicted this way.

The selective attention framework utilizes the dynamic sensor model according to
equation (3.5) for predicting sensor motions depending on possible future sensor
orientations Ω. Saccadic sensor motions can be predicted this way and the validity
of future measurements is derived from these so called saccade predictions.

3.3.4 Bayesian Estimators

The vehicle’s environmental perception relies on sensor measurements that are
corrupted by noise. Therefore the sensor readings are integrated over time using a
recursive Bayesian estimator. The estimation result is a probability distribution

p(xk|y1:k) = p(yk|xk)p(xk|y1:k−1)
p(yk|y1:k−1) (3.6)

of the object state xk conditioned by all measurements y1:k from time t1 up to time tk.
p(xk|y1:k) depends on the distribution p(xk|y1:k−1) predicted from time tk−1 to time
tk without incorporating the measurement yk, the likelihood p(yk|xk) for deriving
measurement yk given the state xk and the normalization factor p(yk|y1:k−1). The
normalization ensures that the integration result over p(xk|y1:k) will not exceed 1.
Note that the measurements y1:k depend on the selected sensor orientations Ω1:k.
Yet the sensor orientations are not selected at random and therefore Ω is skipped in
equation (3.6).

To evaluate the impact of the sensor orientation Ωk+N on the probability distribution
p(xk+N |y1:k+N) the evolution of the distribution is predicted by simulation. For
every Ωk+N ∈ Ωk+N a model of the Bayesian estimator is executed for N estimator
iterations.
Note that during one simulation run from time tk+1 to time tk+N the sensor orienta-
tion Ω remains unchanged, that is the sensor is directed towards the object O = OΩ.

Predicting the evolution of p(xk|y1:k) requires two different models of Bayesian
estimators: one for the detection of unknown objects and one for the tracking of
already known objects.
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For tracked objects the vehicle’s environmental perception provides a Gaussian
random variable with the mean x̂ and the covariance matrix P̂ determining the
estimated probability distribution of the tracked object. The evolution of these two
quantities is predicted by simulating the underlying tracking process as explained in
section 3.3.4.1.

The probability of future object detections is modelled by the expected objects
introduced in section 3.2.3. The longer an expected object remains unobserved, the
higher is the uncertainty whether or not an undetected object really exists at the
expected object’s location. Conversely, after observing the expected object’s location,
the uncertainty about the existence of a real object at this location decreases. The
existence uncertainty of an expected object is expressed by the probability distribution
of a discrete random variable. This will be discussed in detail in section 3.3.4.2.

3.3.4.1 Object Tracking

Predicting the outcome of the real tracking module by simulation requires an ade-
quate model of the tracking algorithm. Precise modelling of the tracking algorithm
with all its subtleties can be complex in practice: consider, for example, modelling
the measurement process of a visual sensor or a tracking process based on particle
filtering methods. Moreover every change in the real tracking module, for example,
due to filter tuning or changing process models and/or measurement models, requires
a readjustment of the simulated tracker as well.
Therefore the selective attention framework utilizes a simplified model of the real
tracking algorithm where the process model and the measurement model of the
simulated tracker are similar but not equal to the respective models of the real
tracker. To derive nevertheless correct predictions of the object uncertainties, the
measurement noise and the process noise of the simulated tracker are adapted on
basis of the tracking results provided by the real tracking algorithm.
Tracked objects are considered to be (continuous) Gaussian random variables with
state xc = (x, y, ψ)T. Therefore an unscented Kalman filter – the UKF algorithm
with additive noise presented in Van der Merwe and Wan [2001] – is used to model
the Bayesian estimation algorithm of the real tracker. The UKF algorithm is outlined
in Algorithm 3 for ease of reference.
The UKF provides an approximate solution to the Bayes recursion (3.6) for nonlinear
system-equations and/or nonlinear measurement-equations by recursively propagat-
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ing the mean and the covariance of the probability distribution p(xc
k−1|yc

1:k−1) from
time tk−1 to time tk to derive an approximation of the updated distribution p(xc

k|yc
1:k).

For the simulated tracker the object motion described by equations (3.2) and (3.3)
together with the process noise vk serve as process model

xc
k = f(xc

k−1, ve, ψ̇e, vo, ψ̇o) + vk−1. (3.7)

The measurement model
yc
k = g(xc

k,Ωk) + wk (3.8)

is specified by equation (3.4) and the measurement noise wk. The measurement
model provides the object’s predicted (x, y, z) position in sensor coordinates.

For better readability the superscript c is omitted through section 3.3.4.1 as only
continuous random variables are considered here.

The measurement model and the process model are nonlinear functions. Therefore
it is convenient to use the UKF as unlike for an extended Kalman filter (EKF)
no Jacobians have to be calculated. Since no linearizations of the measurement
model and the process model are required, modifying these models is straightforward.
Changes of the real tracking process like an alternative sensor or a different process
model can be incorporated in the simulated tracker more easily. Moreover, according
to Van der Merwe and Wan [2001], the UKF outperformes the EKF in terms of
accuracy.

Predicting the outcome of the real tracker for the next N tracker cycles starts with
initializing the UKF of the simulated tracker with the estimated mean x̂k−1 = x̂real

k

and the corresponding error covariance matrix P̂k−1 = P̂real
k derived from the

vehicle’s tracking module. The superscript real is introduced to distinguish the
simulated tracker from the real tracker.
Deviations due to modelling errors between the results predicted by the simulated
tracker and the outcome of the real tracker are compensated by means of adequately
chosen process-noise and measurement-noise covariance matrices Q and R. These
matrices are derived from the estimation results of the real tracker and utilized in
the simulated tracker.
When the real tracker has updated the object state, the determinant of the current
error covariance matrix |P̂real

k | will be smaller than the determinant of the error
covariance matrix |P̂real

k−1| at the previous time step. If the tracker could not update
the object state, the determinant of the current error covariance matrix |P̂real

k | will
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Initialize with:
x̂0 = E[x0] P0 = E[(x0 − x̂0)(x0 − x̂0)T]

For k ∈ {1, . . . ,∞},

Calculate sigma points:
X k−1 =

[
x̂k−1 x̂k−1 + κ

√
P̂k−1 x̂k−1 − κ

√
P̂k−1

]
Time update:

X ∗
k = f(X k−1,uk−1)

x∗k =
2L∑
i=0

W
(m)
i X ∗i,k

P∗k =
2L∑
i=0

Wi[X ∗i,k − x∗k][X ∗i,k − x∗k]T + Q

X k =
[
x∗k x∗k + κ

√
P∗k x∗k − κ

√
P∗k
]

Y∗k = h(X k)

y∗k =
2L∑
i=0

W
(m)
i Y∗i,k

Measurement update equations:

Pỹkỹk
=

2L∑
i=0

Wi[Y∗i,k − y∗k][Y∗i,k − y∗k]T + R

P∗xkyk
=

2L∑
i=0

Wi[X ∗i,k − x∗k][Y∗i,k − y∗k]T

Kk = Pxkyk
P−1
ỹkỹk

x̂k = x∗k +Kk(yk − y∗k)

P̂k = P∗k −KkPỹkỹk
KT
k

where Q = process noise covariance and R = measurement noise covariance

Algorithm 3: Standard UKF algorithm taken from Van der Merwe and Wan [2001]
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be larger than the determinant of the error covariance matrix |P̂real
k−1| at the previous

time step.
This fact is utilized to determine whether or not an object has been updated: If
|P̂real

k |−|P̂
real
k−1| < −ε holds, it is assumed that the state estimate of the corresponding

object has been updated by the real tracker. If, however, |P̂real
k | − |P̂

real
k−1| > ε is

satisfied, it is assumed that the update of the state estimate has not been possible.
ε is a small positive constant for improving the robustness of the evaluation whether
or not an object has been updated.

When an object has not been visible to the sensor and thus the update of the object
state was not possible, the error covariance provided by the tracking module at time
step k equals the predicted error covariance matrix P̂real

k = Preal∗
k . This can be

utilized to calculate the process-noise covariance matrix Q of the unscented Kalman
filter that is used in the simulated tracker.

The predicted error covariance matrix P∗k of the UKF algorithm results from propa-
gating the mean x̂k−1 and the covariance P̂k−1 from the previous time step k − 1
through the time update equations of the UKF algorithm. The predicted error
covariance matrix is

P∗k =
2L∑
i=0

Wi[X ∗i,k − x∗k][X ∗i,k − x∗k]T + Q

= P̃∗k + Q (3.9)

with the predicted mean x∗k, the predicted sigma-points X ∗i,k and the weights of
the sigma-points W i. The predicted sigma-points X ∗i,k are derived by propagating
the sigma-points Xi,k−1, which represent the previous distribution p(xk−1|y1:k−1),
through the process model (3.7). The predicted mean x∗k is a weighted sum of sigma-
points. Regarding the calculation of x∗k, X ∗i,k and Wi further details can be found in
Van der Merwe and Wan [2001] or in any of the numerous UKF-publications.

Equation (3.9) can be used to calculate the process noise covariance Q of the
simulated tracker by subtracting P̃∗k from P∗k:

Q = P∗k − P̃∗k. (3.10)

The matrices P̃∗k and P∗k can be derived from the estimation results of the real
tracker: Matrix P̃∗k can be predicted from the previous mean x̂k−1 = x̂real

k−1 and
the previous covariance matrix P̂k−1 = P̂real

k−1 provided by the real tracker in time
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step k−1. As a measurement update was not possible, the predicted error covariance
matrix P∗k = Preal∗

k equals the error covariance matrix P̂real
k of the real tracker

When an object has been visible to the sensor and thus the object state was updated
by the real tracker, the measurement noise covariance R of the UKF is calculated.
It can be derived from the innovation covariance matrix

Pỹkỹk
=

2L∑
i=0

Wi[Y∗i,k − y∗k][Y∗i,k − y∗k]T + R

= P̃ỹkỹk
+ R (3.11)

of the UKF by calculating the difference

R = Pỹkỹk
− P̃ỹkỹk

. (3.12)

Matrix P̃ỹkỹk
can be predicted from the previous state estimate of the real tracker

x̂real
k−1 and the corresponding error covariance matrix P̂real

k−1 by predicting the sigma
points Y∗i,k as well as by predicting the measurement y∗k. The state estimate and the
error covariance matrix are used to predict the sigma-points X ∗i,k by utilizing process
model (3.7). The sigma points Y∗i,k are then derived by propagating sigma-points X ∗i,k
through measurement model (3.8).

The innovation covariance matrix Pỹkỹk
is derived from the UKF’s measurement

update equation
P̂k = P∗k −KkPỹkỹk

KT
k . (3.13)

Replacing the filter gain Kk = Pxkyk
P−1
ỹkỹk

in (3.13) yields:

P∗k − P̂k = Pxkyk
P−1
ỹkỹk

PT
xkyk

. (3.14)

Multiplying equation (3.14) with the cross covariance matrix Pxkyk
from the right and

its transpose PT
xkyk

from the left, followed by a multiplication with (PT
xkyk

Pxkyk
)−1

from both sides results in the inverse of the innovation covariance matrix

P−1
ỹkỹk

=
(
PT
xkyk

Pxkyk

)−1
PT
xkyk

(
P∗k − P̂k

)
Pxkyk

(
PT
xkyk

Pxkyk

)−1
. (3.15)

Using the time-update equations and the measurement-update equations of the
unscented Kalman filter, both the predicted error covariance matrix P∗k and the cross
covariance matrix Pxkyk

can be calculated from the previous state x̂real
k−1 and the

previous covariance P̂real
k−1. The error covariance matrix P̂k of the simulated tracker
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is considered to be equal to the error covariance matrix P̂real
k of the real tracker.

Therefore P̂k is replaced by P̂real
k in equation (3.15). Then the two matrices Pỹkỹk

and P̃ykyk
are determined and the measurement noise covariance matrix R can be

derived from equation (3.12).

Due to alternating sensor orientations the visibility of objects continuously changes.
Accordingly the corresponding object state is either updated or predicted. This
allows for the alternating calculation of the process-noise and measurement-noise
covariance matrices Q and R respectively. R is calculated when the object state
has been updated, Q is calculated when an update was not possible. Moreover to
reduce the effect of outliers Q and R are low pass filtered prior to utilizing them in
the simulated object tracker.

3.3.4.2 Object Detection

Unlike the location of a tracked object, the location of an expected object is assumed
to be deterministic. Yet the existence of a real object at the expected object’s
location is assumed to be random. Thus a discrete hidden Markov model (HMM) as
described in Russell and Norvig [2003] is utilized to predict the discrete distribution

p(xd
k+N |yd

1:k+N) = (¬e e)T
k+N (3.16)

with e denoting the existence probability p(∃O) of object O and ¬e the probability of
nonexistence p(@O) of O. For an HMM the Bayes recursion (3.6) provides an exact
solution for propagating the distribution p(xd

k−1|yd
1:k−1) to the updated distribution

p(xd
k|yd

1:k).

Similar to Sommerlade and Reid [2010] the existence of an object O is modelled as a
birth-death process with equal appearance and disappearance rates µa = µd = µ and
two possible states {@O, ∃O} = {0,1}. This implies that the number of real objects
existing at the expected object’s location is either zero or one. As the appearance
rate µa equals the disappearance rate µd, appearance and disappearance of an object
O are equally likely within a fixed time interval.

The birth-death process can be written as a discrete-time Markov process with the
state transition matrix

p(xd
k|xd

k−1) =
1− µ µ

µ 1− µ

 . (3.17)
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The stationary distribution of the Markov process (¬e e)T = (0.5 0.5)T for k →∞
can be derived from (3.17). Without further information, that may be derived from
observations, existence and nonexistence of an object O become equally likely in the
limit, irrespective of xd

0 . Equal probabilities e and ¬e imply maximum uncertainty
regarding the existence of O.

Using equation (3.17) the distribution p(xd
k−1|yd

1:k−1) can be predicted one time step
ahead, from time tk−1 to time tk, to derive the predicted distribution p(xd

k|yd
1:k−1)

¬e
e

∗
k

=
1− µ µ

µ 1− µ

¬e
e


k−1

. (3.18)

To give an impression how the probability distribution p(xd
k|yd

1:k) = (¬e e)T
k evolves

with time if no updates are possible, it is predicted for several time intervals by
iteratively applying equation (3.18). The probability of an object to appear or
disappear at a given location within one cycle is set to µ = 0.003. The cycle time is
set to 50ms and the prediction horizon is N = 10 cycles. Similar values are used
during the experiments described in section 3.5.
The initial distribution of the object’s existence probability is (¬e e)T = (0.0 1.0)T,
i.e. the object exists with probability p = 1 at the specified location. The predicted
existence probability of the object at the end of the prediction horizon of 0.5s or
N = 10 cycles respectively is (¬e e)T = (0.03 0.97)T. Predicting the existence
probability of the object 10 seconds into the future, results in the distribution
(¬e e)T = (0.35 0.65)T. Lacking observations for 10 seconds reduces the confidence
that an object exists at the considered location from 1.0 to 0.65. After 1000 cycles or
50 seconds respectively the predicted distribution is close to the stationary distribution
(¬e e)T = (0.5 0.5)T. Existence and nonexistence of the considered object at the
specified location are then predicted to be equally likely: Nothing can be inferred
from the predicted distribution, regarding the existence of an object at the location
of interest.

The observations yd
k ∈ {@O, ∃O} providing evidence about the hidden state xd

k

are incorporated into the HMM by evaluating the probability p(yd
k|xd

k), that is the
probability of detecting an object O with respect to its existence or nonexistence.
Depending on the selected sensor orientation Ωk the detection probability p(yd

k|xd
k)

is evaluated only, if the object O is potentially visible to the sensor. Otherwise the
update is skipped and the distribution p(xd

k−1|yd
1:k−1) is predicted from time tk−1 to

time tk solely.
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Finally the resulting updated distribution

p(xd
k|yd

1:k) = 1
p(yd

k|yd
1:k−1)

p(yd
k|@O) · ¬e∗k

p(yd
k|∃O) · e∗k

 (3.19)

is derived by applying equation (3.6). The normalization factor

p(yd
k|yd

1:k−1) = p(yd
k|@O) · ¬e∗k + p(yd

k|∃O) · e∗k (3.20)

ensures, that the elements of the updated distribution p(xd
k|yd

1:k) sum up to 1.

To give an example the probability for detecting an object if the object exists is
set to p(yd = ∃O | ∃O) = 0.9 whereas the probability for detecting an object if
the object does not exist is set to p(yd = ∃O |@O) = 0.2. Starting from the
stationary distribution (¬e e)T = (0.5 0.5)T, the updated distribution becomes
(¬e e)T = (0.18 0.82)T after one prediction-correction cycle of the HMM and
(¬e e)T = (0.001 0.999)T after N = 10 prediction-correction iterations. The
existence probability of an object at a given location observed for one cycle of the
selective attention framework or N = 10 prediction-correction iterations respectively
is close to one. Thus, in this example, little can be learned about the existence
of an object at a given location by observing the location for more than one cycle
of the selective attention framework. The point in time when the location will
be re-observed to update the distribution p(xd

k|yd
1:k) = (¬e e)T

k of the object
is determined by two aspects: First on how fast the distribution approaches the
stationary distribution if no updates are available and second on what can be learned
from selecting alternative sensor orientations.

Rate µ is used to adjust the exploration behavior of the active perception framework,
where µ is typically in the range from 0.001 to 0.01. The observation model p(yd

k|xd
k)

describes the (real or assumed) detector performance.

3.3.5 Prediction

The prediction of the estimation results is carried out for every sensor orientation Ω
within the set of sensor orientation candidates Ω. The estimation results are predicted
from time tobject to time tpredict. The time tobject is the time-stamp of the relevant
objects Orel derived from the perception module at tnow, that is the difference
tnow − tobject is the delay introduced by the perception process. The time tpredict

is the future object time-stamp the estimation results for Orel are predicted to.
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1: H(Osim,Ω) = ∅ {initialize object uncertainties}
2: for every Ωref ∈ Ω do
3: Osim = clone( Orel )
4: t = tobject
5: while t < tpredict do {predict: tobject → tpredict}
6: t = t+ T

7: if t ≤ tnow + Toffset then {adjust sensor orientation}
8: Ω = Ωreal(t)
9: else if tnow + Toffset < t ≤ tnow + Toffset + T then

10: Ω = Ωreal(t− Toffset)
11: Ω = pointSensor( Ωref , Ω, Toffset )
12: else
13: Ω = pointSensor( Ωref , Ω, T )
14: end if
15: for every O ∈ Osim do {simulate Bayes estimator}
16: predict( O, T )
17: if visible( O, Ω ) AND validMeasurement( Ωref , Ω ) then
18: correct( O, Ω )
19: end if
20: end for
21: end while
22: H(Osim,Ωref) = calculateUncertainty( Osim, Ωref )
23: H(Osim,Ω) = H(Osim,Ω) ∪H(Osim,Ωref)
24: end for

Algorithm 4: Predict estimated object uncertainties

Algorithm 4 provides an overview on the prediction process and Figure 3.6 illustrates
the information flow with respect to time.

At the beginning of a prediction cycle for the selection of the next sensor orientation
Ωref
k the prediction time t is set to tobject and the set of objects Osim used in the

simulation has to be cloned from the set Orel, since the relevant object’s state serves
as initial object state for predicting future perception results for every view direction
Ωref ∈ Ω (see Algorithm 4).

Capturing sensor data and transferring it to the respective perception module takes
time and results in delayed measurement information – especially for cameras –
as is indicated by the black dashed arrow labelled “sensor data” pointing from
sensor to perception in Figure 3.6. Then the measurement data is processed by the
perception module and transferred to the selective attention module. Hence the
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Figure 3.6: Information flow with respect to time

object information obtained by the selective attention module at time tnow dates
back to tobject (Figure 3.6).

To be able to evaluate the influence of future sensor orientations on the estimated
object state and its corresponding state-uncertainty, both have to be predicted from
tobject to tnow at first.
During the prediction from tobject to tnow the sensor orientation of the simulated
sensor is kept equal to the sensor orientation of the real sensor (Ω = Ωreal), since the
sensor orientation has already been selected for this time period (see Algorithm 4,
line 8).

The perception results are predicted to the sensor’s sampling instances as these are
the time instants for which the sensor data is evaluated in the estimator’s update
step. The sensor data is captured with rate T and the cycle time of the active sensor
control is T as well. However, the capturing of the sensor data and the control of
the active sensor are not triggered simultaneously resulting in a time offset Toffset.
Hence the perception results are predicted from tobject to tnow + Toffset which is an
integer multiple of the sensor’s sampling rate T .

For each prediction cycle one prediction-correction iteration of the Bayes recursion
is conducted for every object O out of all objects Osim. The correction is omitted,
however, if the object is not visible to the sensor or if the measurement is considered
to be invalid, for example, due to a saccade (see Algorithm 4, line 15 to 20). The
validity of a measurement is indicated by the validMeasurement flag introduced in
section 3.3.3.
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After having predicted the estimation results of the perception module from tobject to
tnow +Toffset for the sensor orientation Ω = Ωreal, the estimated object state and the
corresponding state uncertainty are predicted from time tnow + Toffset to time tpredict

for each desired sensor orientation Ωref
k among the sensor orientation candidates Ω.

During one prediction interval from tnow + Toffset to tpredict the sensor orientation
Ωref
k remains unchanged.

Predicting the perception results N cycles into the future is equal to run N prediction
cycles starting at t = tnow+Toffset and finishing the prediction at tpredict. In Figure 3.6
the perception results are predicted N = 3 cycles into the future. A total number of
six prediction cycles is required in this example, however, for the whole prediction
interval from tobject to tpredict.

Depending on the lighting conditions in an outdoor environment it is not uncommon
for the AVT Guppy cameras that were used in the test vehicle MuCAR-3 that the
process of capturing and transferring the camera image to the tracking module takes,
for example, 80ms or longer. The cycle time of the tracking module as well as the
cycle time of the platform control is set to the camera’s frame rate T = 50ms. The
tracking module typically requires almost one full cycle to provide an updated state
estimate. In the example the time from the beginning of image capturing till the end
of the tracker update sums up to 80ms + 50ms = 130ms. Therefore the updated
state estimate dates back more than two cycles and the estimated state has to be
predicted three cycles from the object time-stamp tobject to the time tnow + Toffset.

The selection of a new sensor orientation Ωref
k starts at tnow and the newly selected

sensor orientation is passed to the control of the active sensor at tnow + T as is
indicated by the black arrow labelled Ωref

k in Figure 3.6. Hence during the simulation
of the perception process for the sensor orientations Ωref

k ∈ Ω the sensor orientation
Ωref
k varies for t ≥ tnow + T only.

Therefore the sensor orientation Ω is set to the real sensor Ωreal at time tnow + T

in Algorithm 4, line 10. Then the sensor orientation Ω at time tnow + Toffset + T

is derived by simulating the sensor’s position control for the time interval Toffset in
Algorithm 4, line 11.
The black arrow labelled Ω in Figure 3.6 illustrates the first time when the newly
selected sensor orientation Ωref

k has an impact on the object tracking process, as
the sensor starts moving towards Ωref

k . This has an effect on the available camera
frames and therefore influences the object tracking process.
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Pointing the sensor from the sensor orientation Ω towards a newly desired sensor
orientation Ωref

k takes some time due to the dynamics of the active sensor. During
the prediction the sensor dynamics is accounted for by simulating the closed loop
dynamics of the sensor control loop described by equation (3.5) as can be seen in
Algorithm 4, line 11 and 13.
Simulating the sensor dynamics helps in evaluating the visibility of objects and
the validity of measurements at prediction time t. Both pieces of information are
used during the prediction of the estimation results of the environmental perception
module to decide whether or not to conduct the correction step (see Algorithm 4,
line 15 to 20).

As a result of Algorithm 4 for every Ω ∈ Ω a prediction for the location (x, y, ψ)T
k+N

and for the probability distribution p(xc/d
k+N |yc/d

1:k+N) of every object O ∈ Osim at
time step k +N is provided. The corresponding uncertainties H(Osim,Ωref) can be
derived from the predicted probability distributions p(xc/d

k+N |yc/d
1:k+N) of each object

O ∈ Osim as will be described in section 3.4.2. The set of predicted uncertainties
H(Osim,Ω) is incorporated into the choice of the next sensor orientation Ωreal.

3.4 Sensor Orientation Selection

Three criteria are considered while selecting a new sensor orientation:
- The importance of objects with respect to a situation S,
- the reduction of uncertainty – or equivalently the information gain – that can
be achieved by choosing the sensor orientation Ω and

- sufficient coverage of the scene region relevant to S.

Sensor coverage of the relevant surrounding area is ensured by the artificial expected
objects. Thus choosing a sensor orientation Ω is finally reduced to the importance
of objects O with respect to S and the predicted reduction of uncertainty related
to a certain sensor orientation Ω. Object importance is measured in terms of a
priority whose composition is the subject of section 3.4.1. The use of information
theoretic entropy introduced in Shannon [1948] as a measure of (object) uncertainty
is discussed in section 3.4.2.

The priorities and entropies associated to each object are combined in a cost
function J . This cost function is evaluated for every sensor orientation Ω ∈ Ω. The
sensor orientation that minimizes the cost function is selected as the next sensor
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orientation. As the choice of the cost function affects the selection of the next
sensor orientation, two different cost functions are compared in section 3.4.3 with
respect to their impact on the selection of the sensor orientation.

3.4.1 Object Priority

The importance of an object O with respect to a situation S is characterized by its
priority w(O).

For the detection and tracking of a road-network it is reasonable to assign equal
priorities w to all road-network elements unless there is further information avail-
able describing, for example, the visibility or perceptibility of a lane-object like an
intersection branch.

For dynamic objects the priority depends on the predicted distance

d(O) =
√
x2
k+N + y2

k+N (3.21)

and the priority wgeo(O). The priority wgeo(O) depends on the geometrical properties
of S and is derived from the situation interpretation as discussed in section 3.2.

The resulting priority w(O) is

w(O) = wdist(O) · wgeo(O) = dα(O) · wgeo(O) (3.22)

with wdist(O) = dα(O). The constant α ≤ 0.0 weights the influence of the predicted
distance d(O) on the priority w(O).

3.4.2 Uncertainty Measures

The second major criterion for choosing the sensor orientation is the predicted
uncertainty of the object state. Uncertainty prediction is discussed in section 3.3.
The entropy H(O,Ω) of the predicted probability distribution p(xk|y1:k) is used
as uncertainty measure. H(O,Ω) is calculated for every Ω ∈ Ω for every object
O ∈ Osim. The lower the predicted entropy is, the more is known about O. However,
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the entropy definition differs for discrete and continuous random variables according
to Arndt [2004]. The entropy of a discrete random variable is defined as

Hd(xd) = −
m∑
i=1

p(xd
i ) log p(xd

i ) (3.23)

with m accounting for the number of possible realizations of the discrete random
variable xd. For expected objects m equals 2, since these objects can either exist or
not. The entropy of a continuous Gaussian random variable xc is defined to be

Hg(xc) = n

2 + 1
2 log ((2π)n|P|) (3.24)

with the state dimension n and |P| being the determinant of the covariance matrix P.
Hg(xc) is the uncertainty measure related to tracked objects.

Although both Hd and Hg are measures for the distinctness of the underlying
probability distribution, they are not comparable at first. Therefore maximal and
minimal uncertaintiesHmax andHmin are introduced. Hmax is the maximum tolerable
uncertainty. If Hg exceeds Hmax the tracker will probably loose the tracked object.
Hmin defines the minimum uncertainty. Reducing Hg below Hmin is either not
profitable or even impossible, as, for example, with the steady state of a Kalman
filter. Hmin and Hmax are used to normalize Hg as follows

Hc = Hg −Hmin

Hmax −Hmin
. (3.25)

After that Hc is in the range from 0 to 1 and therefore comparable to Hd. A value
of Hc/d = 1 indicates that virtually nothing is known about an object, whereas a
value of Hc/d = 0 indicates maximal confidence in the object state.

3.4.3 What is an Appropriate Cost Function

The selective attention framework aimes at maximizing the relevant information
with respect to a given situation S.

The predicted entropy Hc/d(O,Ω) of object O for the sensor orientation Ω is a
measure for what will be known about O at time tk+N if the next sensor orientation
is chosen as Ωreal = Ω.
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If an object is visible to the sensor during measurement, the entropy of this object
decreases. This can be interpreted as an increase of information about that object.
Hence decreasing the predicted entropy of an object is equivalent to increasing the
predicted information about that object.

The importance of uncertainty reduction with respect to an object O for a given
situation S is encoded in the object’s priority w(O).

Both the entropy H(O,Ω) and the priority w(O) of each object are combined in a
cost function J(O,Ω). This cost function is evaluated for each Ω ∈ Ω. The choice
of the next sensor orientation Ωreal is based on minimizing J(O,Ω):

Ωreal = arg min
Ω

(J(O,Ω)) . (3.26)

For the gaze control applications presented in Seara [2004], Kühnlenz [2007] and
Xu [2010] the uncertainty with respect to an estimated object position is expressed
in terms of the eigenvalues of the estimated object’s position error covariance
matrix. The proposed gaze control algorithms seek to minimize the sum of object
uncertainties. In Sommerlade and Reid [2008] the parameters of a PTZ-camera are
selected to provide maximum information gain – in an information-theoretic sense
– by minimizing the sum of predicted entropies of tracked objects. This does not
consider the importance of objects with respect to a given situation or task, however.
Therefore this kind of cost function has been extended in Unterholzner et al. [2012]
to a weighted sum of predicted entropies:

Jsum(O,Ω) =
|O|∑
i=1

w(Oi)H(Oi,Ω). (3.27)

Using a weighted sum of uncertainties as cost function results in a tendency to select
those sensor orientations for which most objects are visible simultaneously. This may
lead to large uncertainties for objects located in those areas where only one or a few
objects can be observed by selecting the corresponding sensor orientation.

The following example illustrates the effect. Suppose the objects O0 . . . On with
their priorities w0 . . . wn and their entropies H0 . . . Hn are relevant for the current
situation S. Assume that all objects are tracked by the same perception module and
that the objects are of equal type. Assume further that object O0 is visible for the
sensor orientation ΩA and that objects O1 . . . On are visible for the sensor orientation
ΩB. Moreover the objects visible for ΩB are located on the same lane. Hence they
have equal priorities w1 = . . . = wn = w. The entropies H1 = . . . = Hn = H are
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assumed to be equal, too, since all these objects are either simultaneously visible or
invisible.

The current cost Jk = Jsum(O,Ωreal, tk) at time tk is:

Jk =
n∑
i=0

wiHi = w0H0 + nwH. (3.28)

The cost JAk+N , predicted N steps ahead, for sensor orientation ΩA at time tk+N

will be

JAk+N = w0(H0 −∆H0) + nw(H + ∆H) = Jk − w0∆H0 + nw∆H (3.29)

with ∆H0 and ∆H denoting the change of entropy of the objects O0 and O1 . . . On

respectively during the time tk to tk+N .

Analog the predicted cost JBk+N for sensor orientation ΩB at time tk+N is:

JBk+N = w0(H0 + ∆H0) + nw(H −∆H) = Jk + w0∆H0 − nw∆H. (3.30)

The sensor orientation ΩA will be chosen, if

JAk+N < JBk+N

Jk − w0∆H0 + nw∆H < Jk + w0∆H0 − nw∆H (3.31)

nw∆H < w0∆H0

is satisfied. Hence if n is large, ΩA is only selected if either the entropy change ∆H0

is large or the priority w0 is significantly higher than w. Moreover the selection of
the next sensor orientation is solely based on the achievable uncertainty reduction,
while absolute levels of uncertainty remain unconsidered.

Consequently the available information about objects of similar importance may
differ considerably depending on their local distribution. In case of objects that are
of similar importance, however, the maximum uncertainty determines if a driving
maneuver can be safely executed. Therefore the cost function

Jmax(O,Ω) = max
O

(w(O)H(O,Ω) (3.32)

is introduced. It selects the maximum weighted entropy out of all weighted object
entropies as cost of a given sensor orientation Ω.
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Figure 3.7:
Two left-turn scenarios. The small boxes represent expected vehicles, the large boxes
real vehicles. The gray boxes determine the sensor orientations. Green and blue boxes
are expected and real objects that are simultaneously visible with a gray box. The white
ego-vehicle has to yield.

Repeating the preceding example with cost function 3.32 reveals the differences:
Then the current cost Jk = Jmax(O,Ωreal, tk) at time tk is

Jk = max
O

(w0H0, . . . , wnHn) = max
O

(w0H0, wH) (3.33)

and the sensor orientation ΩA will be chosen, if the inequality

max
O

(w0(H0−∆H0), w(H + ∆H)) < max
O

(w0(H0 + ∆H0), w(H −∆H)) (3.34)

holds true. While utilizing the cost function Jsum results in an overall minimum
average uncertainty, applying the cost function Jmax minimizes the maximum un-
certainty with respect to single objects. This kind of cost function better suites
autonomous driving, since it results in similar maximum uncertainties for equally
important objects.

To complement the considerations above, both cost functions are compared by
simulation on the basis of the two scenarios shown in Figure 3.7. The ego-vehicle
intends a left-turn maneuver but has to give way to all other vehicles. Hence all
vehicles are equally important and equal priorities are assigned to each vehicle as
discussed in section 3.2. Both scenarios only differ in the number of vehicles on the
lane entering the intersection from the right.
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Figure 3.8:
Distribution of sensor orientations (upper row) and resulting maximum entropies (lower
row) for the scenario with two real vehicles (left column) and four real vehicles (right
column). Blue corresponds to the cost function Jsum and red corresponds to the cost
function Jmax.

The simulation results for both scenarios are presented in Figure 3.8. Note that
in Figure 3.7 an ego-centered right-handed coordinate system is employed where
negative angles correspond to sensor orientations to the right.

The blue bars in Figure 3.8 represent the distribution of sensor orientations for the
cost function Jsum. As expected from the considerations above, their distribution
considerably differs for the two- and four-vehicle scenario. For the four-vehicle
scenario the sensor is oriented approximately twice as much towards the right lane
as it is oriented towards the two other lanes.

The sensor orientations for the cost function Jmax on the other hand show little
dependence on the number of vehicles present on a single lane. The sensor orienta-
tions are evenly distributed among all three lanes, as shown by the red bars. This
is the desired result for a left-turn maneuver, since the vehicles on all lanes with
driving direction towards the intersection center are of equal importance.

The evolution of the maximum entropy of all vehicles is depicted in the lower row
of Figure 3.8. In both plots the blue color corresponds to the simulations utilizing
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the cost function Jsum, while the red color corresponds to Jmax. When using Jsum

the maximum entropy of the four-vehicle scenario – which is the entropy related
to the left vehicle here – is considerably higher than the corresponding entropy of
the two-vehicle scenario, whereas the maximum uncertainty is quite similar for the
two-vehicles scenario and the four-vehicles scenario if Jmax serves as cost function.

The simulation results support the considerations regarding the cost functions Jsum

and Jmax. For similar numbers of simultaneously visible objects for each sensor
orientation Ω, as in the two-vehicles scenario, comparable results are derived with
both cost functions Jsum and Jmax. Compared to Jsum the cost function Jmax

leads to lower maximum uncertainties in scenarios where more vehicles are visible
simultaneously for a sensor orientation Ω, as was shown with the four-vehicles
scenario.

3.5 Experimental Results

The proposed selective attention framework is evaluated in the following sections.
Experimental results illustrating the behavior of the framework during operation are
presented.

Consider one of the vehicles depicted in Figure 3.7: The uncertainty related to this
vehicle increases as long as the vehicle is not observed by the sensor. Conversely
the uncertainty rapidly decreases if the sensor is pointed at the vehicle as shown in
Figure 3.8. However the information gain with respect to the vehicle decreases for
an increasing number of observations of this vehicle. This effect originates from the
typical, exponential-like decrease of uncertainty – think of the transient behavior
of a Kalman filter, for example – during recursive Bayesian filtering. The number
of possible measurements of an object selected for observation depends on the
difference between the length of the prediction horizon and the time required by the
active sensor to bring the object into the sensor focus. Choosing the length of the
prediction horizon is a trade off between the maximum saccade duration, determined
by the sensor dynamics and the maximum saccade magnitude, as well as the number
of measurements required to achieve sufficient uncertainty reduction. This trade off
is discussed in section 3.5.1.

While section 3.5.1 mainly deals with the impact of the prediction horizon as well as
the sensor dynamics on the selection of the next sensor orientation, section 3.5.2
focuses on the situation-dependent selection of the most informative sensor orien-
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(a) Follow-Lane (b) Approach (c) Turn (d) Follow-Lane

Figure 3.9: Turn maneuver phases

tation in real intersection scenarios. A Velodyne HDL-64 LiDAR sensor is used for
vehicle tracking, while the importance of real tracked and the importance of artificial
expected vehicles are evaluated according to their distance and their right-of-way
with respect to the ego-vehicle. To derive accurate predictions of future object
uncertainties, the utilized tracking algorithm has to be known precisely. However,
modelling, for example, the measurement process of a visual sensor or a tracking
process based on particle filtering methods can be difficult in practice. Hence the
proposed selective attention framework utilizes a simplified model of the tracking
algorithm. To derive nevertheless correct predictions of the object uncertainties, the
measurement noise and the process noise of the simulated tracker are adapted on
basis of the tracking results provided by the real tracking algorithm.

Section 3.5.3 is concerned with the selection of the optimal view direction during
road-network detection and tracking. The scenario is similar to the simulated turn
maneuver in section 3.5.1, but the presented results are derived from a real fully
autonomous turn maneuver. The method of Manz et al. [2011a] is used for the
tracking and detection of the road-network. Therein vision data and LiDAR data
are fused for robustness purposes. A Velodyne HDL-64 LiDAR sensor and the
tele-camera of the active camera-platform MarVEye-8 described in chapter 2 are
used as sensors. Hence this section finally presents the combination of the selective
attention framework proposed in chapter 3 and the control algorithms for active
sensors developed in chapter 2.
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3.5.1 A Simulated Turn Maneuver

A simulated turn maneuver is utilized to evaluate the behavior of the proposed
selective attention framework with respect to the prediction horizon, varying sensor
dynamics and the effect of invalid measurements induced by fast sensor motions.

The turn maneuver is depcited in Figure 3.9 and comprises four phases: A follow-lane
phase A prior to approaching the intersection (Figure 3.9a), an intersection approach
phase B (Figure 3.9b), the turn phase C (Figure 3.9c) and a follow-lane phase D
(Figure 3.9d) after completing the turn maneuver.

The thin gray lines in Figure 3.9 represent the previously known road-network derived
from map data, while the thin red line indicates the planned path on this road-network
[Luettel et al., 2011]. The gray polygons are determined by the selective attention
framework. Only objects located within these polygons are considered to be relevant
for the given situation. The gray boxes are those lane-objects that determine possible
sensor orientations. Green boxes are visible simultaneously with one of the gray
boxes. Light-gray colored objects and polygons are no longer considered important
for the current situation and are therefore neglected during the selection of the next
sensor orientation.

During the follow-lane phase A prior to the turn-maneuver the intersection is not
within sensor range and hence only one lane-polygon enclosing the ego-lane exists.
As the intersection becomes potentially visible to the sensor at the beginning of phase
B, the selective attention framework creates an intersection polygon comprising as
many lane polygons as the intersection has lanes and an intersection-center polygon
(Figure 3.9b). Expected lane-objects are placed on the lane-polygons to ensure
sensor coverage of the intersection as outlined in section 3.2.5. After having started
the turn maneuver (phase C), only the gray colored destination lane is of interest to
the turning vehicle (Figure 3.9c). Therefore all other lanes are ignored.

Figure 3.10 shows the xy-plot of the vehicle path during the turn maneuver and
an exemplary distribution of sensor orientations. The letters A, B, C and D in
Figure 3.9 refer to the four maneuver phases. The maneuver phases are separated
by crosses x. During the initial follow-lane phase A the sensor is oriented along the
driving direction, as indicated by the green lines. The intersection-approach phase B
shows the highest level of sensor activity during the maneuver. The corresponding
sensor orientations are depicted by the red and blue lines in Figure 3.10 respectively.
During this phase the intersection and the traffic participants have to be detected
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Figure 3.10: Turn maneuver: xy-plot of the vehicle path

and tracked to enable safe execution of the requested maneuver. While the vehicle is
turning in phase C, the sensor is pointed at the destination lane, as shown by the red
lines. The final follow-lane phase D is analog to the initial follow-lane phase A.

3.5.1.1 Default Prediction Horizon

In this section the turn maneuver described above is simulated for the selective
attention’s prediction horizon set to N = 10 cycles or 500ms, respectively. To
evaluate the effect of predicting invalid measurements, the simulations are carried out
for both activated and deactivated saccade detection of the simulated tracker. The
validMeasurement flag provided by the simulated sensor introduced in section 3.3.3
is set accordingly. For the activated saccade detection the validMeasurement flag
is set false or true depending whether or not the simulated sensor has conducted
a saccade. For the deactivated saccade detection the validMeasurement flag is
set true irrespective of the corresponding simulated sensor motion. Depending on
the validMeasurement flag the simulated tracker executes or skips the measurement
update of the unscented Kalman filter. Thus the impact of the saccade detection on
the performance of the selective attention framework can be evaluated by activating
or deactivating the saccade detection of the simulatd sensor.

The camera platform MarVEye-8 serves as active sensor during the experiment. The
impact of the sensor dynamics on the control of the active sensor (see chapter 2) is
considered for two different platform configurations: The two Allied Vision Technolo-
gies (AVT) Guppy wide-angle cameras that are attached to the camera platform by
default are replaced by two Basler pilot cameras approximately doubling the yaw-axis
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Figure 3.11:
Turn maneuver: Sensor orientations for two different camera platform inertias. The black
line refers to the desired sensor orientation for the platform equipped with AVT Guppy or
Basler pilot cameras respectively. The red line corresponds to the actual sensor orientation
for the Guppy configuration. The blue line depicts the actual sensor orientation of the
pilot configuration.

inertia of the camera platform compared to the Guppy cameras from approximately
3 · 10−3 kgm2 to approximately 6 · 10−3 kgm2. Both platform configurations are
depicted in Figure 2.2 and Figure 2.3d respectively. As the dynamics of the active
sensor is mainly determined by its inertia, the sensor control provides the estimated
platform inertia to the selective attention framework. It is used as a parameter of
the dynamic sensor model (3.5).

The resulting sensor orientations with respect to time with activated saccade detection
during the turn maneuver are depicted in Figure 3.11. Again the letters A, B, C
and D represent the maneuver phases. Most of the time during the intersection
approach phase B, the sensor shows a regular movement pattern for both platform
configurations: far-right, far-left, right, left and center.
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Figure 3.12:
Turn maneuver: The black line refers to the desired sensor orientation. The red line
corresponds to the actual sensor orientation for the Guppy configuration.

For the selection of the next sensor orientation the selective attention framework
focuses on maximizing the required information while other aspects like the sensor’s
energy consumption or the travelled angular distance are ignored. Therefore the
travelled angular distance to gather the required information is not necessarily the
shortest possible. This is the case when conducting additional measurements does
not provide additional information as in the considered example. Although the
information loss or equivalently the cost of lost image frames is accounted for, the
sensor motion from far-right to far-left is considered a valid option that provides
sufficient information. As shown in Figure 3.11b with the pilot configuration a
saccade of 130° is accomplished in 200ms loosing four frames. This implies that six
frames provide almost the same amount of information as would be provided by eight
or even nine valid frames that would be possible if the travelled distance would be
taken into consideration. In the example the uncertainty Hd provided by the tracker
for the expected lane-objects after six frames is close to the uncertainty that would
be achieved after eight or nine frames. Applying the tracker parametrization of the
example in section 3.3.4.2 the uncertainty distribution (¬e e)T = (0.001 0.999)T

after six frames is equal to the uncertainty distribution after ten frames.

For shorter prediction horizons however, the sensor’s travelled angular distance has
to be minimized to maximize the information gain. Figure 3.12 shows the behavior
of the camera platform equipped with AVT Guppy cameras during the turn maneuver
for a prediction horizon of N = 4 cycles or 200ms, respectively. At the beginning
of the maneuver the platform motion is similar to the movement pattern shown in
Figure 3.11a. As the autonomous vehicle approaches the intersection the required
maximum sensor orientation increases. Likewise the duration of a saccade from
far-right to far-left as well as the number of lost frames increases as well. As a
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consequence the platform’s movement pattern changes to far-right, right, left, far-left
and center. Thus the distance travelled is minimized while the number of valid
frames is maximized.

Moreover it is to be noted that all expected lane-objects that are placed on the
intersection at the intersection-approach phase B are equally important. Therefore
each of the five possible sensor orientations is selected once every five cycles of
the selective attention framework (here: 5N = 2.5 s) to ensure similar levels of
uncertainty for each lane-object. Thus the movement pattern of the sensor changes
rarely. It changes, for example, if the number of possible sensor orientations changes
as may be the case at the transition from one maneuver phase to another or if, for
example, the duration of a saccade due to an increasing angular distance becomes
too large for the selected prediction horizon.
According to the preceding discussion the movement pattern of the sensor for the
intersection-approach phase B is determined by the first time the intersection is
visible to the sensor unless there is a reason for change. As during the follow-lane
phase A the sensor is facing in driving direction of the autonomous vehicle, the
lane-objects placed on the lanes in driving direction are instantly visible when the
intersection appears. This can be seen in Figure 3.9. If the autonomous vehicle’s
distance to the intersection is large enough, even the lane-objects on the intersecting
lane that determine the sensor orientations right and left can be within the sensor’s
field of view. The first selected sensor orientation would be either far-left or far-
right then. Correspondingly the subsequent sensor orientation would be far-right or
far-left.

The impact of the saccade detection of the simulated sensor within the selective
attention framework on the tracking results of the real tracker for the Guppy
configuration as well as for the pilot configuration for a prediction horizon of N = 10
cycles is shown in Figure 3.13a.

During this experiment the saccade detection of the simulated sensor is either
activated or deactivated while the saccade detection of the real sensor remains active
in any case. Saccades are considered to cause corrupted measurements, therefore the
validMeasurement flag is set false in case of a saccade. If the saccade detection is
activated, the selective attention framework is able to predict saccades and therefore
corrupted measurements can be accounted for during the prediction of future object
uncertainties. If the saccade detection is switched off, however, the prediction of
invalid measurements is not possible. The benefit of predicting invalid measurements
can be evaluated this way.

114 Sensor Orientation Selection and Adaptive Control of an Actuated Sensor
Platform for Autonomous Vehicles



3.5 Experimental Results

The lower plot of Figure 3.13a shows the number of frames that are accepted by
the real tracker for both platform configurations as well as for active and switched
off saccade prediction of the selective attention framework. The number of frames
accepted by the real tracker with respect to a certain platform configuration appar-
ently differs not much for the saccade detection of the selective attention framework
being activated or deactivated. The sensor configuration with larger inertia results in
slower saccadic motions as depicted in Figure 3.11b, leading to an increased number
of invalid measurements for the pilot configuration.

The upper plot of Figure 3.13a depicts the propagation of uncertainty during the turn
maneuver. The uncertainty whether an expected lane-object exists is maximal after
initialization as long as the object remains unobserved. Therefore the uncertainty
reaches its maximum at t ≈ 0.5 s after new lane-objects have been initialized
at the beginning of the intersection approach phase B. The cost function (3.32),
that minimizes the maximum uncertainty, is applied for the selection of the next
sensor orientation and therefore the uncertainty remains at its maximum until every
object has been observed by the sensor at least once. With five possible sensor
orientations (see Figure 3.9b) and a prediction time of 0.5 s it takes 2 s to 2.5 s until
the maximum uncertainty decreases for the first time.
Afterwards the maximum uncertainty slightly oscillates around a significantly lower
level. The oscillations originate from the alternating sensor orientations: After having
reached a new sensor orientation the uncertainty drops rapidly, since measurements
of objects that had not been observed during the preceding prediction cycles become
available. However, the previously observed objects are now unobserved and hence
their uncertainty gradually increases again. This effect has been discussed in
section 3.4.3 already. The achievable uncertainty decreases with a decreasing
number of relevant objects as is the case at the transition from the intersection-
approach phase B to the turn-phase C, with the number of relevant objects dropping
from six to two.
The uncertainty graph further indicates that for the selected prediction horizon the
resulting maximum uncertainty hardly depends on the platform inertia or on the
saccade prediction of the selective attention framework: Switching off the saccade
prediction of the selective attention framework results in a different sequence of
sensor motions but has little effect on the resulting uncertainty. Only around t ≈ 4 s
and t ≈ 20 s the resulting uncertainties slightly deviate for active and switched off
saccade prediction. The deviation is slightly increased for the pilot configuration as
is indicated by the dashed-blue line in the upper plot of Figure 3.13a.
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Figure 3.13:
Turn maneuver: The maximum object uncertaintyH and the number of valid measurements
are depicted for a 500ms and a 150ms prediction horizon respectively. The maximum
uncertainty is shown in the upper plots, whereas the number of valid measurements is
depicted in the lower plots. The red and the dashed-red lines correspond to the Guppy
configuration for active and inactive saccade prediction respectively. Equivalently the blue
and the dashed-blue lines correspond to the active and the inactive saccade prediction
of the pilot configuration. The solid black lines in the lower plots indicate the maximum
number of possible measurements.
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For a sufficiently long prediction horizon the saccade prediction of the selective
attention framework has little impact on the resulting maximum object uncertainties.
The duration of a saccade is of minor importance with respect to the resulting
object uncertainties H when further measurements provide only little additional
information. In this example for activated and deactivated saccade detection the
number of lost frames is similar. The sequence of sensor orientations during the
intersection-approach phase B is mainly determined by two aspects: First, the object
that offers the highest information gain at the beginning of phase B is considered
most relevant and is therefore observed first. Second, the need to observe each
object equally often to achieve similar levels of uncertainty for all objects all the time
shall be addressed. Thus the sensor’s travelled angular distance or equivalently the
number and the amplitudes of the conducted saccades are similar for activated and
deactivated saccade detection. Consequently the number of lost frames is similar for
both scenarios as well.

3.5.1.2 Consequences of a Reduced Prediction Horizon

For the next simulation experiment the prediction horizon has been reduced to
150ms, that is three tracker cycles for the 20Hz camera measurement frequency.
Again the simulations have been conducted for the Guppy platform configuration
and the pilot platform configuration with the saccade prediction of the selective
attention framework being either activated or deactivated. The results are shown in
Figure 3.13b.

For the Guppy platform configuration with lower inertia, the uncertainties for active
and inactive saccade prediction are still in good accordance with each other. The
number of lost frames has approximately doubled from nearly 100 to approximately
200 compared to the 500ms horizon shown in Figure 3.13a but is still similar for
both scenarios. It is remarkable, that due to the shorter prediction horizon the
initial uncertainty of the intersection hypothesis starts decreasing earlier since new
sensor orientations are chosen more frequently. The resulting minimum uncertainty
is slightly lower than the minimum uncertainty obtained with a longer prediction
horizon.

For the pilot platform configuration with higher inertia there are two noticeable
effects compared to the 500ms prediction horizon: First, the resulting uncertainties
are different from the platform configuration with lower inertia. And second, the
uncertainties for active and switched off saccade prediction also differ significantly.
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As worked out in the previous section, large saccades require three or even four
frames. Since the prediction horizon in this experiment is only three cycles long,
all measurements would be corrupted. Hence sensor orientations leading to large
saccades will not be selected if the prediction of invalid measurements is activated.
The duration of saccades with amplitudes approximately in the range of 25° to 60° is
at least two frames. Thus maximum one frame is left for the update step in the real
tracker. In this case erroneous saccade predictions, for example, due to imperfections
in the sensor model (3.5), imply that either the selected sensor orientation leads
to three invalid measurements or a sensor orientation is dismissed even though one
valid measurement would have been possible.

With activated saccade prediction the uncertainty – although slightly delayed –
decreases similar to the low inertia platform at the beginning of phase B. While
the ego-vehicle approaches the intersection the amplitude of the sensor orientations
gradually increases as can be seen in Figure 3.11. Due to erroneous saccade
predictions the minimum possible saccade amplitude increases as well and therefore
more suboptimal sensor orientations are selected. From time t = 12.5 s on this leads
to increased maximum uncertainties as shown by the solid blue line in Figure 3.13b.

Being unaware of possibly lost measurements caused by saccades due to a deactivated
saccade prediction, the selective attention framework selects sensor orientations
solely based on the predicted information gain and irrespective of the resulting
saccade duration. When the saccade detection of the real sensor is active, corrupted
measurements can be detected. These invalid measurements are dismissed by the
real tracker. Consequently all measurements are lost for the tracking process if sensor
orientations are chosen that cannot be reached within two prediction steps. The
number of valid measurements drops significantly compared to when the saccade
prediction of the selective attention framework is activated. This leads to large
uncertainties already at the beginning of phase B, as is depicted by the dashed blue
line in Figure 3.13b.

3.5.1.3 Distribution of Saccade Amplitudes for Varying Prediction Horizons

The distribution of saccade amplitudes ∆Ω for varying prediction horizons and the
saccade detection of the selective attention framework being activated is visualized
by the histograms in Figure 3.14 for the Guppy and the pilot platform configuration
respectively. The histograms are normalized to the maximum number of saccades
conducted within one experiment. For a prediction horizon of 500ms the histograms
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Figure 3.14:
Turn maneuver: Distribution of saccade amplitudes for the Guppy and the pilot platform
configuration as well as for varying prediction horizons. The upper and the lower plot show
the normalized histogram of saccade amplitudes for the Guppy and the pilot configuration
respectively. The blue bars correspond to a 500ms prediction horizon, the red bars to a
200ms prediction horizon and the cyan colored bars to a 150ms prediction horizon.

for the low-inertia and the high-inertia platform configuration are quite similar
(blue bars). This corresponds to Figure 3.11. The histograms of the two platform
configurations for the 200ms prediction horizon (red bars) are different compared to
one another as well as compared to the 500ms horizon. Yet the maximum amplitude
of saccades is only slightly reduced for the high-inertia configuration compared to the
500ms horizon and compared to the low-inertia configuration as can be seen by the
missing red bar at ∆Ω = 140° in the lower plot of Figure 3.14. Hence the prediction
horizon is still long enough for conducting saccades with large amplitudes. When the
prediction horizon is further reduced to 150ms, the maximum amplitude of saccades
drops significantly for the high-inertia platform configuration, as is indicated by the
cyan colored bars in the lower plot of Figure 3.14.

Figure 3.15 shows the distribution of saccade amplitudes ∆Ω for the saccade
detection of the selective attention framework being deactivated. The distributions
are quite different from the corresponding distributions of saccade amplitudes shown
in Figure 3.14. In particular the histogram of saccade amplitudes for the pilot
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Figure 3.15:
Turn maneuver: Distribution of saccade amplitudes for the Guppy and the pilot platform
configuration as well as for varying prediction horizons. The saccade detection of the
selective attention framework is switched off.

configuration for the predicition horizon set to 150ms shows saccade amplitudes up
to 140° although, due to the short prediction horizon, valid measurements are possible
up to saccade amplitudes of 60° only. The high number of invalid measurements
resulting from saccade amplitudes larger than 60° correpsonds to the large maximum
uncertainty of the pilot configuration shown dashed blue in Figure 3.13b for the
saccade detection of the selective attention framework being deactivated.

3.5.1.4 Summary

Throughout the last sections a simulated turn maneuver at an intersection served
as prototype example to demonstrate and investigate the behavior of the proposed
selective attention framework. The resulting maximum object uncertainties have
been evaluated with respect to sensor dynamics, detection of invalid measurements
and the prediction horizon.
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It turned out that for prediction horizons that are “long” compared to the maximum
saccade duration, the simulation of the sensor dynamics has little effect on the
resulting object uncertainties. For “short” prediction horizons the impact of the
sensor dynamics is not negligible and thus including it into the prediction is beneficial.
However, as for short prediction horizons there are only two options — either one
measurement is possible or no measurements are possible at all — the prediction
of valid measurements has to be precise. The achievable maximum saccade ampli-
tude ∆Ω for reliable measurements is determined by the selected prediction horizon
as well as by the maximum positioning speed of the active sensor. The positioning
speed is limited by the sensor control and the maximum acceleration of the sensor.
The maximum acceleration is in turn determined by the sensor configuration. The
higher the sensor inertia, the lower is the resulting maximum saccade amplitude
gaining valid measurements. Thus besides a precise prediction of valid measurements
a large enough prediction horizon is required for a reliable selection of the optimal
sensor orientation by the selective attention framework.

3.5.2 Situation-Dependent Tracking of Traffic Participants at Intersection Scenarios

To further evaluate the presented selective attention approach, several experiments
were conducted “offline”, that is in the laboratory, with real full 360° LiDAR data
provided by a Velodyne HDL-64 sensor. The data had been recorded during test
drives on a test ground located at the campus of the University of the Bundeswehr
Munich (UniBwM). Three cars including the autonomous vehicle MuCAR-3 simulated
some intersection scenarios*).

One LiDAR scan is completed within 0.1 seconds. Hence this is the cycle time of
the tracking algorithm and the selective attention framework as well. During the
experiments the sensor aperture was artificially reduced to 40° and a new sensor
orientation was actively chosen every 0.5 seconds to simulate the behavior of an active
sensor like a camera platform. For every chosen sensor orientation the corresponding
sensor reading has to be available. Thus full-range sensor data is required for offline
testing. Moreover the 360° LiDAR data can be used to compare selective attention
based vehicle tracking with tracking based on full-range sensor data. The time
required for redirecting a real active sensor has been neglected here, since switching
between two 40° data segments within one 360° sensor reading is possible in no time.
Clearly this switching time should be considered for a sensor with finite dynamics.

*)A video is available at the online presence of this thesis [Unterholzner, 2015].
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Apart from the ego-vehicle two other vehicles were involved in the experiments.
Both other vehicles were tracked simultaneously, utilizing the method presented in
Himmelsbach et al. [2009] without loosing track of the vehicles even if they are
temporarily not visible within the current sensor view.

In section 3.5.2.1 the cross traffic at an intersection is tracked by the autonomous
vehicle according to the current traffic situation. Depending on the autonomous
vehicle’s driving intentions three different situations can occur, as the autonomous
vehicle has to give way.
In section 3.5.2.2 the autonomous vehicle approaches an intersection while driving
behind another vehicle. The autonomous vehicle intends to turn right at the
intersection but has to yield to cross traffic. Hence both the vehicle driving in
front and the traffic entering the intersection from the right have to be observed
carefully. Moreover for this experiment the tracking algorithm is assumed to be
known only partially to evaluate the adaptation of the unscented Kalman filter to
unknown tracker characteristics as outlined in section 3.3.4.1. The arising modelling
errors regarding the sensor model and the process model of the selective attention
framework are compensated by adapting the process-noise covariance matrix and the
measurement-noise covariance matrix of the UKF utilized in the selective attention
framework.
The derived experimental results are summarized and discussed in section 3.5.2.3.

3.5.2.1 Situation-Dependent Tracking of Cross Traffic

The three experiments discussed in this section refer to the intersection scenarios
depicted in the upper row of Figure 3.2 in section 3.2. Here the ego-vehicle and
two other cars are approaching an intersection: one car on the lane right of the
ego-vehicle, the other one on the lane left of the ego-vehicle (Figure 3.16). Note
that most of the time the left vehicle’s distance towards the ego-vehicle is smaller
than that of the right vehicle. The ego-vehicle stops and has to give way. The
intended maneuvers are turn-right, go-straight and turn-left.

A right-handed coordinate system with the x-axis oriented along the driving direction
of the ego-vehicle and the z-axis pointing upwards is used during these tests. Hence
the y-coordinates of vehicles to the left of the ego-vehicle are positive and the
y-coordinates of vehicles to the right of the ego-vehicle are negative. Accordingly,
sensor orientations to the left are positive and sensor orientations to the right are
negative.
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Figure 3.16:
Left: Aerial image view of the scene used in the experiments 1-3 including the lanes and
the intersection center derived from the situation component G. Tracked objects (red and
blue), expected objects (green) and the sensor’s field of view are shown as well. Right:
The estimated positions of the left vehicle and the right vehicle shown in red and blue
respectively.

For turning right the histogram of sensor orientations in Figure 3.17 shows a
preference to focus the area left of the ego-vehicle. Consequently both entropy Hc

and average entropy Haverage associated to the left vehicle (shown red in Figure 3.17)
are small compared to those of the vehicle on the right (shown blue). This indicates
a higher confidence in the red vehicle’s location. The selective attention framework
therefore shows an expected behavior that is known from human drivers as well.
The bottom left diagram for entropy Hc shows that the red vehicle is observed
more often with a lower maximum uncertainty between observations than for the
blue vehicle. The thick dotted lines in the bottom row of Figure 3.17 represent the
entropies resulting from experiments where full sensor aperture was used, that is all
objects were tracked all the time.

The lanes relevant for the turn-left maneuver share equal priorities wgeo. Therefore
the histogram shows similar cumulations for sensor orientations to the left, to the
right and to the front left. The average entropies for the left and the right vehicle
are similar. Compared to turning right the entropies of the left and the right vehicle
are more balanced. As the attention is no longer focussed on the left vehicle only,
its entropy increases while the entropy of the right vehicle decreases.

For going straight both the lane of the left vehicle and that of the right vehicle are
again highly prioritized, whereas the lane for oncoming traffic is of lower priority.
Recall from Figure 3.2 top row as well as from Figure 3.16, that oncoming traffic
would have to yield. Thus, compared to turning left, the histogram lacks the
peak for sensor orientations to the front left. Instead the sensor orientation is
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Figure 3.17:
Active perception results for the maneuvers turn-right, turn-left and go-straight in the
experiments 1-3.

more concentrated on the lanes to both sides of the ego-vehicle. Since the left
vehicle’s predicted distance d towards the ego-vehicle is smaller than that of the
right vehicle, its distance priority wdist is higher, resulting in a slightly lower average
entropy Haverage.

3.5.2.2 Merge into Traffic while Turning

The next experiment is a slight variation of the previously discussed turn-right
maneuver (Figure 3.18). Again the red vehicle approaches the intersection on
the lane left of the ego-vehicle. The blue vehicle, however, drives in front of the
ego-vehicle while approaching the intersection. The blue vehicle turns right into the
preference road right in front of the red vehicle. The ego-vehicle has to wait until
the red vehicle has passed. A right-handed coordinate system fixed to the initial
position of the ego-vehicle is used for the plot, with the x-axis oriented towards the
initial driving direction of the ego-vehicle.
During the preceding experiments the process-noise and the measurement-noise
utilized in the UKF is assumed to be known. Yet for the experiment described here,
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Figure 3.18:
(x, y)-positions of the tracked vehicles (dotted lines) and the ego-vehicle together with an
aerial image view of the scene, showing tracked objects (red and blue), expected objects
(green) and the field of view of the sensor. The color of the sensor orientation corresponds
to the color of the object the sensor is pointed at.

they are determined from the estimated object-states as described in section 3.3.4.1.
While the measurement models of real and simulated tracker are equal, the process
model of the real tracker compared to the process model of the simulated tracker
additionally includes the state variables velocity, yaw-rate and acceleration.

To determine the process-noise and the measurement-noise Q and R respectively,
the turn-right maneuver is repeated several times. The elements of the main diagonal
of the resulting matrices Q and R are shown in Figure 3.19. Both the process-
noise and the measurement-noise converge to constant values and the calculated
measurement-noise is close to the known measurement-noise of the real tracker’s
measurement model.

The uncertainties for the blue and red vehicle predicted by the simulated tracker
and the uncertainties derived from the real tracker are plotted in Figure 3.20. The
predicted and the real uncertainties are in good accordance with each other most of
the time. However for t = 363 s the predicted and the real uncertainty of the blue
vehicle differ significantly. Although the blue vehicle had been in the sensor’s field of
view, the data association of the real tracker failed temporarily, due to an incorrect
predicted vehicle location.
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Figure 3.19: Process- and measurement-noise computed according to section 3.3.4.1.
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Figure 3.20:
Uncertainties predicted by the simulated tracker and uncertainties derived from the real
tracker.

During the experiment the maximum uncertainty of the blue vehicle increases, while
that of the red vehicle decreases. At the beginning of the experiment the blue vehicle
drives right in front of the ego-vehicle. Thus its distance priority wdist is high and
consequently its entropy Hc is low. Although the red vehicle drives on a highly
prioritized lane, its overall priority is lower compared to that of the blue vehicle due
to the large distance towards the ego-vehicle at the beginning of the experiment.
While the turn-right maneuver proceeds, the red vehicle’s priority increases with its
decreasing distance. Therefore the red vehicle’s entropy decreases as well. After the
blue vehicle has completed its turn-maneuver, the red vehicle is right in front of the
ego-vehicle. Hence the blue vehicle’s distance is higher compared to that of the red
vehicle, resulting in a lower priority of the blue vehicle. Therefore the entropy of the
blue vehicle increases during the experiment.
The decreasing entropy of the red vehicle and the increasing entropy of the blue
vehicle result from the sensing behavior adjusting to the changing priorities of the
vehicles.
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The corresponding distribution of sensor orientations is shown in Figure 3.18. During
the experiment the attention addressed to the red vehicle increases continuously,
while the attention for the blue vehicle decreases.

The green colored sensor orientations reflect the observation of expected objects.
Note, however, that more than one object can be visible to the sensor at the same
time. After the turn-maneuver of the blue vehicle, both vehicles (red and blue) are
close to each other and can be observed simultaneously. During the intersection
approach at the beginning of the experiment both the blue vehicle and the expected
object of the oncoming lane are visible at the same time. Hence there is no green
colored sensor orientation directed towards the oncoming lane after the blue vehicle
has been detected.

The tracked positions of the blue vehicle depicted in Figure 3.18 show some discon-
tinuities after the turn-maneuver. Since the priority of the blue vehicle decreases,
the time intervals between two subsequent observations increase. The yaw-rate
estimated during the turn-maneuver leads to erroneous predictions of the blue vehi-
cle’s positions after the turn-maneuver, since with only few measurements available
the estimated yaw-rate decays too slowly. Then, after the turn-maneuver of the
blue vehicle, the red vehicle is in-between the ego-vehicle and the blue vehicle and
therefore the blue vehicle is of minor interest to the ego-vehicle.

3.5.2.3 Summary

For the intersection scenarios presented here the behavior of the selective attention
framework shows all desired properties: It provides sufficient coverage of large scenes
by limited field-of-view sensors. And it allows concurrent tracking of objects, that are
not permanently visible to the sensor, while simultaneously minimizing the objects’
entropies with respect to the current traffic situation.

However, the behavior of the framework depends on manually adjusted parameters.
Hence it is of great interest to derive parameters like the object weight w, the
appearance rate µ or the prediction horizon N automatically. The appearance
rate µ of expected objects might be estimated from traffic flow, for example. It is
evident that the weight w of objects decreases with its distance to the ego-vehicle
but increases with its right of way with respect to the ego-vehicle. Though this is
considered in the framework, absolute values for w are difficult to derive. Utilizing
the probability of colliding with an object for determining the object weight w can
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be considered as an option. An approach for determining this collision probability is
presented in Otto et al. [2011], for example.

3.5.3 Gaze Control During a Fully Autonomous Turn Maneuver

This section presents experimental results derived during a real fully autonomous
turn maneuver conducted by the autonomous vehicle MuCAR-3. The sequence of
actions – follow-lane, intersection-approach, turn and follow-lane – during the turn
maneuver is equal to section 3.5.1. Here, however, the road network information is
derived from an on-line detection and tracking process [Manz et al., 2011a]. Map
data is used to provide an intersection hypothesis for both the tracker and the
selective attention framework only [Luettel et al., 2011].
This hypothesis is replaced by the detected intersection as soon as it becomes
available. With the road network available, similar to section 3.5.2, the selective
attention framework considers traffic rules for the selection of the next sensor
orientation.

A short outline of the scenario is given in section 3.5.3.1 followed by a brief description
of the utilized road-network tracking and detection process in section 3.5.3.2. The
autonomous vehicle’s sensing behavior during the turn maneuver is presented in
detail in section 3.5.3.3. A summarizing discussion of the experiment is finally
given in section 3.5.3.4. A video is available at the online presence of this thesis
[Unterholzner, 2015].

3.5.3.1 Scenario Outline

A bird’s eye view of the intersection scenario is shown in Figure 3.21. The magenta
colored road network is derived from map data. The red colored intersection is
extracted from map data as well. It serves as intersection hypothesis for the tracker
and the selective attention framework. The cyan colored line is the planned path of
the autonomous vehicle including a left turn at the intersection. The autonomous
vehicle is shown at the bottom of Figure 3.21. Obviously this data and the real
road-network do not match exactly. Relying on map data only would therefore result
in driving with some lateral offset to the dirt road.
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Figure 3.21: Bird’s eye view of the mission scenario

3.5.3.2 Road Network Detection and Tracking

For the detection and tracking of the road network the method described in Manz
et al. [2011a] is used. A colored 3D-grid serves as sensor input for the tracker. This
grid is the outcome of fusing 3D-LiDAR data and color images provided by a camera
equipped with a tele lens. The 360° Velodyne HDL-64 LiDAR scans are accumulated
to derive dense 3D-information of the autonomous vehicle’s surrounding. The camera
is mounted on the active camera platform MarVEye-8 introduced in chapter 2 (see
Figure 2.2) to provide color information to the grid not only for the small aperture
angle of the tele-lens but for a larger section of the grid limited by the maximum
yaw angle of the platform actuator. The task of the selective attention framework is
to provide sufficient color information to the grid to enable successful detection and
tracking of the road-network.

3.5.3.3 The Turn Maneuver

The cycle time of the selective attention framework is set to 100ms, since one
LiDAR scan is completed within this time interval. The prediction horizon is set to
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Figure 3.22: Snapshots of the intersection maneuver
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500ms or N = 5 prediction steps respectively. The snapshots in Figure 3.22:I-X
depict the fused grid during the turn maneuver and give an impression of how the
turn maneuver evolves over time. Note that the planned path of the autonomous
vehicle is colored red in Figure 3.22. The corresponding camera image is shown in
each lower left corner of the figures.

Figure 3.22:I is a snapshot of the follow-lane phase prior to entering the intersection
area. MuCAR-3 is driving towards the intersection while the camera is facing in
driving direction. No images are available for the white areas to the left and right of
the colored band in the 3D-grid. Hence the fused grid is only partially colored. As
can be seen in Figure 3.22:I, the surrounding of the autonomous vehicle is rather flat.
The blue overlay shown in the camera image represents the tracked lane provided
by the tracking module [Manz et al., 2011a]. In contrast to the bird’s eye view in
Figure 3.21, the camera image shows plow furrows next to the dirt road. These
plow furrows are hard to detect from the height information provided by the LiDAR
sensor only. The color information provided by the camera proves to be useful here,
since the drivable lane becomes visible in the flat grid. On the contrary, obstacles
like the stack of wood in Figure 3.22:VII might be hard to identify from camera
images alone due to similar colors of the dirt road and the stack of wood’s front.

The intersection-approach phase is depicted in Figure 3.22:II through Figure 3.22:VIII.
It is the maneuver phase with the highest platform activity during the turn maneuver.
As soon as the autonomous vehicle’s distance to the intersection center is shorter
than a predefined threshold, the intersection hypothesis is set up based on map data.
In Figure 3.22:II the intersection hypothesis depicted by the gray colored polygons
does not match the real intersection due to GPS or map errors [Luettel et al., 2011].
The gray box located outside the intersection hypothesis in front of the ego-vehicle
represents the lane-object of the autonomous vehicle’s current driving lane, which
is the green colored lane polygon shown in Figure 3.22:I. The current driving lane
is also shown by the blue colored lane in the camera image placed at the lower
left corner of Figure 3.22:I and Figure 3.22:II. This lane is still tracked while the
tracking algorithm tries to detect the intersection. Three lane-objects are placed
on the intersection hypothesis: one on each of the three lanes of the intersection
hypothesis. The two green boxes represent those lane-objects of the intersection
hypothesis that are simultaneously visible with the lane-object of the current driving
lane. The gray colored lane-object of the left lane of the intersection hypothesis is
not instantly visible to the camera at the time the intersection hypothesis is set up.
In Figure 3.22:III the camera platform is facing towards the lane-object of the left
lane of the intersection hypothesis for the first time and the derived color information
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Figure 3.23: Mission scenario close up

is projected into the 3D-grid. By now all three intersection lanes have been observed
by the active sensor. The resulting platform orientation is visualized in Figure 3.23
and Figure 3.24.

Figure 3.23 shows a close up of the intersection’s top view. The resulting platform
orientations during the left-turn maneuver are shown in a manually positioned overlay.
The marker II/III in Figure 3.23 corresponds to the first time the platform is turned
to the left. The platform’s orientation is shown by the short blue lines next to
markers II/III.

The desired platform orientations are compared to the platform orientations predicted
by the sensor model of the selective attention framework and to the real platform
orientations in Figure 3.24. Again positive angles denote sensor orientations to the
left. The first saccade to the left corresponds to Figure 3.22:III and the marker II/III
in Figure 3.23. The lower plot of Figure 3.24 shows the saccade detections (dashed
red) predicted by the sensor model and the real saccade detections (blue) derived
from the camera platform control. Both predicted and real sensor orientations as well
as predicted and real saccade detections are in good accordance with each other.
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Figure 3.24:
Sensor orientations and saccade detections of the real sensor platform and the sensor
model of the selective attention framework: The solid black line corresponds to the desired
sensor orientation Ωref , the blue and the dashed-red lines refer to the real sensor and the
sensor model respectively.

For each detected saccade the validMeasurement flag introduced in section 3.3.3 is
false. Consequently the sensor reading captured during this saccade is considered
to be invalid. Hence the update step in the selective attention’s simulated tracking
process is omitted for the respective time step (compare Algorithm 4). Therefore a
reliable prediction of saccades is important to evaluate the costs of future sensor
motions, namely the increasing uncertainty during saccades.

Precise predictions of the sensor orientations are required to determine the visibility
of objects. Since measurements can only be taken for objects that are visible, the
prediction quality regarding the uncertainty of future object state estimates crucially
depends on accurately predicted sensor orientations.
The maximum uncertainty of all relevant objects as well as the number of captured
frames, predicted and real, are shown in Figure 3.25. After the intersection hypothesis
is set up (see Figure 3.22:II) the uncertainty instantly increases at time t ≈ 4 s in
Figure 3.25 due to newly added intersection lanes that have not been observed by the
camera before. The uncertainty remains high until all three intersection lanes have
been observed by the camera at least once. It starts decreasing after the sensor has
been oriented towards the lane-object on the left lane of the intersection hypothesis
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Figure 3.25:
The maximum uncertainty of all relevant objects is shown in the upper plot. The number
of valid measurements is depicted in the lower plot. The blue and the dashed-red lines
correspond to the real sensor and the sensor model of the selective attention framework
respectively. The solid black line in the lower plot indicates the maximum number of
possible measurements at the given tracker frequency of 10Hz

at time t = 4.6 s. The corresponding sensor orientation is shown in Figure 3.22:III
and Figure 3.24. The other two lanes of the intersection hypothesis have already
been observed by the camera at the first appearance of the intersection hypothesis as
indicated by the green lane-objects depicted in Figure 3.22:II. Hence the uncertainty
in Figure 3.25 considerably decreases between t = 4.6 s and t = 5.1 s.

During the first part of the intersection approach phase – see the time span from
4 s to 11 s in Figure 3.24 – the selective attention framework shows a kind of round
robin behavior with equally distributed sensor orientations to the left, middle and
right. This is clear intuitively, since all lanes have equal priority during the detection
process as outlined in section 3.2.5.

With the vehicle’s decreasing distance to the intersection center, an additional
lane-object has to be placed on the intersection’s left lane close to the intersection
center to ensure sufficient sensor coverage of the intersection area as described in
section 3.2.5. As can be seen in Figure 3.22:IV the grid lacks some color information
left of the intersection center. The color gap is closed as soon as the new lane-object
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is observed for the first time as is shown in Figure 3.22:V. The corresponding sensor
orientation to the middle left can be seen at marker V in Figure 3.23 and at t = 11.6 s
in Figure 3.24.

After having received enough information from the fused grid, the tracker succeeds in
detecting the intersection and starts the tracking process. The tracked intersection is
provided to the autonomous vehicle, while the tracked lane is removed. The tracked
intersection is represented by the green colored polygons shown in Figure 3.22:VI.
As soon as a tracked intersection becomes available, traffic has to be considered.
Hence expected vehicle-objects are attached to the internal intersection representation
of the selective attention framework as described in section 3.2. The green colored
boxes at the end of the left and right intersection lane represent those expected
objects (see Figure 3.22:VI through Figure 3.22:IX). Again the green color indicates
that these objects are visible simultaneously with other objects, which are the gray
lane-objects provided by the tracker.
Expecting traffic requires the consideration of traffic rules within the selective
attention framework. Since not specified differently, in this case the right-of-way is
determined according to the right-before-left rule. Consequently vehicle-objects on
the right lane have a higher priority than those on the left lane. Due to this higher
priority, the active sensor is oriented towards the right lane twice as long as it is
oriented towards the left lane. This is particularly obvious between the markers VII
and VIII in Figure 3.23 and between time t = 18.4 s and t = 25 s in Figure 3.24.

Replacing the intersection hypothesis by the tracked intersection is accompanied
with an increasing weighted uncertainty. The uncertainty is even higher than that
of the initial intersection hypothesis. This is mainly due to priorities assigned to
vehicles being higher than those assigned to lane-objects. However, the uncertainty
is quickly reduced by observing the areas where vehicles could potentially appear.
These areas are represented by the expected vehicle-objects within the selective
attention framework.

Figure 3.22:IX illustrates the start of the turn phase. Since no other traffic participants
are detected, the autonomous vehicle is allowed to start turning. During the turn
phase the active sensor is heading towards the destination lane, while all other lanes
are ignored. The green colored lane in Figure 3.22:IX corresponds to the destination
lane while the light-gray colored lanes correspond to the lanes that are ignored.
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After conclusion of the turn phase the tracked intersection is discarded and a new
tracked lane is provided by the road-network tracker as depicted in Figure 3.22:X.
Switching back to lane-following completes the turn maneuver (Figure 3.9d).

The sensor orientations during the turn phase and the final follow-lane phase are
shown in Figure 3.23 beginning at the marker IX and in Figure 3.24 beginning
at time t = 25 s. The road-network tracker decides when to replace the tracked
intersection by a tracked lane and hence triggers the switch from the turn phase to
the follow-lane phase.
Together with the tracked lane a new lane-object is inserted whose position is
likely to differ from the positions of the intersection’s lane-objects. Pointing the
sensor towards this new lane-object results in a saccade that can not be predicted
by the selective attention framework as the road-network tracker decides when to
provide the lane-object. Therefore the predicted and the real saccade detection differ
at t = 33.2 s.
Replacing the tracked lane by the detected intersection at t = 13.5 s is a similar situ-
ation which cannot be predicted by the selective attention framework. Consequently
erroneous saccade predictions occur there too. However this hardly influences the
performance of the selective attention framework, as the uncertainty prediction
remains largely unaffected owing to a sufficiently long prediction horizon as discussed
in section 3.5.1.

3.5.3.4 Summary

Successful cooperation of the selective attention framework presented in chapter 3,
the adaptive control of the active sensor developed in chapter 2, the maneuver
planning and execution proposed in Luettel et al. [2011] as well as the road-network
tracking algorithm introduced in Manz et al. [2011a] during a real fully autonomous
turn maneuver has been demonstrated in this section.

The behavior of the selective attention framework is explained in detail for the whole
turn maneuver. Especially the differences in the sensing actions during intersec-
tion detection and intersection tracking have been highlighted. While the sensor
orientations are equally distributed over the intersection lanes during intersection
detection, the sensor orientations are selected according to the right-before-left rule
prior to start turning. Expectedly this results in more frequent observations of the
lane entering the intersection from the right compared to less frequent observations
of the lane that enters the intersection from the left.
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3.6 Conclusion

Selecting sensor orientations based on object uncertainties as well as the relative
importance of these objects with respect to a given situation has proven to result in
a comprehensible sensing behavior suitable for providing sufficient information to
successfully perform fully autonomous driving maneuvers.

3.6 Conclusion

The proposed selective attention framework aims at minimizing information theo-
retic uncertainty regarding the relative importance of objects of interest, like the
elements of a road network and/or traffic participants by choosing appropriate sensor
orientations.
The importance of objects is derived by thoroughly analysing the current situation
based on the ego-vehicle’s right of way with respect to traffic participants. Infor-
mation theoretic uncertainty is predicted for a set of preselected sensor orientation
candidates by simulating the underlying tracking process.

The selection of sensor orientations is based on a new cost function that seeks to
minimize the maximum object uncertainty leading to similar maximum uncertainties
for equally important objects. This better suits autonomous driving than cost
functions providing an average minimum uncertainty.

The benefit of considering the sensor dynamics within the selective attention frame-
work is evaluated by comparing the resulting uncertainties with respect to camera
platform inertia and the length of the prediction horizon for activated and deactivated
prediction of lost measurements respectively. It turned out, that considering the
sensor dynamics is inevitable for short prediction horizons but may be neglected for
longer prediction horizons.

The selective attention framework succeeded in providing sufficient information for
road-network tracking during a fully autonomous turn maneuver of the autonomous
test vehicle MuCAR-3. Situation dependent tracking of traffic participants in real
time for varying intersection scenarios has been successfully demonstrated as well.

Future work may incorporate testing the framework in more complex real-world
scenarios aboard MuCAR-3, like, for example, tracking road-networks and traffic
participants simultaneously. Automatically determining parameters like the object
weight w or the appearance rate µ is of great interest, too. Finding the optimal,
potentially variable prediction horizon given the number of frames lost during a
saccade may be another promising research option.
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4.1 Thesis Summary

Perception of the environment is an essential constituent of any autonomous system.
It is a prerequisite for interacting with the environment. The perceptual system
comprises sensing devices as well as the interpretation of the incoming sensor data.
Autonomous driving in particular, simultaneously requires a large field of view and
a high sensor resolution. A large field of view – at least 180° – is required to gain
sufficient visual coverage of the autonomous vehicle’s surrounding. This can be
illustrated considering the intersecting lanes of an intersection or thinking about a
pedestrian entering the street from one side. A high sensor resolution is essential
to enable early detection of distant objects as well as to capture measurements
of important features with sufficient detail. Thus the required sensor resolution
increases with the maximum speed of the objects involved.

Providing the required sensor resolution for a sufficiently large visual field of an
autonomous car would result in a tremendous input data stream, that has to be
processed by the vehicle’s on-board computer(s) within the cycle time of the vehicle’s
control algorithms. Typically this cycle time is in the range of a tenth of a second.
Depending on the sensor resolution and the available computing power aboard the
autonomous vehicle this may be hard to achieve, however.
Utilizing selective attention to select the most informative portions of the measure-
ment data for further processing is a means to considerably reduce the computational
load induced by the autonomous vehicle’s environmental perception.

While selective attention reduces the amount of data that has to be processed by the
perception modules, utilizing an active sensor – as opposed to an array of several high
resolution sensors – reduces the amount of captured measurement data. Combining
selective attention with an active sensor thereby enhances the information density
within the measurement data while limiting the incoming data volume and thus
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contributes to efficient data processing within the perception modules of autonomous
systems.

Selective attention as well as control of an active sensor are thoroughly treated in
this thesis. A framework for sensor view direction planning as well as a flexible active
sensor platform are proposed to optimize the perception capabilities of autonomous
vehicles.

4.1.1 Sensor Control

The design of the active camera platform as well as the proposed control algorithms
are inspired by the human eye. To mimic its optical properties the platform is
equipped with three cameras by default. Two cameras are equipped with wide angle
lenses to provide a large field of view, while the third camera is equipped with a
tele-lens that provides high sensor resolution in the center of the platform’s visual
field.

Similar to the human eye the platform orientation is adjustable to further enlarge
the platform’s visual coverage and to be able to point the area of highest visual
acuity towards areas of special interest.
Redirecting the sensor’s focus of attention requires control of the active sensor.
The human eye features three motion patterns that are relevant for autonomous
driving: Keeping objects of interest within the visual field, focus attention to regions
of interest as fast as possible and inertial image stabilization to attenuate external
disturbances. These three motion primitives are called smooth pursuit movement,
saccade and vestibulo-ocular reflex respectively. The control of the active sensor
proposed in this thesis provides all these motion patterns:

• Keeping objects foveated or, equivalently, smooth tracking of objects, is
realized by common state space control.

• Saccades are a time optimal control problem. As time optimal control is not
robust with respect to parametric uncertainty and/or unknown disturbances
a proximate time optimal sliding mode control law is proposed. It provides
near time optimal positioning while simultaneously ensuring robustness with
respect to parametric uncertainty and unknown disturbances.

• The vestibulo-ocular reflex is a kind of disturbance feedforward to counteract
undesired platform motions by simply moving the line of sight of the tele-lens in
the opposite direction of the measured platform motion. The vestibulo-ocular
reflex is adaptive in that it is able to calibrate itself based on visual feedback.
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Known deficiencies of pure feedforward control, as, for example, sensitivity
with respect to sensor errors, can be counteracted this way.

Moreover the control of the camera platform is capable of adapting to different
camera settings as the cameras of the proposed platform are easily exchangeable to
improve the platform’s applicability in research and development settings.

In summary the properties of the proposed camera platform in combination with the
presented control algorithms as well as the platforms capability to adapt to varying
operating conditions provide a powerful and flexible visual sensor for autonomous
vehicles.

4.1.2 Selective Attention

The selective attention framework proposed in this thesis considers the autonomous
vehicle’s situation-dependent information demand for the selection of adequate sensor
orientations.
Within the selective attention framework a situation is interpreted with respect to the
topology and geometry of the road-network as well as sufficient sensor coverage of
the ego-vehicle’s surrounding area. Additionally the importance of traffic participants
is evaluated in terms of their right of way with respect to the ego-vehicle while
considering the ego-vehicle’s intended driving maneuver.

To ensure sensor coverage of the area relevant to a given situation artificial undetected
objects are placed at locations where the appearance of new objects is anticipated,
be it traffic participants or road-network elements. Considering the elements of a
road-network as objects too, allows for unambiguous integration of the road-network
detection into the selective attention framework.

Information is represented in terms of information theoretic uncertainty. The in-
formation that can be gained from sensor data therefore equals the reduction of
uncertainty that is achievable by conducting measurements. The information gain
that is achievable for a certain sensor orientation is predicted by simulating the
underlying tracking process. The motion of the ego-vehicle, the motion of tracked
objects as well as the dynamics of the active sensor are considered during the
simulation to accurately predict the existence of objects of interest and the validity
of related measurements.
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Based on this information a simulated recursive Bayesian estimator predicts infor-
mation theoretic uncertainty regarding tracked objects as well as expected objects
for the given sensor orientation. The information gain is predicted for each sensor
orientation candidate out of a set of possible future sensor orientations.
The simulated recursive Bayesian estimator approximates the perception module’s
state estimator by an unscented Kalman filter. Predicting the perception module’s
tracking results by simulating, for example, a particle filter and/or the measurement
process of a visual sensor may be too complicated, too inefficient or even impossible.
To derive nonetheless correct predictions of object uncertainties, the measurement-
noise and the process-noise of the simulated estimator are adapted on basis of the
perception module’s tracking results.

The next sensor orientation is chosen by evaluating a cost function that combines
the predicted information gain as well as the situation dependent factors regarding
objects of interest. The maximum weighted uncertainty is selected as cost function
of the selective attention framework in favor of the average weighted uncertainty.
Minimizing the maximum weighted uncertainty better suits autonomous driving as
the maximum uncertainties have to be considered while deciding on the vehicle’s
upcoming actions.

4.2 Possible Directions of Future Research

4.2.1 Sensor Control

The presented camera platform MarVEye-8 has proven its applicability for autonomous
vehicles in various test settings including fully autonomous convoy driving, road-
following and intersection maneuvering. In particular near time-optimal saccadic
platform motions as well as smooth tracking of objects of interest have been
extensively tested. During tracking of objects, however, the dynamics of the projected
2D object motion within image frames was comparably low due to low dynamic 3D
object motion relative to the ego-vehicle as well as moderate aperture angles of the
camera lenses. This lack of dynamics in the conducted driving experiments provides
possible directions of future research:

• Tracking: Test the tracking capabilities of the camera platform for higher
scene dynamics. The image stabilization should be tested as well, as it is
hardly required for stabilizing disturbing low dynamic image motions. Low
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dynamic image motions could be compensated for by the object tracking as is
the case, for example, during convoy driving.

• Calibrating the image stabilization: Investigate further improvements in the
calibration of the image stabilization by utilizing advanced visual odometry
algorithms. The ground plane assumption may become irrelevant then. More-
over precise estimates of the autonomous vehicle’s ego-motion may enhance
the calculation of the camera platform’s pitch velocity contributing to an
improved self-calibration of the image stabilization.

4.2.2 Selective Attention

The proposed selective attention framework has been thoroughly tested during
simulations, while processing measurement data of real intersection scenarios and
during a real fully autonomous turn maneuver. The framework succeeds in providing
sufficient information to enable save maneuver execution by keeping relevant object
uncertainties low.
Compared to realistic real world traffic scenarios these test scenarios are of lower
complexity however. Higher traffic densities as well as higher object velocities could
be expected for more realistic traffic scenarios. Moreover traffic participants of various
types, like, for example, pedestrians, bicycles and/or trucks, are likely to appear.
Turning lanes, bicycle lanes and/or multi-lane roads add additional complexity to
real world traffic scenarios.

To tackle more complex traffic scenarios the proposed selective attention framework
may be improved in several aspects:

• Parameter determination: The selection of sensor orientations depends on
manually adjusted parameters, namely the priority of objects and the appear-
ance rate of expected objects. Determining these parameters automatically is
one possible direction of future research.
The appearance rate of objects may be derived from traffic density.
The priority of objects implicitly encodes the risk of colliding with that object.
The selective attention framework determines the priority of objects in relation
to all other objects, i.e. a relative risk measure. Automatically finding absolute
values that quantify this risk is an yet unresolved issue.
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• Information measures: The selective attention framework seeks to maximize
information by minimizing information theoretic entropy. The available infor-
mation about a state vector of interest is condensed to a scalar value this way.
It is difficult then to draw physical interpretations from this scalar value, i.e.
the uncertainty related to a state vector element could no longer be extracted.
Determining new sensor orientations on basis of physically meaningful in-
formation measures opens the possibility to define minimum and maximum
uncertainties that have to be satisfied. Consider, for example, the maximum
uncertainty regarding the object velocity or the object position in its direction
of motion. These uncertainty constraints are object dependent as well as
maneuver dependent. Then the task of the selective attention framework is
to keep the uncertainties within the specified bounds. Otherwise successful
maneuver execution may be at risk.

• Prediction horizon: The prediction horizon of the selective attention framework
proposed in this thesis is fixed. This may be suboptimal in terms of information
gain, however. If the prediction horizon is too long, the information gain at the
end of a prediction interval becomes low whereas the uncertainty unnecessarily
increases for unobserved regions. If the prediction horizon is too short, however,
too much information gets lost while unnecessarily redirecting the sensor. As
the optimal prediction horizon depends on the current sensor orientation as well
as on future sensor orientations, determining the optimal prediction horizon
in real-time poses a challenging research option due to the task’s inherent
computational complexity.

• Incorporating road-network information: Road-network information may be
utilized to improve the prediction of object positions as the object motion is
not only limited by the object’s motion capabilities but also by the restrictions
imposed by the road-network. Assuming that an object is likely to stay on
the road-network, the object will move along the lanes of the road-network
with high probability whereas other directions of motion are less probable.
Considering this fact should be beneficial for object tracking as well as for
sensor orientation selection.

• Individual sensor control: Incorporating the choice of sensor orientations for
several independently controllable sensors in the selective attention framework
would provide additional freedom to further enhance the available information
about objects of interest.
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Incorporating the suggested improvements into the selective attention framework
can pave the way towards successful application of selective attention in challenging
real world traffic scenarios.
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A The Test Vehicle MuCAR-3

LiDAR MarVEye-8

INS

Figure A.1: The test vehicle MuCAR-3

All experimental results regarding real world autonomous driving described in this
thesis have been derived with the test vehicle MuCAR-3, i.e. the VW Touareg
depicted in Figure A.1. For environmental perception it is equipped with a Velodyne
HDL-64 LiDAR sensor as well as with the camera platform MarVEye-8. In addition
to these two sensors, MuCAR-3 is equipped with an inertial navigation system (INS)
that is able to measure angular velocities and accelerations in three dimensions as
well as the test vehicle’s global position.

The sensors INS, LiDAR and MarVEye-8 are connected to the main computer as
depicted in Figure A.2. The main computer interprets the sensor data and decides
on future actions with respect to the test vehicle’s current task. The actions are
executed by high-level controllers that calculate actuating variables like the steering
angle of MuCAR-3, the velocity of MuCAR-3 or the orientation of the camera
platform MarVEye-8. Via CAN bus these actuating variables are sent as reference
values to two embedded computers. These two computers are: a dSPACE AutoBox
for vehicle-specific control values and a dSPACE MicroAutoBox for platform-specific
control values.
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Figure A.2:
The hardware architecture of the test vehicle MuCAR-3 (based on Manz 2013)

The embedded computers ensure real-time execution of the control algorithms of the
vehicle’s actuators and the camera platform actuators respectively. These underlying
controllers adjust the set-point values received from MuCAR-3’s high-level controllers
running on the main system.

The LiDAR sensor is mounted on the roof of MuCAR-3 to achieve a full 360°-panorama
view of the vehicle’s surroundings. The data provided by the LiDAR sensor is uti-
lized in the experiments on situation-dependent tracking of traffic participants in
section 3.5.2 as well as during the fully autonomous turn-maneuver described in
section 3.5.3.

The camera platform MarVEye-8 is mounted behind the windshield of the car where
normally the rear-view mirror is located. The platform is actuated and thus the
test vehicle’s horizontal field of view is increased to approximately 180°. Without
actuation of the platform, the vehicle’s field of view would be limited by the fields
of view of the utilized camera-lense-combinations. A more detailed description of
the platform design is given in section 2.3.
The data provided by the cameras attached to the camera platform MarVEye-8 is
utilized in the experiments on active gaze stabilization described in section 2.6 as
well as during the fully autonomous turn maneuver described in section 3.5.3.
Both the camera platform’s yaw-axis and the platform’s pitch-axis are actuated.
Both axes are equipped with a brushless DC motor. Each motor is connected to
a servo drive as depicted in Figure A.3. The servo drives are located behind the
Touareg’s headliner. They perform the brushless DC motor’s underlying current
control or torque control respectively. The torque control adjusts the desired motor
torque that is commanded by the platform’s position control described in chapter 2.

*)Electronic throttle control
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Figure A.3: Block diagram of the control system for the camera platform MarVEye-8

The platform’s position control runs on the dSPACE MicroAutoBox located in the
trunk of the test vehicle MuCAR-3. Some parameters of the brushless DC motors
are given in Table A.1.
In addition to the servo drives a MEMS angular rate sensor is connected to the
MicroAutoBox. The MEMS sensor is attached to the camera platform to measure the
platform angular pitch velocity. The sensor signal drives the active gaze stabilization
of the platform pitch axis, that is described in detail in section 2.6.

The inertial navigation system (INS) is located close to the Touareg’s center of gravity
as shown in Figure A.1 to derive precise measurements of the center of gravity’s
motion parameters. The INS measurements, the global positioning information
derived from two GPS antennas located at the Touareg’s roof as well as the odometry
data like steering angle or wheel speed are fused in a Kalman filter to estimate the
Touareg’s ego-motion as precise as possible. Further details can be found in Luettel
et al. [2011], for example. The ego-motion estimation is required to compensate

Parameter yaw-axis pitch-axis
Supply voltage 24V 24V
Peak current 11A 1.89A
Peak torque 1.29Nm 24.8mNm
Torque constant 0.11Nm/A 13.1mNm/A
Motor constant 0.08Nm/

√
W 4.05mNm/

√
W

Encoder resolution 9000 Inc 3600 Inc

Table A.1: Parameters of the camera platform’s brushless DC motors
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Figure A.4:
The main software modules of the test vehicle MuCAR-3 (based on Manz 2013)

for the motion of MuCAR-3 during the measurement process. A full 360° LiDAR
scan, for example, takes 0.1 seconds, during which MuCAR-3 may move several
meters or more severely rotate several degrees around any axis. Therefore the motion
of MuCAR-3 has to be considered to derive a correct LiDAR scan as outlined in
Schneider et al. [2010]. Moreover the ego-motion of MuCAR-3 affects the estimation
of object motions relative to the ego-vehicle and therefore has to be considered in
the description of the object motion as described in section 3.3.2.

After briefly outlining the role of the main sensors and the corresponding hardware
architecture of the test vehicle MuCAR-3, the next paragraph addresses the software
architecture.
The interaction of the main software modules is depicted in Figure A.4. The real
time data base KogMo-RTDB introduced in Goebl and Faerber [2007] acts as central
interface for all software modules. Data objects marked with timestamps are used
for data exchange between these software modules.
All data captured by the sensors is stored for a predefined time span in the data
base as data-objects. The sensor readings can be synchronized by means of the data
objects’ timestamps. For interpretation the perception modules of MuCAR-3 read
the sensor data from the data base. The resulting object estimates and/or road
network estimates are stored in the data base with their timestamps corresponding
to the respective sensor reading. Future actions of MuCAR-3 are chosen based on
the perception results and according to the current task of MuCAR-3. The planning
module reads the respective data from the data base, decides what to do next and
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writes the required actions back to the real-time data base. These actions are finally
executed by the previously mentioned high-level controllers, that are also connected
to the data base.
The selective attention module described in chapter 3 is considered as planning
stage for future sensing actions. It requires perceived objects, the road network
as well as the current driving task to select the most promising sensor orientation.
The selected sensor orientation is written to the data base, for utilization by the
high-level position control module that controls the orientation of the sensor. This
high-level control module is the link between the selective attention module running
on the main computer and the underlying position control of the sensor. In case
of the camera platform MarVEye-8 this underlying position control runs on the
dSPACE MicroAutoBox. For the LiDAR sensor, however, the LiDAR perception
module simply evaluates the fraction of the LiDAR scan that corresponds to the
desired sensor orientation.
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