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Abstract
Autonomous vehicles often rely on highly accurate map data for navigation purposes.
However, such maps are of limited availability and restrict the vehicle’s region of
operation to already mapped areas. This thesis describes a vision-only perception
system for autonomous obstacle avoidance and route following in unknown environments. It works without the need for global positioning data or preexisting maps
and enables the autonomous system to follow a reference route – be it recorded
from an earlier drive or from another vehicle currently leading the way.
The system for route following consists of two components: the first component
takes care of the local obstacle avoidance and path planning by computing a multilayer grid-based representation of the environment, which is given as input to a
trajectory planning module. Data is accumulated in two-dimensional Cartesian grids
over time while the vehicle moves, giving a more complete and denser environment
representation than what can be achieved from a single time step alone. For an
increased field of view, multiple stereo camera systems are used. Based on a stereo
camera sensor model, each stereo system computes a local measurement grid which
is then fused into the accumulated grid. The grid contains obstacle probabilities
as the main feature for planning collision-free paths. Additional layers, such as the
elevation, terrain slopes, and color information are computed for planning a more
comfortable, robust path through the local environment. Due to the large amount
of data from the stereo cameras, the processing must be efficient in order to allow
real-time use.
The second component is the landmark-based mapping and localization system,
enabling the route following behavior in unknown environments. Without the need for
global positioning data, it uses both low-level image features and object landmarks to
create a map and localize on it. In a vehicle-following scenario, the leader transmits
the landmarks together with the driven route in an odometry frame to the following
vehicle using vehicle-to-vehicle (V2V) communication. The follower uses the available
data to build a map representation. By comparing the map with the landmarks
perceived itself, it can localize and therefore follow on the leader’s driven route.
In this thesis two different landmark types are developed that are extracted from
camera images and used for mapping and localization. Experimental results show
the applicability of the proposed system – both for local obstacle avoidance using
the multi-layer grid and for landmark-based localization on a reference route.
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Zusammenfassung
Autonome Fahrzeuge benötigen oft hochgenaue digitale Karten zur Navigation.
Solche Karten sind jedoch nicht überall in ausreichender Genauigkeit verfügbar
und beschränken damit den Aktionsradius der autonomen Fahrfunktionen. Diese
Dissertation beschreibt ein kamerabasiertes Wahrnehmungssystem, mit dem ein
Fahrzeug in unbekannten Umgebungen Hindernisse vermeiden und Routen folgen
kann. Es benötigt weder globale Positionsdaten noch vorher existierende digitale
Karten und ermöglicht es, einem anderen Fahrzeug autonom zu folgen, oder eine
vorher aufgezeichnete Route abzufahren.
Das System besteht aus zwei Hauptkomponenten: Die erste Komponente erstellt eine
lokale Umgebungskarte mit verschiedenen Merkmalsebenen, die als Eingang für ein
Modul zur Trajektorienplanung dient. Die Sensordaten mehrerer Stereokamerasysteme werden in einem zweidimensionalen kartesischen Raster (engl. Grid) verarbeitet.
Eine zeitliche Akkumulation der Daten führt zu einer dichten und detaillierten
Repräsentation der Umgebung. Jedes Stereokamerasystem liefert ein an die eigenen
optischen Eigenschaften angepasstes lokales Grid seiner Messungen, das anschließend
in die Umgebungskarte fusioniert wird. Neben Hinderniswahrscheinlichkeiten für eine
kollisionsfreie Fahrt beinhaltet das Grid zusätzliche Merkmalsebenen (Farbe, Höhe
und Steigung des Terrains), mit denen ein komfortablerer und robusterer Pfad geplant
werden kann. Durch eine effiziente Datenverarbeitung ist eine Echtzeitanwendung
trotz der großen Datenmengen der Stereosysteme möglich.
Die zweite Komponente ist ein landmarkenbasiertes Kartierungs- und Lokalisationssystem, das es ermöglicht, einer Route in unbekannten Umgebungen zu folgen.
Es nutzt Bildmerkmale und kamerabasierte Objektlandmarken, die es während er
Fahrt aufzeichnet und wiedererkennt. Bei einer Folgefahrt zweier Fahrzeuge sendet
das vorausfahrende Fahrzeug die Landmarken per V2V-Kommunikation (Vehicle-toVehicle) zusammen mit seiner gefahrenen Route (basierend auf dessen Odometrie)
an das folgende Fahrzeug. Das Folgefahrzeug erstellt sich aus diesen Informationen
eine Karte, in der es sich mit Hilfe seiner eigenen wahrgenommenen Landmarken
lokalisiert und so der Route folgen kann.
Verschiedene Experimente belegen, dass das in dieser Dissertation vorgestellte System
sowohl für die lokale Hindernisvermeidung in der unmittelbaren Umgebung als auch
für das landmarkenbasierte Folgen einer längeren Route eingesetzt werden kann.
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1 Introduction
Every year, more than 1.25 million people die in traffic-related accidents, as reported
by the World Health Organization [2018]. A major cause are human errors, such as
speeding, driving under the influence of drugs, or distractedness. Autonomous driving
aims to eliminate such accidents by having intelligently designed computer systems
control the vehicles. This will make driving more convenient as well, especially for
people who see driving only as a means to an end, for example when commuting.
Having a self-driving vehicle frees up time normally spent concentrating on the traffic
for leisure or work.
Current advanced driver assistance systems (ADAS) on commercially available cars
can already keep the lane, adjust the speed to preceding vehicles, accelerate and break
to a full stop. These systems are active mostly in less complex environments, such
as highways or non-urban roads. Fully autonomous “level 5”1 vehicles are expected
to come to market by many car manufacturers in the 2020s [Walker, 2017]. Some
companies already test driverless self-driving cars on public roads today [Waymo,
2018].
It is likely that automated driving will be restricted at first to more populated areas,
where high-definition (HD) maps are available that most systems rely on. These
are used for navigation and accurate localization in conjunction with GNSS (global
navigation satellite system) data. HD maps typically contain detailed information
about roads, signs, road markings et cetera (see fig. 1.1a). However, creating and
maintaining them is time-consuming and expensive. Keeping them up-to-date with
changes in the environment is important and a continuous effort. Because of these
challenges, high-quality HD maps are not available anywhere, and it is an open
question, whether a 100% coverage of sparsely populated areas will be achieved
anytime soon.
HD maps allow self-driving vehicles to localize themselves with centimeter accuracy,
while the coarser, global localization is done with GNSS data. GNSS requires clear,
unobstructed sight of the satellites to provide accurate positioning information.
There are different error sources, which negatively affect the GNSS localization
performance [Grewal et al., 2000, GPS.gov, 2017]:
• multi-path effects due to reflections, for example in (urban) canyons, lead to
erroneous position estimates
• signal dampening and blockage due to the local surroundings, for example
trees in densely wooded areas, cause signal losses and inaccurate positioning
data
• active jamming (cheap and easy on a small scale by single persons, or on
large scale when there are military exercises or in active warfare [Hill, 2017,
Gostomelsky, 2017]) may hinder localization with GNSS completely
1

Level 5 autonomy is also called “steering wheel optional”, where the system fully replaces a
human driver in all conditions. See appendix A.1 for a short description of the autonomy levels.
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(a) Source: here

(b) Source: BMW Group

Figure 1.1:
Today’s autonomous driving systems rely on an accurate localization using HD maps (a)
and GNSS data; sensors, such as LiDAR and Radar, are used to perceive other traffic
participants (b).

• spoofing [Tippenhauer et al., 2011], i. e. making the receivers output positions
specified by a third party, is not yet a widespread phenomenon but has already
been observed in military settings [Hambling, 2017], where the effects are
naturally very dangerous
Autonomous vehicles perceive their environment with a multitude of different sensors:
cameras, light detection and ranging (LiDAR), radio detection and ranging (Radar)
and ultrasonic sensor (USS), to name the most common ones (see fig. 1.1b). Cameras
are passive sensors that receive the reflected light from the environment. They
generate images in the visible light spectrum and are thus most suited to perceive
those aspects of the environment designed to be seen by humans, such as signs or
traffic lights. Depending on the focal length of the camera lens, they can provide
wide-angle views or resolve far-away objects with narrow field of view (FOV) tele
lenses. However, the depth information of the environment is lost in the projection
onto the camera sensor and – if required – has to be reconstructed, either from
model-based knowledge and motion over several frames, stereo setups or via machine
learning techniques.
LiDAR, Radar and USS are active sensors, meaning they emit electromagnetic
radiation (LiDAR and Radar) or sound (USS), and receive the echoes to generate
measurements of the position and, in the case of Radar, velocity of the surroundings.
As long as active sensors don’t interfere with each other and the sensors of other
traffic participants, they are very useful and indispensable for most automated driving
systems. However, in military applications, active sensors may not be desirable, in
order not to be too easily seen by enemy reconnaissance systems.
To summarize, the requirements and limitations of current autonomous driving
systems are:
1. Availability of (HD) maps
2. Valid GNSS data

2
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Figure 1.2:
Example for a convoy scenario in unstructured, possibly unknown terrain, where no accurate
map exists and GNSS data is unreliable. Shown is a photo of the autonomous vehicles
MuCAR-3 and MuCAR-4 of UniBwM at the ELROB 2010. Photo credits: CoTeSyS /
Kurt Fuchs.

3. Active sensors (Radar, LiDAR) for environment perception
The topic of this dissertation is the development of techniques for autonomous
vehicles in a scenario where these requirements are not met.

1.1 Motivation
The motivating scenario for this work is that of an autonomous supply convoy:
military supply convoys and humanitarian aid convoys consist of multiple trucks
driving through potentially dangerous terrain. Ambushes, roadside bombs, and
land mines are some threats these convoys and their drivers are subject to. In the
case of nuclear disasters, such as Chernobyl in 1986 or Fukushima in 2011, similar
convoys have to cross radioactively contaminated areas in order to bring supplies
and salvage equipment to the affected sites. In order to minimize the risk for human
lives, convoys could be automated. While the goal is to have completely self-driving
convoys, a first step would be to automate them partly. One possibility is to have a
single human driver controlling the first vehicle, possibly via remote control, and the
rest of the convoy to follow autonomously.
Convoys often drive through unstructured, off-road terrain where detailed HD maps
are not available. Also, the GNSS might be erroneous or even jammed. Convoy
driving under these circumstances has been one of the research topics at the Institute
for Autonomous Systems Technology (TAS) of the University of the Bundeswehr
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CNN
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Figure 1.3:
Overview of the proposed navigation system for convoying/route following without direct line-of-sight. The leading vehicle transmits its position in a local reference frame
together with a compact description of visual landmarks describing its current view of
the environment. The follower is able to localize itself on the leader’s driven path by
comparing the transmitted features with those extracted from its own camera data. It
follows autonomously while avoiding obstacles detected by mapping its local environment
with multiple stereo camera systems. Red boxes mark the contributions of this dissertation,
red outlines heavy modifications of existing algorithms.

Munich (UniBwM), for example Manz et al. [2011], Heinrich and Wuensche [2017],
Luettel et al. [2017]. Figure 1.2 shows the two test vehicles of TAS in a convoy
scenario, where the lead vehicle is driven manually and the second vehicle follows
autonomously by perceiving the leader with its onboard sensors.
I extend the previous work by (1) using only passive sensors and (2) considering
the case that the vehicles get separated and the follower cannot see the leader with
its sensors. These extensions have a significant impact on the complexity of the
system. Before, the autonomous vehicle only had to perceive the dedicated lead
vehicle and follow it. As the vehicle distance is typically very close, it could do so
without considering obstacles or other objects in the path. Now, it not only has
to perform sensor-based mapping and localization, but it also has to perceive the
immediate surroundings in order to detect obstacles and plan a collision-free path.
Considering only passive visual sensors increases the complexity and makes tasks
such as obstacle mapping and landmark detection more difficult than they would be,
for example, with a high-quality, 360° 3D LiDAR sensor.

1.2 Navigation with Visual Landmarks
This thesis presents a system for landmark-relative autonomous vehicle navigation
with visual sensors. A general overview is depicted in fig. 1.3. As mentioned above,
the use case is a convoying scenario without direct line-of-sight. In fact, the system

4
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implements a general route following behavior, where the route consists of a reference
path and corresponding landmarks. The specific source of the route can vary: for
convoying, the route is created and transmitted by the lead vehicle. The route may
also be recorded and “played back” by the same vehicle. Third, the route could be
generated from a comprehensive map that includes mapped paths together with
landmarks.
Independent of the scenario, the vehicle has to follow the route autonomously
without crashing into obstacles and objects. For that purpose it needs to perceive
the environment with its on-board sensors and plan a collision-free trajectory from the
available data. The first part of this thesis (chapter 3) deals with the perception part
of this topic. It describes an algorithm that generates a multi-layer representation of
the environment based on stereo cameras, where the ground plane is discretized into
small grid cells. First, measurement data from a single time step is used to create
grids in a coordinate space that is most appropriate to perform efficient and accurate
data fusion. In addition to obstacle and free-space information, these measurement
grids contain color values and height data. They are computed for multiple divergent
stereo systems for a better coverage of the environment. A dense representation
is achieved by fusing the measurement grids into a single grid that accumulates
data over time. Additional layers for important aspects of the environment are then
computed, such as height differences and terrain slopes. The combined data allows
a planning algorithm by Fassbender et al. [2014] to compute an optimal trajectory
for locally following the reference route.
In order to follow the route globally, the vehicle has to be able to localize itself on
the route. This is done in a purely landmark-driven way without GNSS data. The
classical/non-technical meaning of landmarks is that of unique and distinctive objects,
such as lighthouses and mountains, that can be seen from far away and used for a
rough orientation. In the context of robotics, landmarks may also include small-scale
features, such as road markings, traffic signs, poles and so on. In this thesis, two
types of landmarks are used: landmarks from static objects as well as place features,
a more abstract type of landmarks. Object landmarks correspond to static objects
of previously trained classes, that are detected in camera images and tracked in
3D space with a combined particle and extended Kalman filter. Place features are
abstract place descriptions based on image data that allow a fast localization on
the whole route but lack accuracy in the final position. Modern machine learning
techniques, such as deep learning are used for the detection and description of both
the place features and object landmarks. A topological-metrical map is generated
from the route and all landmarks are subsequently used for localization with the help
of a particle filter.

1.3 Autonomous Vehicle Testing Platforms
Two autonomous test vehicles were used throughout this work to test and verify the
developed algorithms: MuCAR-3 and MuCAR-4 (Munich Cognitive Autonomous
Robot Car 3rd /4rd Generation, see fig. 1.4). MuCAR-3 is based on a VW Touareg,
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Figure 1.4: Autonomous test vehicles MuCAR-4 (left) and MuCAR-3 (right).

while MuCAR-4 is a modified VW Tiguan. Both have four-wheel drive, an automatic
gearbox and are capable of fully autonomous driving. The hardware architecture
is very similar: a high-performance computer with dual CPU and a dedicated
graphics card performs most of the perception and processing tasks required for
autonomous driving, such as sensor data processing, environment mapping, and
trajectory planning. It is air-cooled with the help of the vehicle’s air conditioning
system. With a display and keyboard mounted in the front of the car, the operator
on the passenger seat is able to monitor and debug the software while driving.
Additionally, there’s a real-time system that acts as an interface to the vehicle and
performs time-critical low-level control.
The sensor setup is similar as well. Odometry information is available through wheel
speeds from the factory-equipped ABS (anti-lock braking system) sensors. Other
data on the vehicle’s CAN bus is available as well, such as motor torque or the
current suspension levels of the wheels. This information is fused with high-quality
positioning and acceleration data from an OxTS RT3000 inertial navigation system
(INS) to provide accurate ego-motion and localization. Differential GPS is available
for reference data recording.
The main sensor for obstacle avoidance and environment perception is a roof-mounted
360° Velodyne HDL-64E S2 LiDAR. Cameras are mounted inside the passenger
compartment in front of the rear-view mirror, on the active camera platform MarVEye8 (Multifocal active / reactive Vehicle Eye 8th Generation) [Unterholzner, 2015].
It is capable of rapid horizontal rotations, known as saccades, as well as smooth
target tracking. Two wide-angle cameras are mounted in a stereo configuration and
complemented by a monocular tele-camera. MuCAR-3 is additionally outfitted with a
low-light and a thermal camera, a Radar and an automotive-grade LiDAR. MuCAR-4
instead features dedicated stereo systems with on-board processing and cameras
in diverse stereo configurations. As research vehicles, MuCAR-3 and MuCAR-4 are
equipped with more sensors at times, not all of which are used in this dissertation.
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The software architecture of the autonomous driving functions follows a multi-process
approach: all software modules, e. g. for perception, planning, and sensor I/O run as
separate processes in a Linux operating system. The processes communicate through
the KogniMobil real time data base (KogMo-RTDB) – a low-latency, high-bandwidth
shared memory middleware [Goebl and Färber, 2007]. Both data-triggered and
time-triggered applications are available and timestamped data can be accessed
in a synchronized manner. For logging, development and reprocessing purposes,
the complete KogMo-RTDB can be recorded as-is and played back in real-time or
at variable speed. All software components are implemented with clear interfaces,
enabling re-use of existing components for new use cases and allows modules to be
replaced with alternatives or new developments.

1.4 Thesis Outline
The thesis covers subjects from different disciplines of robotics, such as state
estimation or machine learning. The fundamentals required to understand the
developed algorithms are briefly introduced in chapter 2. Chapter 3 describes the
grid-based mapping system for perception and representation of the environment
using stereo cameras that is critical for obstacle avoidance and local path planning.
The following chapter 4 details the landmark-based navigation module that consists of
the detection of both abstract and discrete landmarks and the subsequent localization
step. Finally, the results, as well as possible future research directions, are summarized
in chapter 5.
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The following sections briefly introduce the fundamentals needed to understand the
visual landmark navigation system.

2.1 Coordinate Frames & Transformations
In autonomous vehicles, and robotics in general, it is important to know where the
robot, its sensors and actuators are in relation to each other and to the surrounding
environment. This is accomplished by assigning distinct coordinate frames to every
component and determining their translation and orientation (i. e. pose) relative to
each other. Structuring the coordinate frames in a hierarchical way helps to handle
multiple, possibly moving components. Fixed on-board sensors, for example, are
defined relative to the vehicle’s reference frame. Thus, when the vehicle moves,
the sensor coordinate frames remain unchanged because their relative pose to the
vehicle coordinate frame does not change. The notation for a coordinate frame with
name “A” is FA .
Transformations between coordinate frames are expressed by homogeneous transformation matrices (HTMs). HTMs transform points from one coordinate frame to
another. The points are given as homogeneous coordinates (also called projective
coordinates), meaning an n-dimensional point is written as an (n + 1)-dimensional
homogeneous vector. In R2 , a Cartesian point (x, y) will be represented as the
homogeneous vector (sx, sy, s) with the scaling factor s, which is typically chosen as
1. Conversely, a set of homogeneous coordinates (X, Y, s) represents the Cartesian
point (X/s, Y /s), given S 6= 0, or the point at infinity, if S = 0.
The transformation from frame FA to FB is formulated by the HTM B HA . In Rn
space, HTMs are defined as (n + 1) × (n + 1) matrices. Like homogeneous points,
they have a scale factor as their bottom right element. The scale is usually set to
1.
The reverse transformation of a HTM is given as the matrix inverse, i. e.
A

HB = B H−1
A .

(2.1)

HTMs can be chained together to get the transformation between coordinate frames
that are not directly connected. For example, the HTM
C

HA = C HB · B HA

(2.2)

is the transformation from A to C.
Appendix A.2 shows the mathematical formulas to obtain the HTM for a given 3D
pose.
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2.2 Projective Geometry
Cameras project 3D scenes onto 2D sensors. Projective geometry provides the
mathematical formulations of this projection. There are different ways to model the
projection: from physically correct lens models to simple pinhole camera models and
mixtures of both.
Calibration: Calibration is the process of computing, estimating or measuring
the camera parameters. We distinguish between intrinsic and extrinsic calibration.
Intrinsic calibration refers to the estimation of the camera’s internal parameters, such
as the focal length, projection center and distortion parameters. Extrinsic calibration
concerns the position and orientation of the camera relative to the vehicle’s reference
frame.
The calibration of both intrinsic and extrinsic parameters is generally performed offline.
The intrinsic calibration usually relies on a special calibration pattern, for example
a regular pattern of black and white squares, known as a checkerboard pattern.
Images of the pattern from many different viewing directions and orientations are
fed into a feature extraction and optimization procedure, which outputs the intrinsic
parameters. The camera’s extrinsic pose is often measured manually or known from
technical drawings.
Pinhole camera model: A sufficiently accurate camera model for the projective
properties of the cameras used in the experimental vehicles is the so-called pinhole
camera model. Lens distortion effects are not covered by the pinhole camera model
but integrated in a separate step. The model’s intrinsic parameters as well as the
extrinsic 6-degrees of freedom (DOF) pose in the vehicle’s coordinate frame are
known for each camera.
The intrinsic parameters for the pinhole camera model (see fig. 2.1) are:
• the focal lengths f [u] and f [v] measured in picture element (pixel) coordinates;
they are usually a result of the calibration procedure, but can also be computed
from the focal length of the lens and the pixel size on the imaging sensor.
• principal points c[u] and c[v] in pixel coordinates.
To project a 3D point veh p in ego coordinates onto the image plane, it is first
transformed into the camera frame according the camera’s pose, given as the
rotation matrix R and its position t:
cam

p = [R|t] · veh p .

(2.3)

The projection to the homogeneous 2D point p0 = (u, v, 1)T on the camera’s image
plane is calculated as
p0 = K · p0n , with p0n = RK cam p .
10
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cam

p
u

p0
optical axis
c[v]

z

f
c[u]

x

camera center

y
v
Figure 2.1:
Illustration of the pinhole camera projection of point cam p onto point p0 in the image plane
of a camera. Based on https://docs.opencv.org/4.2.0/pinhole_camera_model.
png.

• RK is a rotation matrix that transforms the point (given in the standard
notation of coordinate systems in the automotive field with x axis to the front,
y to the left and z upwards) to align with the image plane’s u and v axes:




0 −1 0


RK = 0 0 −1 .
1 0
0

(2.5)

• p0n is the point’s normalized image projection, a homogeneous 2D point
p0n = (un , vn , 1)T . It is equivalent to a projection with f [u] = f [v] = 1 and
c[u] = c[v] = 0. Given cam p = (X, Y, Z)T , it is computed as un = −Y /X and
vn = −Z/X.
• K is the camera calibration matrix, given as




f [u] 0 c[u]

K=
 0 f [v] c[v]  .
0
0
1

(2.6)

Distortion: To correctly model the effect of lens distortion on the projection, a
distortion model is applied to the normalized image projection (un , vn ). It consists
of radial distortion, with parameters κ1 , κ2 and κ3 , which realizes a “fish-eye” effect
seen in real camera systems, and tangential distortion (parameters τ 1 and τ 2 ) which
derives from imprecision in the lens alignment and manufacturing of the camera’s
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κ1 = −0.1, κ2 = 0.0, κ3 = 0.0, τ1 = 0.0, τ2 = 0.0

κ1 = 0.15, κ2 = 0.0, κ3 = 0.0, τ1 = 0.0, τ2 = 0.0

κ1 = 0.0, κ2 = 0.0, κ3 = 0.0, τ1 = 0.05, τ2 = 0.05
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(a) ”pincushion” distortion
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(b) ”barrel” distortion
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0.5

1.0
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(c) tangential distortion

Figure 2.2:
Effects of the distortion model for different sets of parameters. (a) and (b) show radial
distortion effects known as “pincushion” (a) and “barrel” distortion (b). Tangential
distortion is shown in (c).

optical components [Brown, 1966]. With r2 = u2n + vn2 , the “correctly distorted”
image position (ud , vd ) is computed as
"

#

"

#

"

ud
u
2τ 1 un vn + τ 2 (r2 + 2u2n )
= (1 + κ1 r2 + κ2 r4 + κ3 r6 ) n +
2τ 2 un vn + τ 1 (r2 + 2vn2 )
vd
vn
|

{z

}

radial component

|

{z

tangential component

#

(2.7)
}

Figure 2.2 visualizes the effects of the distortion model for different parameter sets.
An image can be “undistorted”, i. e. transformed in such a way, that all distortion
parameters are 0. This can improve the detection performance of computer vision
algorithms and speeds up subsequent camera projections, since no distortion model
has to be computed.

Back-projection: In order to back-project a pixel (ũ, ṽ) into 3D space, the steps
to project a 3D point have to be reversed. Thus, assuming the image has not been
undistorted first, the pixel has to be undistorted according to the inverse of the
camera model’s distortion model, resulting in the coordinates (u, v). Additionally,
a depth X must be provided, i. e. the x coordinate in the camera frame. The
back-projected 3D point then computes as




1


cam
p = X · (c[u] − u)/f [u]  .
(c[v] − v)/f [v]

(2.8)

Stereo projection: For stereo camera systems, the two images are first rectified.
This means, that the images are undistorted in such a way, that the image rows align,
i. e. a 3D point veh p is projected to the same image row v in both cameras. The
projection onto the column generally differs between the cameras. This difference of
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cam

p = (X, Y, Z)T

R
L
R

u

u

u

δ
f [u]

v
c[v]

cR

c[u]

z

f [u]
x
y

b
cL

Figure 2.3:
Illustration of the stereo camera projection of point cam p onto the image planes of the
left and right camera with camera centers cL and cR , respectively, and the computation
of disparity δ from the projections onto columns L u and R u.

columns is called disparity δ = L u − R u. See fig. 2.3 for an illustration of the stereo
camera projection model.
Given the stereo system’s baselength b, the disparity of a 3D point cam p is computed
as
b · f [u]
δ = cam
.
(2.9)
p[x]
The back-projection of the stereo system’s measurement (u, v, δ)T to cam p is uniquely
defined as

cam

p=

b · f [u]
δ



1


c[u] − u .
c[v] − v

(2.10)

Disparity values can be easily computed from 3D data. Stereo camera systems,
however, have no prior knowledge of the 3D points making up the scene and instead
need to measure the disparities. This requires corresponding image points between
the left and right camera images, a task for which many specialized stereo algorithms
were developed. Establishing these correspondences is a difficult problem, that greatly
depends on the structure visible in the images. Point matches in homogeneous areas
or on repeating structures, for example, are usually ambiguous and may lead to
either erroneous measurements or missing disparity values.
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Figure 2.4:
Example for a disparity image (bottom) and one of the stereo system’s source images
(top). The disparity image is color-coded with bright colors corresponding to large disparity
values (i. e. close range) and darker colors corresponding to small disparity values (i. e. far
range). Source: [Geiger et al., 2012]

The stereo systems and algorithms used in this work provide dense disparity data in
the form of disparity images. These contain disparity values for all pixels but those
where no disparity value could be computed (see fig. 2.4).

2.3 Recursive State Estimation
Estimating the unknown current state xk of a system at time tk is an essential task
in robotics and autonomous driving. Examples include estimating the position of
landmarks and objects and the movement of other traffic participants. The state of
the system over time x0:k = {x0 , . . . , xk }, with time steps tk+1 = tk + ∆t, develops
according to
xk = fk (xk−1 , uk−1 , vk−1 )
(2.11)
with the transition function fk ( · ), control input uk−1 and system noise vk−1 . The
current state is estimated through measurements
yk = gk (xk , wk )

(2.12)

conforming to the stochastic measurement model gk and measurement noise wk .
Since the state and measurement functions are defined as models with noise, the
current state xk can only be estimated with a certain degree of uncertainty as well.
To obtain the best estimate with the least amount of uncertainty, it has to be
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estimated with probabilistic state estimators from all available measurements y0:k
and control inputs u0:k . As the “true” state is unknown and can only be deduced
from noisy, uncertain measurements, the estimate is denoted as the belief bel(xk )
of the state, given as the probability density function (PDF)
bel(xk ) = p(xk | y0:k , u0:k ) .

(2.13)

Probably the most widespread and established state estimators are variants of the
p(a)
Bayes filter. Bayes filters are based on the Bayes rule p(a | b) = p(b|a)
. Together
p(b)
with the Markov assumption, stating that state xk only depends on the previous
state xk−1 and is independent from any other states, the recursive Bayes filter rule
can be deduced [Petrovskaya and Hsiao, 2016, Thrun et al., 2006a]:
bel(xk ) = η p(yk | xk )

Z

p(xk | xk−1 ) bel(xk−1 ) dxk−1 .

(2.14)

The recursion consists of two basic steps:
Prediction: In the integral expression, the probability of state xk is integrated over
all xk−1 . The probability of the state transition from xk−1 to xk is given by
the probabilistic process model p(xk | xk−1 ) that includes the system model
from eq. (2.11), control input uk−1 and system noise vk−1 .
Innovation: The innovation step incorporates the current measurement yk with
the predicted state’s probability to update the state estimate. It uses the
probabilistic measurement model p(yk |xk ), defined by the measurement model
from eq. (2.12) and the known measurement noise wk .
General Bayes filters only work for simple estimation problems where a closed-form
solution for the integration in eq. (2.14) exists, or where it can be replaced with the
sum over a finite state space. As such, it is of limited use for more complicated
real-world problems.
The filter requires three PDFs: the a-priori probability p(x0 ), the process model
p(xk | xk−1 ) and the measurement model p(yk | xk ). For many practical applications,
restrictions can be applied to these PDFs, leading to different variants of the Bayes
filter. The well-known Kalman filter assumes the PDFs as Gaussian, while the
Particle Filter requires them to be representable by a limited number of samples. In
the following, the Bayes Filter variants employed in this dissertation are presented.

2.3.1 Kalman Filter
The Kalman filter (KF) is a recursive filtering technique for linear systems. It relies on
the assumption that the state’s probability distribution eq. (2.13) is always Gaussian
and thus fully represented by the mean µk and covariance Pk , i. e. bel(xk ) =
N (xk ; µt , Pt ). For this to hold for any point in time tk , three conditions must be
met:
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1. The system model f( · ) (see eq. 2.11) has to be linear with additive zero-mean
Gaussian noise vk−1 ∼ N ( · ; 0, Qk−1 ):
xk = Φk−1 xk−1 + Bk−1 uk−1 + vk−1 .

(2.15)

Therefore, the probabilistic process model is defined as a Gaussian with mean
µk = Φk−1 xk−1 + Bk−1 uk−1 and covariance matrix Qk−1 :
p(xk | xk−1 ) = N (xk ; µk , Qk−1 ) .

(2.16)

2. The measurement model g( · ) (see eq. 2.12) has to be linear with additive
zero-mean Gaussian noise wk :
yk = Ck xk + wk

(2.17)

Accordingly, the probabilistic measurement model p(yk | xk ) is defined as a
Gaussian with mean Ck xk and covariance matrix Rk :
p(yk | xk ) = N (yk ; Ck xk , Rk ) .

(2.18)

3. The initial state x0 has to be a normal distribution:
p(x0 ) = N (x0 ; µ0 , P0 ) .

(2.19)

Additionally, each noise vk and wk has to be “white”, i. e. uncorrelated in time and
not correlated with each other.
The recursive equations for the KF conform to the “prediction” and “innovation”
steps. First, the state and its covariance is predicted with the linear process model
from the last time step k − 1 to k [Simon, 2006, p. 128f]:
x∗k = Φk−1 x̂k−1 + Bk−1 uk−1

(2.20)

P∗k

(2.21)

=

Φk−1 Pk−1 ΦTk−1

+ Qk−1

Then, the current measurement yk is integrated to update the estimate:
x̂k = x∗k + Kk (yk − Ck x∗k )
Pk = P∗k − Kk Ck P∗k ,

(2.22)
(2.23)

with the Kalman gain K defining the amount with which the measurement influences
the state computed as
−1

Kk = P∗k CTk (Ck P∗k CTk + Rk )
|
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Here, Sk is the covariance of the innovation term yk − Ck x∗k from eq. (2.22), which
specifies the deviation of the measurement to the predicted measurement according
to the probabilistic measurement model.
For linear Gaussian systems the KF is an optimal estimator [Bar-Shalom et al., 2004],
minimizing the variance of the estimation error. It is popular due to its simplicity
and computational efficiency, each update requiring time O(m2.4 + n2 ) where m
is the dimension of the measurement vector and n that of the state vector [Thrun
et al., 2006a].

2.3.2 Extended Kalman Filter
The linearity assumption is crucial for the correct operation of the KF. Typical
robotics applications, however, usually deal with nonlinear system and measurement
models. The extended Kalman filter (EKF) relaxes the linearity assumption of the KF
by assuming general, nonlinear functions for the state transition and measurement:
xk = f(xk−1 , uk−1 ) + vk−1
yk = g(xk ) + wk

(2.25)
(2.26)

The EKF is based on the assumption that a first-order local linearization around the
mean of the estimated Gaussian is sufficient for the description of the non-linearity of
the system and measurement models. It approximates the belief with the Gaussian
bel(xk ) ≈ N (xk ; µt , Pt ). The computation steps are similar to the KF:
x∗k = f(xk−1 , uk−1 )

(2.27)

P∗k = Φ̂k−1 Pk−1 Φ̂Tk−1 + Qk−1
xk = x∗k + Kk (yk − g(x∗k ))

(2.28)
(2.29)

Pk = P∗k − Kk Ĉk P∗k ,

(2.30)

with the nonlinear functions f( · ) and g( · ). They are linearized with the firstorder Taylor expansion, which represents a nonlinear function by one of its values
and the corresponding slope. For multivariate functions, the slope is given by the
partial derivative, a matrix called the Jacobian. The matrices Φ̂k−1 and Ĉk are the
Jacobians of f and g:
Φ̂k−1 =
Ĉk =

∂f(x)
∂x
∂g(x)
∂x

(2.31)
x=xk−1

(2.32)
x=x∗k

The Kalman Gain follows as
−1

Kk = P∗k ĈTk (Ĉk P∗k ĈTk + Rk )

.
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The Jacobians are dependent on the current state estimate and therefore have to be
computed in each iteration anew. Still, the EKF has the same overall computational
complexity as the KF.

2.3.3 Unscented Kalman Filter
The unscented Kalman filter (UKF) [Julier, 2002] is another popular Gaussian filter
for nonlinear systems. It is based on the unscented transform (UT) that represents
a multivariate Gaussian with a limited set of carefully chosen samples, so-called
sigma points. The sigma points are transformed with the nonlinear functions after
which they are used to reconstruct the resulting Gaussian’s mean and covariance.
For linear systems UKF and EKF produce the same results. For nonlinear system
the UKF can be shown to generate equal or better estimates than the EKF [Van
Der Merwe, 2004].
The UKF has the same asymptotic computational complexity as the EKF, although
it’s slightly slower with a constant factor. Even so it’s very efficient and has the
ability to compute better estimates for nonlinear systems. As it requires no Jacobian
computation, the UKF can be easier to implement in some domains.
The UKF, same as the EKF, work well and efficiently for nonlinear systems when
the underlying distribution is Gaussian. If that is not the case, other filters, such as
the particle filter, are more appropriate.

2.3.4 Particle Filter
The particle filter (PF) is a nonparametric filter that represents the posterior distribution bel(xk ) with a set of random samples X = {xk,[1] , . . . , xk,[M ] } – the particles.
Every particle xk,[i] has a weight wk,[i] associated with it. The combination of all
weighted particles approximates the belief:
bel(xk ) ≈

M
X

wk,[i] δ(xk − xk,[i] ) ,

(2.34)

i=1

with the Dirac delta function δ and normalized weights, i. e. M
i=1 w k,[i] = 1. As the
PF does not assume a specific, parametric model for the underlying distribution –
like Gaussians in the case of KFs – it can describe almost any distribution, given
enough particles. Additionally, it can model nonlinear transformations of random
variables through the system and measurement models.
P

The basic particle filter algorithm is as follows:
1. Create initial particle set X0 . Either use prior knowledge about the state’s
distribution or use uniform random sampling in the relevant part of the state
space.
2. For new data at tk , perform the recursive iteration:
18
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a) Predict the particles Xk−1 by sampling them from the probabilistic process
model x∗k,[i] ∼ p(xk | xk−1,[i] )and then uses the transition model fk (see
eq. 2.11) to compute x∗k,[i] = fk (xk−1,[i] , uk−1 , vk−1,[i] ). The resulting
particle set Xk∗ represents the predicted belief.
b) Compute weight wk,[i] = p(yk | x∗k,[i] ) for each particle, also called
importance factor. It represents the likelihood of measurement yk if the
state were equal to particle x∗k,[i] .
c) Resample the particle set Xk∗ to obtain Xk . Particles in Xk are chosen
from Xk∗ with probability according to the importance weights. Different
techniques exist to perform the resampling. The one used throughout
this dissertation is systematic resampling as described by Ristic et al.
[2004]. After the resampling, the particles represent the current state’s
belief bel(xk ). As such, it can be seen as the innovation step.
The great flexibility of the PF to represent any distribution comes at a cost: it is
much more computationally demanding than the KF variants. However, the particle
set prediction and weight computation can easily be parallelized on a per-particle
basis.

2.3.4.1 Extraction of an Optimal State Estimate
It may be necessary to extract a single estimate from the posterior distribution
bel(xk ), e. g. to use it in further processing modules that require a single estimate.
The extracted state should be optimal according to some criteria. The minimum
mean square error (MMSE) estimate xMMSE
corresponds to the expectation value
k
E[xk ] of xk . As the particle filter represents the belief with discrete particles, xMMSE
k
is approximated as
xMMSE
≈
k

M
X

wk,[i] xk,[i] .

(2.35)

i=1

The MMSE estimate works well for unimodal distributions. For multi-modal distributions, however, xMMSE
may lay in between the modi.
k
The maximum a-posteriori (MAP) estimate xMAP
corresponds to the particle with
k
the largest weight:
xMAP
= argmax bel(xk ) ≈ argmax
k
xk

xk

M
X

wk,[i] δ(xk − xk,[i] ) .

(2.36)

i=1

In practice, this results in “jumpy” estimates, as the maximum weight particle
constantly changes due to the weights depending on noisy measurements.
A more robust estimate results from a combination of MMSE and MAP, where the
MMSE estimate is computed from a part of the highest-weighted particles. It is
denoted as xMMSE-p
, with 0 < p < 1 as the percentage of considered particles. With
k
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Figure 2.5:
Structure of a single artificial neuron. It first computes the weighted sum of its inputs
and the bias, also called threshold. The neuron’s activation is the result of the activation
function on the weighted sum.

the particles sorted according to their weights in decreasing order, the estimate is
computed from the first N particles, with N = max(1, bp · M c):
xMMSE-p
≈
k

N
X
i=1

wk,[i]
xk,[i] , ∀i : wk,[i] ≥ wk,[i+1] .
k=1 w k,[k]

PN

(2.37)

2.4 Neural Networks & Back-Propagation
An artificial neural network (ANN) is a programmatic structure that processes input
data in multiple steps and produces outputs. It is inspired by biological neural
networks in the brains of animals and humans. ANNs are used foremost for machine
learning problems, in which the network learns by examples to detect patterns and
structures in data and to generate the desired results.
The basic building block of an ANN is the artificial neuron (see fig. 2.5). It computes
a weighted sum of its inputs and applies a nonlinear function, called the activation
function. Many possible activation functions exist, but sigmoid functions or piecewise
linear functions are used most often. The result of a neuron’s activation function
and therefore its output, i. e. activation, is either input to other neurons or part of
the network’s output.
The artificial neurons are generally arranged in multiple layers (see fig. 2.6). A layer
consists of one or multiple neurons, each having the same input data but processing
it with individual weights. The first layer receives the inputs of the ANN, the last
layer outputs the results. In between is an arbitrary number of hidden layers, all of
which may differ in the number of neurons per layer.
A fully connected layer is a layer where each neuron is connected to all neurons of
the previous layer. From an implementation point of view, the output of a fully
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Figure 2.6: Simplified structure of an exemplary fully connected ANN.

connected layer can be efficiently computed as a single matrix multiplication followed
by the activation function.
In machine learning tasks on image data, such as image classification or object
detection, so-called convolutional layers are employed. The weights of these layers
are seen as the elements of filter masks for image convolutions. Such a layer thus
computes the convolution of its structured input data, for example multi-channel
image data, with the filter masks represented by its weights. ANNs that contain
convolutional layers are often called convolutional neural networks (CNNs).
In order to use an ANN for a specific problem, it has to be trained. In this work,
ANNs are used in the context of supervised learning, meaning that the network
learns its parameters (all weights and bias terms) from examples. The net represents
the function F, which computes the output y from the input x: y = F(x). The
training data (xi , yi ), i = 1 . . . n consists of n pairs of training examples xi and
desired output yi . The network’s structure (the number and type of layers, the
number of neurons per layer, etc.) is predetermined. As such, it is often a matter of
experience which network structure to use and how to design the network to get
good results for a specific problem.
The training of the network parameters is formulated as an optimization problem.
Its goal is to modify the parameters in such a way, that the cost e for the training
data is minimized. The cost is often computed as the sum of quadratic errors:
E=

n
1X
(F(xi ) − yi )2 .
2 i=1

(2.38)

The optimization is done with a variant of gradient descent, the so-called backpropagation. Roughly speaking, the error E is propagated backwards through the
network, proportional to the gradient (the partial derivatives of the cost with respect
to the network parameters). In doing so, the weights and bias terms are altered in
such a way, that parameters with big gradients, which therefore strongly influence
the result, are modified more than those with smaller gradients. This is iterated
until the cost doesn’t decrease any more, meaning that a local optimum has been
found, or the maximal number of iterations is reached.
An ANN with a single hidden layer containing potentially an infinite number of neurons
is a universal approximator, i. e., able to approximate every possible function [Hornik
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Figure 2.7:
Illustration of a neural network for image classification. The network’s first layers extract
low-level image features which are combined to gradually more complex features in
subsequent layers. Source: [Goodfellow et al., 2016]

et al., 1989] However, in the past researchers have found that learning a complex
function with an ANN with only a single hidden layer is difficult and the results often
not satisfactory. In contrast, networks with multiple hidden layers can often be trained
well. Additionally, it turned out that multi-layer networks implicitly create feature
hierarchies: the first layers extract low-level features from the data. Subsequent
layers combine the features from previous layers to gradually more complex features
up to the desired, often highly complex output data. An example from the domain
of image classification is shown in fig. 2.7. ANNs with multiple hidden layers are
sometimes called deep neural networks and are a core element of Deep Learning, a
branch of machine learning.
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A prerequisite for autonomous vehicle following with larger distances is the ability
to plan collision-free paths. In order to do so, the vehicle must perceive the local
environment and choose the best path to follow the leader’s route. However, there’s
no definite “best path”, as it strongly depends on the criteria chosen to measure its
quality. In this work, the path planner by Fassbender [Fassbender et al., 2014] is
used, which computes heuristics based on different features of the environment. The
following chapter describes a system to extract and map such navigation-relevant
features from the sensor data. As the goal is to employ a vision-based system, the
environment is perceived only with visual sensors: cameras in monocular and stereo
configurations.

3.1 Introduction
For collision-free driving, the vehicle has to detect obstacles reliably and map them
correctly relative to its own position. Simple obstacle avoidance, however, does not
yield a nice or smooth path through the environment. Obstacles only give negative
information, i. e. where not to drive. They do not allow the robot to decide where it
is preferable to drive. In general, an autonomous vehicle should only drive where it is
supposed to drive. In urban environments it should stay on the roads and should not,
for example, drive on the sidewalk — even if driving on the sidewalk is obstacle-free
and might be the faster route to the destination.
Unstructured environments typically have less restrictions, especially when the robot
is explicitly deployed in an off-road scenario. It is advantageous for the robot to use
roads, because then it can drive faster and reach its destination more quickly. At
the same time, it is more secure and there’s less mechanical stress on the system
compared to driving directly through rough terrain. However, roads may be blocked,
or the destination might not be reachable on roads alone. The vehicle then must
take an alternative route which might lead over terrain it would normally avoid.
For the system to be able to decide where it should and should not drive (and when
to drive where), it needs a complete internal representation of the environment with
as many characteristics as possible. The representation chosen in this work is a
multi-modal map of the local environment. The modalities may contain the obstacle
probability (a continuous measure as compared to the binary obstacle/non-obstacle
information), color information and the terrain heights and slope. More complex
characteristics such as road and vegetation probability can be derived from these
data.

3.1.1 Related Work
Most terrain and environment mapping algorithms can be distinguished as either
feature-based or grid-based mapping. Feature-based mapping systems make use of a
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multitude of features. From very basic point features [Moosmann and Stiller, 2011,
Nüchter et al., 2007, Holz and Behnke, 2010] to intermediate representations with
lines [Smith et al., 2006] and polygons [Rusu et al., 2009] to very complex, full 3D
objects [Salas-Moreno et al., 2013]. Generally speaking, complex features deliver a
better abstraction of the environment and lead to more compact maps, but they
can miss details that may be important later on. When using point features, often
with the intention of performing simultaneous localization and mapping (SLAM),
the number of features is not restricted. This can be a problem when many 3D
points from a LiDAR are collected from a moving platform. The maps soon reach a
size at which integrating new data becomes very time consuming. As a result, the
map may not be updated in the cycle time of the LiDAR [Moosmann and Stiller,
2011]1 or the vehicle may only move in a “stop-and-go”-fashion [Nüchter et al.,
2007]. Also, it is not always clear how these kinds of maps can be efficiently used
for navigation purposes.
Grid-based maps, originally introduced for mapping occupancy probabilities by
Moravec and Elfes [1985], offer a level of abstraction that is a good compromise. The
complexity of the raw data is greatly reduced, while the environment is represented
in sufficient detail. They are well-suited for navigation and path planning, because
the obstacle probabilities for every position in the vehicle’s neighborhood are known.
Occupancy grids have been successfully used for autonomous navigation in real-world
scenarios and competitions [Kammel et al., 2008, Urmson et al., 2008, Montemerlo
et al., 2008, Wille et al., 2010, Thrun et al., 2006b]. In addition to occupancy
probabilities, Neuhaus et al. [2009] use terrain classification to annotate grid cells
and provide further drivability measures. However, they perform no temporal map
accumulation. With the grid structure, occupancy grid maps can be efficiently
computed through parallelization on the graphics processing unit (GPU), and feature
extractors, for example for road boundaries, can be run on the occupancy data [Homm
et al., 2010].
A similar method to the one proposed in this chapter is the “Hybrid Elevation
Map” [Douillard et al., 2010], which uses ground plane segmentation and treats
overhanging structures. However, their maps do not provide means to accumulate
data, and no color information is fused into the maps. Also, the running time of
their algorithm does not permit real-time use in highly dynamic scenes.
Instead of fixed-size grids, other approaches utilize tree data structures, such as
octrees, to provide memory-efficient and scalable 3D occupancy maps [Hornung
et al., 2013, Schmid et al., 2010]. Traversing the tree structures, however, is more
time consuming than simple index-based lookups in grid maps. This drawback makes
them unfit for real-time use when handling as much raw input data as used with
grid-based methods.
Other techniques, such as Gaussian process occupancy maps (GPOM) [O’Callaghan
and Ramos, 2012] and Hilbert maps [Ramos and Ott, 2016], address the mapping
problem as a classification task, classifying the environment into free and occupied
1
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regions. They generalize well when dealing with sparse data and are robust to noisy
measurements. The mapping is performed in continuous space and the resulting
occupancy maps are more accurate than those from grid-based methods. However,
the good performance comes at a high computational cost: both methods are an
order of magnitude slower than grid-based techniques, with Hilbert maps being
faster than GPOM. They are therefore not suited for real-time use in the presented
mapping system.
Most grid-based mapping systems assume a static environment, where other objects
are ignored in the mapping process and – when necessary – handled in a separate
object tracking process [Kammel et al., 2008, Jaspers et al., 2017b]. Nguyen et al.
[2012] also assume a static environment but track objects by associating and filtering
clusters of connected occupied cells over time. Other approaches compute dynamic
grid maps, where the dynamic environment is explicitly modeled in addition to the
static occupancies, using a particle filter to estimate moving and static cells [Danescu
et al., 2011, Tanzmeister et al., 2014]. Steyer et al. [2017] integrate an object
tracking on top of the dynamic grid maps and achieve good results in dense urban
scenes with many traffic participants. They extract object bounding boxes and refine
them based on the cell velocities, occupancy values and free space probabilities,
tracking the objects with an UKF. A similar approach is followed by Hoermann et al.
[2018], but with a CNN to extract object bounding boxes directly from the grids.
Instead of particle filters, Nuss et al. [2016] use a random finite set approach to
model the environment as a stochastic, dynamic system.
Bayesian methods for fusing information dominated the work in grid-based mapping
(e. g. Elfes [1989], Thrun et al. [2006a]). Still, other approaches have been researched,
such as fuzzy maps [Gambino et al., 1996] or evidential mapping (introduced by
Pagac et al. [1998]). Evidential mapping can process conflicting sensor information
and to ascertain the amount of information received for a hypothesis such as freespace or occupancy. In this it has a clear advantage over the Bayesian methods,
where no such information exists and an occupancy probability of 0.5 can either
mean that no data has been received, or that conflicting free-space and occupancy
measurements cancel each other out. Subsequently, evidential maps have been
successfully used for static occupancy mapping [Yang and Aitken, 2006, Moras et al.,
2011, Nguyen et al., 2012]. Because of their ability to estimate the evidences of
multiple hypothesis and their combinations, they are especially useful for dynamic
grid maps, where an additional hypothesis can be the dynamic occupancy of a cell
due to a moving object [Tanzmeister et al., 2014, Steyer et al., 2018, Hoermann
et al., 2018]
In previous work [Jaspers et al., 2017b], a multi-layer terrain mapping system
based on LiDAR data was presented that has been extensively tested in real-world
applications. Among the computed layers are occupancy probabilities, elevation
data, terrain slopes, and color data. It uses an efficient map data management
that enables temporal data accumulation while the vehicle moves. However, the
extraction of ego-aligned local grid maps from the data accumulated in the fixed
odometry coordinate frame leads to aliasing issues in the extracted data. Also,
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(a) LiDAR point cloud

(b) stereo point cloud

Figure 3.1:
Comparison of 3D point clouds constructed from LiDAR and stereo data. Shown is the
same scene with color-coded heights. The stereo point cloud is denser, whereas the LiDAR
point cloud is more accurate and has a larger field of view.

the invalidation of old data outside the map’s current field of view is error-prone,
involving non-trivial computational geometry. The mapping system presented in the
following sections builds upon this framework. It shares some algorithms and design
ideas, but extends and improves upon it in several ways, to make it feasible to be
used together with range data from stereo camera systems and to improve on the
weak points of the original system.
3.1.2 Motivation: LiDAR-based versus Stereo-based Mapping
The multi-modal environment mapping system that is the basis of the here-presented
vision-based mapping system uses a 360° LiDAR sensor as its main sensor. Figure 3.1
shows the considerable differences in the 3D data of such a LiDAR system and
the data of a stereo camera system. The major differences can be summarized as
follows:
• Accuracy of range measurements: the range error of a LiDAR sensor is small
and equally distributed over the full measurement range. A stereo system’s
range error increases quadratically with the distance.
• Data quantity: an automotive LiDAR sensor such as the Velodyne HDL-64E S2
generates approximately 1.3 million data points per second at a spin rate of
10 Hz. A typical stereo system with a resolution of 640 × 480 pixels and a
frame rate of 20 Hz generates over 6 million data points per second. Higher
resolutions rapidly increase the amount of data for vision-based systems.
• Field of view: in contrast to 360° LiDAR sensors, stereo systems seldom have a
field of view larger than 70°. Increasing the field of view with wide-angle lenses
decreases the angular resolution and therefore the measurement accuracy.
The existing architecture for LiDAR-based mapping is designed for accurate measurements with very little false detections. Using the same architecture with a stereo
system’s less accurate and often erroneous measurements negatively affects the
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performance. Simple parameter adjustment does not improve the results much,
as it cannot deal with the fundamental differences in sensor characteristics. Instead, I propose a new architecture for stereo-based mapping which addresses the
above-mentioned problems:
1. To cope with inaccurate range measurements, a projective-polar sensor model
is used (see section 3.3). It better approximates the underlying projective properties of the stereo system and integrates the measurements in a probabilistic
manner.
2. The use of multiple stereo systems improves upon the limited field of view of a
single stereo camera. By having the cameras directed into different directions,
more of the scene is captured in every time step. Additional care has been
taken to correctly fuse unsynchronized stereo systems (section 3.4.4).
3. Despite the large amount of raw data that multiple stereo systems produce,
efficient algorithms and good software design make it possible for the system
to operate at 20 Hz (see section 3.5.3).
The chapter is structured as follows: First, section 3.2 gives a brief overview of
the vision-based mapping architecture, its dependencies on other modules and
the sensors used. The abstraction of the raw sensor data, the sensor model, is
detailed in section 3.3. Section 3.4 describes the mapping system, its data structures
and algorithms. Finally, qualitative and quantitative results, as well as runtime
measurements, are given in section 3.5.

3.2 Mapping System Overview
The goal of the mapping system (see fig. 3.2 for an overview) is to generate a
dense representation of the local environment, using its on-board sensors – in this
work just the visual sensors, i. e., cameras in stereo and monocular configurations.
Cameras, however, are limited in their FOV, the image quality strongly depends on the
environmental conditions (lighting, weather, etc.) and the range accuracy of stereo
systems decreases rapidly with increasing distance. While the image quality can only
be improved with better camera sensors, a dense and accurate representation of the
environment can be achieved through accumulation of data from multiple stereo
camera systems while the vehicle moves. Multiple camera systems help to perceive
more of the environment in every time step than with a single camera system. The
large amount of raw data generated by the cameras makes it necessary to handle and
process it efficiently. This is achieved by computing unified abstractions, so-called
sensor model grids/measurement grids, from the sensor data in parallel for each
camera system (section 3.3). Accumulating the data of all sensor models in a single
grid structure requires a system to manage the map’s data, a topic which is treated
in section 3.4.1. As the camera systems are not always synchronized to take their
images at the exact same time, the vehicle’s motion in between the camera recordings
has to be taken into account when fusing the measurement grids (section 3.4.4).
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Figure 3.2:
Overview of the vision-based mapping architecture. See the text for details.

In the current system, each cell of the terrain map contains information about
obstacles, geo-referenced elevation data, color and terrain slope (see section 3.4.5).
Occupancy probabilities and terrain elevation measurements are provided by the sensor
models and accumulated in the map. They are used as a basis to compute further
properties of the environment, such as terrain gradients/slopes (section 3.4.5.2) and
color information of the cells. In order to decide which cells are visible to the camera,
occlusion reasoning based on the elevation data is performed, before updating
the colors (to be detailed in section 3.4.5.3). Finally, the different features are
made available as layers in the middleware (section 3.4.6) to provide other modules
(for example the path planning) with data of environment that is as accurate and
complete as possible.
As input, the system expects three different types of sensor data:
1. Positioning data describing both the global position (necessary for accumulating
geo-referenced heights across multiple frames and compensating pitch and roll
movements of the vehicle) and the local ego motion estimates from one time
step to the next.
2. Processed stereo data in the form of disparity images. See fig. 2.4 for an
example. Together with the camera calibration, 3D depth data can be inferred
from the disparity image, while correctly modeling the depth uncertainty.
3. Color images from a monocular camera, including the camera parameters,
to generate a colorized model of the environment. Although color cameras
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Vislab 3DV-E
Integrated cameras
Baseline: 15 cm
Resolution: 640 × 480
Opening Angle: 72°
Algorithm: SGM on FPGA

Nerian SP1
Monochrome cameras
Baseline: 52 cm
Resolution: 640 × 480
Opening Angle: 60°
Algorithm: SGM on FPGA
with post-processing

MarVEye-8
Color cameras
Baseline: 18 cm
Resolution: 1224 × 512
Opening Angle: 53°
Algorithm: BM
active camera platform

Figure 3.3:
Stereo systems on MuCAR-4: two dedicated stereo systems (Vislab 3DV-E and Nerian SP1)
and a pair of color cameras on the active camera platform MarVEye-8.

are most commonly used, any other imaging sensor (for example infrared or
thermal cameras) could be integrated in a similar fashion.
The mapping system’s outputs are multiple layers describing different features of the
vehicle’s local environment. These layers are published to the middleware and by
this made available to other software modules. The mapping process abstracts the
raw sensor data and thus provides a unified interface for further processing tasks. In
the software stack of the autonomous vehicles of TAS, these tasks include a road
detection module, that uses a particle filter to detect and track low-contrast roads
and crossings [Bayerl and Wuensche, 2014], as well as a grid-based path planning
module, that generates smooth, safe trajectories through cluttered and unstructured
environments [Fassbender et al., 2014].

3.2.1 Vehicle Sensor Setup
The reference vehicle for the mapping system is MuCAR-4 (see section 1.3), as it is
equipped with high-quality cameras in stereo setups of different base lengths, as well
as dedicated stereo systems with on-board processing. The sensor setup is displayed
in fig. 3.3.
The main sensors are three stereo systems that complement each other and cover
much of the relevant vehicle surroundings with their FOVs:
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1. The Nerian SP1 [Nerian, 2018] is a dedicated stereo system that processes the
data of two monochrome cameras on an FPGA (field-programmable gate array).
It uses a variant of the semi-global matching (SGM) algorithm [Hirschmueller,
2005] and post-processes the disparity measurements for a more robust and
accurate disparity image. While the sensor resolution of the two identical
cameras is 1280 px × 960 px, they use 2 × 2 pixel binning for an improved
signal-to-noise ratio, resulting in an effective resolution of 640 px × 480 px.
The Nerian SP1 is the main stereo system for forward driving. With its 60°
FOV, the stereo baseline has to be large enough (52 cm in this case) to have
useable range measurements in distances up to 50 m.
2. The MarVEye-8 is an active camera platform with two color cameras with
a resolution of 1224 px × 512 px each and a stereo baseline of 18 cm. The
disparity image is computed on the CPU with the block matching (BM) stereo
algorithm [Konolige, 1998, Brown et al., 2003].
With its rotatable camera platform, the MarVEye-8 can cover almost 180° of
the area in front of the vehicle. As such, its intended use is to support the
Nerian SP1 outside of its FOV, which is especially important when driving
through curves. The stereo baseline, and therefore its range accuracy, is limited
by the camera platform and the windshield. To achieve a comparable range
as the Nerian SP1, the full camera resolution has to be used to compute the
disparity images. This, in turn, prevents computationally demanding algorithms
and expensive post-processing steps, affecting the algorithm’s robustness and
leading to a higher number of disparity measurement outliers (compared to
the Nerian SP1).
3. The Vislab 3DV [Vislab, 2018] is a fully integrated stereo system with a
baseline of 15 cm. The disparity image with a resolution of 640 px × 480 px is
computed on an FPGA with a variant of the SGM algorithm.
The Vislab system is mounted on the rear of the vehicle, looking back. Its
purpose is to detect obstacles behind the vehicle when driving backwards,
for example while maneuvering. The driving speed is typically slow in these
situations, therefore a small range is sufficient.
Given the disparity error δ , the depth error X for a distance X is computed
as [Gallup et al., 2008]:
b · f [u] b · f [u]
−
δ
δ − δ
X 2 · δ
=
b · f [u] + X · δ
X2
≈
· δ
b · f [u]

X =
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δ

(3.1)
(3.2)

with 1st order Taylor series approx. at δ = 0.

(3.3)
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Table 3.1: Stereo system depth errors for a disparity error of δ = 0.25.

Depth
5.0 m
10.0 m
20.0 m
50.0 m

Depth Errors
Vislab 3DV-E Nerian SP1
9.5 cm
37.9 cm
152.2 cm
981.1 cm

2.2 cm
8.7 cm
34.7 cm
217.3 cm

MarVEye-8
2.8 cm
11.1 cm
44.3 cm
277.6 cm

According to [Kallwies et al., 2020], with SGM, approximately half (51.6 %) of all
pixels have a disparity error δ of less than 0.25 px. Table 3.1 shows the depth errors
for a disparity error of δ = 0.25 for the three stereo systems.
While the sensor setup of MuCAR-4 was specifically designed for the stereo-based
mapping system, the framework is flexible enough to work on other autonomous
testing platforms with different sensor setups. So far, it has been deployed also
on MuCAR-3 and TULF (Technologieträger Unbemanntes Landfahrzeug), a large
autonomous six-wheel drive military supply truck outfitted with stereo camera systems
working on infrared light and multi-spectral wavelengths (see Luettel et al. [2017]
for a general overview of its autonomous and driver assistance functions).
3.2.2 Bayesian and Evidential Mapping
In most probabilistic grid-based mapping systems, a cell is assigned a binary state: it
can be either free or occupied. This state is estimated as an occupancy probability
between 0 and 1. Values above 0.5 indicate an occupied cell and values smaller
than 0.5 free space. A value of 0.5 describes the unknown occupancy state, usually
chosen as the initial value. Using the Bayes rule, the discrete binary Bayes filter can
be derived (see Thrun et al. [2006a]) with which the occupancy probabilities are
updated when new measurements arrive.
While Bayesian mapping is well-known and has been widely used in the last decades,
there are some drawbacks: it cannot distinguish between “no information” and
contradicting information, for example when one measurement indicates free space,
and another indicates an obstacle in the same cell. Both cases result in an occupancy
probability close to 0.5. However, further processing tasks, for example path planning,
would benefit from knowing where no data was received at all and where the
occupancy is ambiguous. Additionally, Bayesian mapping only covers two hypotheses
for a cell’s state (free space/occupied). This limits its use for example in dynamic
scenarios, where a cell can be free, occupied by a static obstacle or occupied by a
dynamic object.
In recent years, evidential occupancy mapping has become known [Pagac et al.,
1998, Moras et al., 2011], trying to improve upon the shortcomings of Bayesian
mapping, especially in dynamic environments [Tanzmeister et al., 2014, Steyer et al.,
2017, Hoermann et al., 2018]. Evidential mapping is based on the Dempster-Shafer
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theory (DST) of evidences [Dempster, 1967, Shafer, 1976], a generalization of the
Bayesian theory [Dempster, 1968].
Instead of a single occupancy probability, DST looks at a set of different hypotheses
for a cell’s state, called the frame of discernment Θ and its power set 2Θ . For static
occupancy mapping, these are usually
Θ = {F, O}, and

(3.4)

Θ

(3.5)

2 = {∅, F, O, {F, O}}

where F is the hypothesis that a cell is contains free space, O for an occupied cell
and {F, O} indicates the uncertainty about a cell’s state. The empty set ∅ means
that no hypothesis is applicable to a cell, a case usually ignored, as all cells are either
free or occupied. Each proposition of the power set is assigned a basic belief mass
m : 2Θ → [0, 1]. Following the DST, the belief masses add up to one:
X

m(A) = 1 .

(3.6)

A∈2Θ

Belief masses are stored as separate layers in the grid. Because every cell has to
be either free or occupied, the empty mass must be m(∅) = 0. As a result, only
m(F ) and m(O) have to be saved for each cell, as m({F, O}) can be retrieved via
m({F, O}) = 1 − m(F ) − m(O).
Despite the advantages of evidential grid mapping, a Bayesian mapping scheme is
used in the following chapters. The reasons are as follows: first, the interface to the
path planning module currently cannot make use of the separate free space/occupied
belief masses and instead expects a single occupancy probability layer. Secondly,
maintaining and updating two belief layers is more computationally demanding than
the single layer for Bayesian mapping. Considering the large amount of data to
be processed from the stereo systems, efficient computation has been a focus in
the design of the mapping system. Finally, the benefit of evidential mapping for
static environments is not as large as in dynamic scenarios, where DST makes it
possible to distinguish between different occupied states, for example dynamically
occupied and statically occupied, as shown by Tanzmeister et al. [2014] and Steyer
et al. [2018].

3.3 Measurement Grids
As input, the mapping system receives raw stereo measurements in the form of
disparity images. The first step is to process these and generate measurement grids,
also called sensor model grids. Adding this abstraction helps reducing the large
amount of data multiple stereo cameras generate to something that is easier to
handle (in the form of grids) and contains more relevant information (in the form
of free space/occupancy probabilities) than the raw data. The measurement grids
also provide a uniform interface for the subsequent mapping algorithm, hiding the
specifics of the stereo camera systems. Although in the context of this work only
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vision-based depth sensors in the form of stereo cameras were considered, having
such a unified interface also makes it feasible to fuse data from other depth sensors,
such as LiDAR and Radar-. Furthermore, the measurement grid computations can
be performed in parallel, as they are independent from each other.
The measurement grids contain occupancy probabilities for each cell, where a value
larger than 0.5 means the cell is occupied by an obstacle, smaller means it is free and
at 0.5 the occupancy state is unknown. They are created through back-projection of
the valid pixels in the disparity image and then projecting the resulting 3D points onto
the 2D grid map. A sensor model is formulated to generate accurate occupancies from
the noisy depth measurements, taking into account the measurements’ individual
range uncertainties.

3.3.1 Inverse Sensor Model
For safe and obstacle-free navigation the most important property of a cell mi is
its occupancy state bt at time t. The cell may be occupied by an obstacle or not.
Therefore, the occupancy is a discrete binary state bi ∈ {occ, emp}, shortened in
the following to bi := (bi ≡ occ) and ¬bi := (bi ≡ emp). A mapping algorithm’s
goal is to compute the most likely occupancy state for each cell, given all prior
robot poses X1:t and all measurements Y1:t . It is formulated as a maximization of
p({bt , . . . , bt } | X1:t , Y1:t ). Several assumptions facilitate the problem and make it
computationally feasible:
1. The occupancy states of the cells are independent from each other.
2. The occupancy of a cell is static and therefore independent of the time.
3. All a-priori occupancy probabilities are identical with p(bi ) = p(¬bi ) = 1/2.
Using the log-odds form for probabilities
p
logit(p) = log
1−p

!

,

(3.7)

the following recursive filter equation can be deduced [Thrun et al., 2006a]:
logit(p(bi | Y1:t )) = logit(p(bi | Yt )) + logit(p(bi | Y1:t−1 )) .

(3.8)

With complex measurement data, the so-called inverse sensor model p(bi | Yt ) is
easier to estimate than the (forward) sensor model p(Yt | bi ).
A precise and efficient inverse sensor model for a stereo camera system has to respect
its special properties, such as opening angle and range measurement accuracy. In
the following, the existing LiDAR sensor model will be briefly discussed. This allows
to highlight similarities and differences to the stereo camera sensor model.
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LiDAR sensor model: The LiDAR sensor model from Jaspers et al. [2017b] is a
grid centered on the vehicle reference point. Similar to Thrun et al. [2006b], the
primary indication of an obstacle cell is the maximum height difference of LiDAR
points inside that cell. Obstacle-free cells are determined through radial ray-tracing
from the sensor position to the first occupied cell. With additional ray-tracing logic,
negative obstacles are detected as well. Heuristically chosen constant values are
used for the obstacle probability of free, occupied and unknown cells.
Measurements of LiDAR systems such as the Velodyne HDL-64E S2 are made in
spherical coordinates. They consist of a range measurement, a polar angle and an
azimuth angle. Typically, the range measurement noise (< 5 cm) is smaller than the
resolution of the grid map (r ≈ 20 cm). LiDAR data can therefore be integrated as
3D point measurements instead of probability distributions. This significantly speeds
up the sensor model computation while introducing only minor inaccuracies.

Measurement of a stereo camera system: A stereo camera system measures
a 3D point as y = (u, v, δ)T with the image coordinate (u, v) and the disparity δ.
Because of measurement noise and discretization errors, y generally differs from
the unknown “true” measurement ỹ. The measurement y is an element of a threedimensional real-valued random variable with mean ỹ and probability density function
Nỹ,P . Experimental studies (for example [Schneider et al., 2014, Badino et al.,
2007]) have shown that Nỹ,P can be modeled as a multivariate normal distribution
with covariance matrix P:
Nỹ,P (y) = q

1

1
exp − (y − ỹ)T P−1 (y − ỹ) .
2
(2π)3 det(P)




(3.9)

The errors in the u and v components mainly stem from the discretization of the
image plane into pixels. Relative to the cell size of the grid map, the angular error of
a single pixel is so small that the u and v errors are negligible2 . A different rationale
is, that u and v are not results of the measuring process, but predetermined values:
most stereo algorithms search the disparity for a given pixel (u, v). It therefore
suffices to model the disparity measurement as a one-dimensional normal distribution
with mean δ̃ and standard deviation σ:
1
1
2
Nδ̃,σ (δ) = √ exp − 2 (δ − δ̃)
2σ
σ 2π




.

(3.10)

A single LiDAR 3D point measurement is assigned exactly one cell in the occupancy
grid. In contrast, a disparity measurement influences multiple grid cells due to the
depth uncertainty. It is crucial to choose a suitable coordinate system for the sensor
model in order to compute the occupancy probabilities efficiently.
2
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Given an examplary stereo system with 640 pixels horizontal resolution at an opening angle of
60°, at a distance of 50 m a single pixel covers approx. d = sindeg (60/640) · 50m ≈ 0.074m.
This is much less than the typical cell size of 0.2 m.
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(b) Column/disparity Grid

(c) Projective-polar Grid

Figure 3.4:
Illustration of the possible coordinate systems for the sensor model grid, transformed into
Cartesian space. Also shown are two exemplary measurements with their uncertainty
ellipses to show which grid cells these will affect.

3.3.2 Grid Coordinate System
Badino et al. [2007] compared several coordinate systems with which the occupancy
grid of the inverse sensor model can be built (see fig. 3.4):
• Cartesian grids depict the discretized environment in an intuitive form. They
have the disadvantage of being computationally expensive when adding measurements, as every measurement affects a different number of cells in diverse
spatial configurations.
• Column/disparity grids best match the characteristics of a stereo system’s
disparity image and allow the most efficient data access. The cells correspond
to the discretized image columns and disparity values. However, the cell
dimensions grow quadratically with distance, prohibiting accurate mapping of
far obstacles. Additionally, cells close to the sensor are unnecessarily small.
• Projective-polar grids are a good compromise between Cartesian and column/disparity grids. Measurements can be integrated sufficiently fast, while
the constant depth resolution also allows accurate mapping of far obstacles.
A projective-polar grid better approximates the projective properties of a camera
than a polar grid, which represents a point p = (x, y) by an angle and a distance
to the origin. In contrast, a projective-polar coordinate system describes a point
via the coordinate c1 along the optical axis (usually the x axis) and the projected y
coordinate c2 = y/x.
The inverse sensor model is built as a grid map Msensor in projective-polar coordinates.
This respects the camera’s projective characteristics, while at the same time enabling
efficient and accurate data accumulation. Measurement data is transformed to
obstacle probabilities that are collected as one-dimensional probability distributions
along each column of the sensor model’s grid map (along the depth dimension).

Towards Autonomous Driving with Visual Landmarks
Camera-based Mapping and Localization in Unknown Terrain

35

3 Mapping

r

F#pp
y

u

f [u]
Fsensor x

A

c[u]

(

A=

(1.0, 2.0) in projective-polar grid space F#pp
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Figure 3.5:
Illustration of the different parameters required to transform points from Cartesian coordinates into the projective-polar grid space and back.

Thus, each measurement influences only the column it falls into. Because of the
small angular uncertainty of the measurements, this introduces minor discretization
errors but improves the processing time.
In order to generate the sensor model from measurement data, the measurements
must be transformed into the projective-polar grid space F#pp . Inversely, when
updating the map with the sensor model’s data, points from F#pp have to be transformed back to Cartesian coordinates. The transformation between the coordinate
systems is a mixture of an affine and a projective transformation which cannot be
expressed with a transformation matrix directly.
In order to have a generic point interface for all stereo systems, the sensor measurements are assumed to be given in Cartesian coordinates sensor y = (x, y)T . These
can be easily computed from stereo disparity data (or any other depth sensor for
that matter, such as LiDAR or Radar). The x and y measurement coordinates are
first transformed to projective-polar space and then scaled to grid cells:
"

#

1/sx · (
x − xoff
)
Q (x, y) =
.
y
1/su · ( c[u] − x · f [u] )

(3.11)

Here, xoff is the x offset of the grid relative to the sensor position (see fig. 3.5).
The grid’s resolution is sx along the x axis and su along the projected y axis – the
image’s horizontal u axis. The intrinsic camera parameters c[u] (horizontal center
point) and f [u] (focal length) impose the camera’s projective characteristics on the
grid’s structure.
A measurement #pp y = (r, u)T given in projective-polar grid coordinates can be
transformed back to Cartesian coordinates in the sensor frame with the inverse of
the above function:
"

#

X
Q−1 (r, u) =
, with X = r · sx + xoff .
X/f [u] · (c[u] − u · su )
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K =6

K =3 K =2 K =2 K =1 K =1 K =0

K >τK

(a) quantity-based occupancy

δz >τb
(b) height-difference-based occupancy
Figure 3.6:
Visualization of occupancy estimation based on the number of measurements in a cell (a)
and on the height difference (b).

3.3.3 Occupancy Probabilities
A single disparity measurement y ∈ Y does not carry enough information to discern
whether it comes from an obstacle or the ground plane. In the past, researchers
developed different methods to distinguish between obstacles and drivable regions in
stereo data. The following paragraphs briefly describe occupancy estimation based
on measurement classification, quantity, the terrain model and height difference.
Classification-based occupancy: If measurements are classified into ground and
non-ground points, only the non-ground measurements are used to update the
occupancy probabilities. Free space is inferred from ground point measurements and
by ray-tracing the space between the ego vehicle and obstacles.
Quantity-based occupancy: Some methods (Badino et al. [2007], Nguyen et al.
[2012]) assume that measurements are mainly found on objects and obstacles rather
than the ground plane. Regions with many measurements are seen as an indication
of obstacles in that area. Similarly, a small number of measurements – or none –
suggest free, drivable space (i. e., the ground plane).
The reasoning is as follows: an upright obstacle will cause many measurements in a
similar distance. It is being finely sampled because the obstacle’s surface is almost
perpendicular to the viewing rays from the camera. The ground plane, however,
generally has small incidence angles to the camera’s viewing rays. It is therefore
being coarsely sampled and in each grid cell only a limited number of measurements
are recorded (compare fig. 3.6a).
This approach has two inherit problems:
• There’s an imbalance between the near and far range: obstacles in the near
range are sampled much more finely than equally sized obstacles further away.
It might even occur that the ground generates more measurements near the
stereo system than an obstacle far away.
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• The texture of surfaces greatly influences the quantity of measurements. A
contrast-rich gravel road allows for many more stereo measurements than a
homogeneously colored object.
These problems may cause a part of drivable, open road to be labeled as “occupied”,
whereas an obstacle in the distance may not be detected. Despite the drawbacks,
quantity-based occupancy estimation is often used due to its computational efficiency
and easy implementation.
Model-based occupancy: Assuming a model of the surrounding terrain is available, obstacles may be identified by finding measurements which do not comply with
the model. Terrain models are often parametric models, which provide elevation
data for any point in the map. Also, terrain gradients can be computed anywhere
through differentiation of the model.
The simplest model, of course, is a ground plane. A ground plane is easily fitted to
the available data and can be computed efficiently. It does work sufficiently well for
highways and some urban areas, but in most cases, the terrain is not flat. Even if
only assuming a ground plane for the road area (given that a road segmentation
exists), significant errors are made when encountering a transition from a flat part
of the road to an inclination, such as a ramp. The ramp, although drivable for the
vehicle, may test positive as an obstacle because the distance of its measurements
to the ground plane model could exceed a threshold.
More sophisticated terrain models exist, for example based on b-splines [Jaspers
and Wuensche, 2014] or Gaussian Processes [Chen et al., 2014a]. However, these
models first have to be computed by fitting them to the available data or through
recursive state estimation. Subsequently, they must be evaluated for each grid cell.
Both steps can be time-consuming for a complex terrain model.
Height-difference-based occupancy: The height difference in a grid cell determines obstacles and free space, similar to Jaspers et al. [2017b] and Thrun et al.
[2006b]. As a model-free approach, this does not assume a ground plane or any
other explicit terrain model. It is therefore very flexible and adapts well to unknown
environments. Of course, a sufficiently dense point cloud is needed because at least
two height measurements per cell are required.
As described by Jaspers et al. [2017b], a measurement pre-processing is performed,
which reduces the measurements to a smaller set of “virtual” measurements y0 ∈ Y0 .
The occupancy state is known for each y0 as either occupied (y0 ∈ Y0  ) or free
space/ground plane (y0 ∈ Y0  ), with
Y0 = Y0  ∪ Y0  .

(3.13)

The data reduction is helpful when dealing with a large amount of disparity measurements and makes the overall processing more efficient.
A virtual measurement y0 is computed for each cell of the sensor model grid Msensor
that has a minimum number of measurements associated to it. The minimum
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number of measurements per cell is derived from the computations performed on
them (i. e., for computing a height difference, at least two measurements are needed),
but can also be chosen as a larger number in order to reduce the influence of noise.
For a cell mi , the height difference ∆i of its associated measurements, together
with threshold τz , decides whether to mark the cell as free or occupied:

Y0



y0 i ∈  0
Y

if ∆i ≥ τz
if ∆i < τz

(3.14)

The following steps are used to compute obstacles probabilities:
1. Back-projection of disparity measurements to 3D points.
A mixture of the sensor’s 2D pose and the vehicle’s inertial frame is chosen as
the frame of reference for the back-projected points: the frame is centered on
the sensor’s x and y position and aligned to its yaw angle. The z coordinate,
pitch and roll come from the vehicle’s inertial frame. This ensures consistent
height measurements over multiple time steps independent of the vehicle’s
motion – a prerequisite for accumulating height values over time.
2. Identification of the virtual measurement y0 i ∈ Y0 of each cell mi ∈ Msensor .
3. Computation of the occupancy probability per measurement y0 i .
The measurement is modeled as a one-dimensional normal distribution Nc(i),σ (δ)
in the disparity space. c(i) denotes the disparity of y0 i , i. e. the distance of the
cell center in disparity space. The probability of a cell being occupied, given a
measurement y0 i , is expressed by the PDF
0

pdf(bk | y i ) :=

Z l(k)
u(k)

Nc(i),σ (δ)dδ .

(3.15)

This computation is illustrated in fig. 3.7. The integral limits l(k) and u(k)
denote the lower, respectively upper limit of cell mk as disparity values
(compare eq. (2.9)):
b · f [u]
,
xoff,s + sx · (k + 1)
b · f [u]
u(k) =
.
xoff,s + sx · k
l(k) =

(3.16)
(3.17)

Given the pre-computed, virtual measurements with known occupancy state,
a modified indicator function is defined:



1

if y0 i ∈ Y0  , i. e., the cell is occupied
1i = −1 if y0 i ∈ Y0  , i. e., the cell is free



0
else.
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Figure 3.7:
In the Euclidean space, the occupancy probability of a single measurement y is an
asymmetric curve (top) that equates to a normal distribution in the disparity space (bottom).
The occupancy probability for a cell mk is calculated as the integral of the measurement’s
PDF between the cell’s bounds l(k) and u(k). Note: the disparity axis is shown reversed,
as this helps to relate the curves in the Euclidean and disparity space.

Furthermore, a probability p > 0.5 defines a cell to be occupied, p < 0.5
defines free space and p = 0.5 specifies cells with an unknown occupancy
state. The occupancy probability for cell mk computes as
p(bk | y0 i ) = 0.5 + 1i · 0.5 · pdf(bk | y0 i ) .

(3.19)

4. Computation of occupancy probabilities given all measurements:
The combination of the occupancy probabilities based on all measurements
gives
X
logit(p(bk | Y0 )) =
logit(p(bk | y0 i )) .
(3.20)
i

The resulting probability is written in the log-odds form (see eq. 3.7), which
simplifies the accumulation of probabilities in the occupancy map with the
recursive filtering equation (3.8) and additionally improves the numerical
stability. Figure 3.8 shows an example for the computation of occupancy
probabilities.

In order to increase the performance and reduce the computation time, the occupancy
probabilities p(bk | y0 i ) can be pre-computed. Finally, fig. 3.9 shows an example for
a projective-polar measurement grid transformed into Cartesian space.
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Figure 3.8:
Example for the computation of the sensor model’s occupancy probabilities logit(p(bk |
Y0 )) along one column of the occupancy grid with six measurements (four obstacle
measurements and two free space measurements at 4.5 m and 5.5 m). The measurements
are defined as normal distributions in the disparity space, which results in asymmetrical
PDFs in Euclidean space (top). After classification in obstacle and free space measurements,
the occupancy probabilities per measurement are formed (center). The summation of the
log-odds gives the inverse sensor model (bottom).
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Figure 3.9:
An example for a stereo camera system’s sensor model in the form of a projective-polar
grid Msensor , transformed into Cartesian space. The visualization also shows the local grid
around the vehicle (red) and color-coded occupancy probabilities.

Towards Autonomous Driving with Visual Landmarks
Camera-based Mapping and Localization in Unknown Terrain

41

3 Mapping

3.4 Stereo Mapping System
The stereo mapping system accumulates the measurement grids from one or multiple
stereo cameras over time in form of a grid-based map. Because the vehicle moves,
accumulating data requires an efficient management of the map data. In addition
to occupancy probabilities, other characteristics of the environment are accumulated
and computed as well: elevation data, color information and terrain gradients.

3.4.1 Map Maintenance
Data from the vehicle’s local environment is accumulated and stored in a discretized
map structure consisting of small cells, a so-called grid map.
An grid map M consists of a set of square cells M = {m0 , . . . , mL−1 } which are
laid out in a regular, two-dimensional Cartesian grid. A cell is identified by a 1D linear
index i ∈ {0, . . . , L − 1} as mi or a 2D index as mj,k . Here, j ∈ {0, . . . , N − 1}
denotes the column (along the x axis) and k ∈ {0, . . . , M − 1} the row (along the
y axis) of the two-dimensional grid. The total number of cells therefore is L = N M .
The map’s geometry is defined by the length sl , the width sw and the resolution r,
corresponding to the side length of a square cell mj,k . There are N = dsl /re and
M = dsw /re cells along the x and y axis respectively. Typically, the map is square
with N = M .
Cell content: In a basic occupancy grid map implementation, each cell simply
encodes the boolean occupancy state. With multi-modal grid maps, each cell can
contain many different environment properties. Among them is the occupancy
probability m[occ] , height information m[h] and color m[c] . Other features may be
computed based on these features, such as the surface slope, which is derived from
the height information. The grid’s different feature types can be seen as distinct
layers, all with the same dimension and structure, but containing different data. For
a detailed description of the layers, see section 3.4.5. The layered grid architecture
makes it easy to extend the mapping system. For example, evidence theory with
Dempster-Shafer grids could be used simply by adding three separate layers for
“occupied”, “free space” and “unknown” belief masses.
Coordinate frames: The mapping architecture uses different coordinate frames
to express the spatial relations between its components, most importantly the sensor
measurements, vehicle motion and map data (see fig. 3.10).
Sensor measurements are defined in the sensor’s frame of reference Fsensor , which
is specified relative to the ego vehicle frame Fveh . The vehicle moves in the fixed
dead reckoning space, where the vehicle’s motion is computed from odometry
measurements and inertial measurement unit (IMU) data. The dead reckoning space
is referred to as the odometry space Fodo , conforming to the prevalent name used
in mapping literature. As Fodo ensures jump-free position estimates – necessary for
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Figure 3.10:
Coordinate frames and transformations in the mapping architecture, illustrated for an
exemplary vehicle and map configuration. The inverse sensor model’s coordinate frame
F#sensor is given relative to the sensor frame Fsensor , which in turn is defined relative to the
ego reference frame Fveh . Fodo is the world-fixed coordinate frame, usually corresponding
to the dead-reckoning space zeroed at vehicle startup. The coordinate frame of the local
map (red) is Fgrid . Data for the local map is accumulated with a memory-efficient 2D
circular buffer anchored in Fodo . The frame F#odo (not shown) is Fodo scaled by the
grid’s cell size.
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accurate and coherent map creation – it is the space used for the accumulation of
grid data.
Data is stored in the cells of the discretized odometry grid space F#odo . It is a
real-valued coordinate frame that results from scaling Fodo by the grid cell size. The
cells itself are addressed via 2D integer indices (j, k). A cell mj,k covers a quadratic
area with x ∈ [j, j + 1) and y ∈ [k, k + 1). Thus, the cell’s center point is
x
y

!
#

!

j + 1/2
=
k + 1/2

.

(3.21)

Conversely, based on the grid coordinates (x, y)#odo the indices (j, k) of the corresponding cell are calculated as
!

j
bxc
=
k
byc

!

.

(3.22)

The local map frame Fgrid is a cropped region of Fodo with a fixed size. The grid
map is therefore aligned to the space it is embedded in, i. e. the odometry space (see
fig. 3.11b). This approach contrasts with the ego-aligned grids (fig. 3.11a) used in,
e. g. [Jaspers et al., 2017b]. As a further restriction, Fgrid is aligned to the grid cells
in F#odo , effectively moving in increments of the cell size. This eliminates aliasing
effects which occur when the map partially includes grid cells on its boundaries.
Using odometry-aligned grids instead of ego-aligned grid maps has several advantages:
it eliminates aliasing effects that occur when publishing an ego-aligned grid to the
middleware and it simplifies the invalidation of cells outside the map after vehicle
motion (see section 3.4.2). This process relies on the difference of the map area
between the previous and the new map positions, which is easily computed for
axis-aligned rectangles in the case of odometry-aligned grids, but more difficult when
arbitrary rotations are included for ego-aligned maps. Also, axis-aligned maps better
utilize the
√ grid’s available space and memory. The memory buffer’s size must be
at least 2 · s in order to fit a 45° rotated square ego-aligned map with size s.
The buffer thus allocates twice the memory needed for the map. There’s no such
overhead for axis-aligned maps.
Radial Offset: The map is always placed such that it is centered at a specified
distance in front of the vehicle. This distance marks the radius of a circle of possible
ego vehicle locations relative to the map’s center. It is therefore called the vehicle’s
radial offset to the map. See fig. 3.12 for an illustration of this effect. The radial
offset ensures that the limited space of a grid map is efficiently used by allocating
more room to the vehicle’s area of interest – which is the area in front of the ego
vehicle in most cases. The radial offset is not necessarily a fixed value. Indeed, it is
useful to choose it dynamically depending on the current ego velocity vego as
Rvel = ∆t · vego
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(a) Ego-aligned grid map.

(b) Odometry-aligned grid map.

Figure 3.11:
Examples for an ego-aligned grid map (a) and an odometry-aligned grid map (b), both
embedded in the fixed world/odometry frame.
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Figure 3.12: Illustration of the radial offset for different ego vehicle orientations.
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Figure 3.13:
Exemplary visualization of the circular buffer used for efficient grid data storage. Matching
colored rectangles refer to the same memory locations.

for a given “lookahead” duration ∆t > 0. Very large radial offsets will move the
mapped region far away from the vehicle’s immediate surroundings and and small yaw
variations of the ego vehicle will cause large shifts of the map, potentially discarding
large map portions each time step. Therefore, the effective radial offset R is limited
to [Rmin , Rmax ]:
R = max (Rmin , min(Rmax , Rvel )) .
(3.24)

Circular Buffer: Data is accumulated in the fixed odometry space, discretized
into grid cells. In order not to require an infinite amount of memory, the grid for
this unbound space is managed as a two-dimensional circular buffer (also known as
a wrappable map). Coordinates outside of the buffer’s bounds are wrapped back
into the valid cell coordinates with 2D modulo operations (see fig. 3.13):
jwrap = j #odo mod M
kwrap = k #odo mod N .

(3.25)
(3.26)

The buffer’s dimension has to be at least as large as the size of the environment’s
grid map in order to prevent coordinate collisions. The memory is best used if the
sizes of the map and the circular buffer are the same. However, when the vehicle
moves and existing data from one side “comes into view” on the other side, data
has to be invalidated before continuing with the processing. This is described in the
following section 3.4.2.
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Figure 3.14:
After the vehicle moves and the map position is updated, the cells that are now outside
the map must be invalidated. This is done by computing the difference of the previous
map Mt−1 to the current one Mt . In the figure, the cells that have to be cleared are
marked in red.

3.4.2 Update Map with Vehicle Motion
When the vehicle moves, two steps have to be performed to update the map:
1. Update the grid geometry: First, the vehicle position and orientation relative
to the odometry frame is updated according to the ego motion from the last to
the current time step. Next, the map’s position is computed based on the ego
pose and the radial offset. Since the map must be aligned to the underlying
grid’s cells, it’s position is mapped to the closest cell boundaries.
After the map’s position was updated, the cells that left the map’s area have to
be invalidated. These cells are determined by computing the difference between
the map area from the previous to the current time step (see fig. 3.14). The
fact that the map is always aligned to the grid cells allows for very simple and
robust integer-based algorithms to compute the area difference. In contrast,
computing the difference of two arbitrarily positioned rectangles (as is the case
for ego-aligned maps) is more complex and requires floating-point operations
which can lead to numerical inaccuracies.
2. Update the grid content by increasing the uncertainty of the occupancy
probabilities: One of the assumptions is that the grid cells are independent from
each other. Therefore, each cell is updated without influencing neighboring
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cells by multiplying its occupancy probability (in log-odds form) by a constant
value θ ∈ [0, 1]:
mt,[occ] = θ · mt−1,[occ] .
(3.27)
Usually, θ is chosen close to 1 to have a slow occupancy probability decay over
time. Thrun et al. [2006a] don’t decay the probabilities, equivalent to θ = 1.
Experiments on real-world data have shown that decaying the probabilities
over time can be beneficial for robust autonomous operation. This is because
erroneous measurements can cause obstacles on the road which might block
the vehicle when they are not contradicted by correct measurements. By
decaying the probabilities, these “ghost” obstacles will fade over time until
the path is again free.

3.4.3 Map Update with a Single Measurement Grid
A dense and complete map of the vehicle’s local environment requires accumulation of
the sensors’ data over multiple time steps. Temporal data accumulation is performed
in the circular buffer/wrappable map data structure in the odometry grid space
#odo.
The sensor model is created in a projective-polar coordinate system. The map,
however, is based on Cartesian coordinates. The data from the sensor model can be
transformed to the map in a forward or backward manner:
When using forward transformations, the map coordinate and corresponding cell is
calculated for each cell of the sensor model’s grid. Sensor model data is then copied
to the grid. A disadvantage of this approach is that there’s no guarantee that each
map cell covered by the sensor model gets updated with new data. Indeed, mainly
because of discretization effects, some cells are updated multiple times in one time
step and other cells not at all. The sensor model’s projective-polar coordinate system
contributes to this: its spatial resolution is higher than the map’s resolution in close
range, and lower in the far range.
In a backward transformation, a sensor model grid cell is determined for each map
cell. It avoids the drawbacks of the forward transformation and is the better choice
in this case. Yet, it may happen that in the close range not all cells of the sensor
model are visited, and very small obstacles and objects could be missed. In practical
applications, however, where the map’s resolution should be about the size of the
smallest occurring obstacle, this does not pose a problem. Additionally, the size of
small obstacles is often overestimated in stereo data.
The camera sensor model usually covers an area significantly smaller than the
map. Thus, it is much more efficient to only transform the cell coordinates in the
sensor model’s region instead of transforming the coordinates of all cells in the
map. Corresponding to the covered area, the polygon P S is created from the sensor
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S
P#odo

F#sensor

Fve

h

Fsensor

Figure 3.15:
Transferring
Fgrid data from the sensor grid to the map. First, the map cells covered by
S
the sensor model are determined by rasterizing the polygon P#odo
(green). A possible
rasterization is indicated by the blue polygon. Second, each cell is updated with the data
of the nearest sensor grid cell. Note that in this figure cells are larger than usual for
S
illustration purposes, which is why the rasterization of P#odo
seems quite coarse.

model’s corner points. The polygon is first transformed to the Cartesian ego frame
and subsequently to the map’s frame:
S
P#odo
=

n

#odo

S
Hodo · odo Hveh · veh Hsensor · Q(p), ∀p ∈ P#sensor

o

(3.28)

S
There, the polygon P#odo
is rasterized and the coordinates wrapped to obtain
the map cells corresponding to the area covered by the sensor model (compare
fig. 3.15).

A cell m of the map is updated with the data from the nearest sensor model grid
cell s. The occupancy probability m[occ] (in log-odds form) is updated using the
recursive filtering equation (3.8), written simplified as
m[occ] = m[occ] + s[occ] .

(3.29)

Here, s[occ] denotes the occupancy probability of the corresponding cell of the inverse
sensor model s[occ] = logit(p(bi | Y0 )). Without further operations, the log-odds can
grow and shrink without limits, which can lead to cells never being able to change
their occupancy state with new contradicting measurements. An example for this is
a standing vehicle that has been observed for a long time and then starts driving.
Freeing the cells covered by the vehicle will take as long as it has been observed
standing (given that free space and obstacle measurements are weighted equally).
To prevent this situation, the log-odds are clamped to a fixed range [lmin , lmax ] to
cause a saturation of the values.

Towards Autonomous Driving with Visual Landmarks
Camera-based Mapping and Localization in Unknown Terrain

49

3 Mapping

(a) one map update with n sensor models

(b) n map updates with one model each

Figure 3.16:
Two strategies to integrate n stereo camera systems into the occupancy map.

3.4.4 Map Update with Multiple Measurement Grids
The horizontal FOV of (stereo) cameras – even with wide angle lenses – is often
limited to less than 100° as a compromise between a good angular resolution and
a good overview of the environment. Multiple stereo camera systems, looking in
different directions, can be used to perceive more of the environment than with a
single system alone.
The first step of integrating multiple stereo cameras is computing an inverse sensor
model grid for each stereo system. As the stereo cameras are independent from each
other, this can be done in parallel and immediately as soon as one stereo system’s
data is available.
There are two strategies on how to integrate multiple (n) stereo systems in the
mapping architecture (compare fig. 3.16):
1. perform one map update with n stereo systems. A primary stereo
camera is used to trigger the update of the map. All other stereo systems are
integrated in the same update cycle. Updating the map and publishing the
grids to the middleware all happens in the cycle of the primary stereo system.
This leads to predictable update cycles on which subsequent software modules
can depend. Additionally, there are smaller algorithmic optimizations that can
be used when the cycle time is fixed and known in advance.
In the case of unsynchronized camera systems, however, the integration has
to be done carefully. Otherwise, as the following example illustrates, this can
introduce noticeable errors: with a difference of 50 ms between the capture
times of one sensor and the primary stereo system, an obstacle will be mapped
with an error of 0.2 m when driving straight at a speed of only 4 ms . Faster
speeds introduce larger mapping errors, possibly degrading the whole system’s
performance. To counter this issue, the vehicle motion is taken into account
when fusing the different sensor model grids.
Consider a situation with a primary stereo system A and a secondary, unsynchronized stereo system B, with coordinate frames FA and FB respectively.
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tB
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veh,tB

Fveh,tB
B,tB Hveh,tB

Hveh,tA

Fveh,tA
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B,tB
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Hveh,tA

Figure 3.17:
Coordinate frames and transformations for ego-motion correction when unsynchronized
camera systems trigger at different times. Camera system B records a frame at time tB ,
system A at tA . The HTM B,tB Hveh,tA describes the transformation required to integrate
system B at time tA together with system A.

The primary stereo camera’s capture time, i. e. the current map update time,
is tA , the image capture time of B is tB . In general, tB ≤ tA holds, i. e. system
B’s data is older because the map update is triggered by the most current data
from system A. Assuming a static environment, system B’s data is integrated
correctly by moving its sensor model to the sensor’s pose at tB relative to the
vehicle at time tA , expressed by the transformation B,tB Hveh,tA . This is done
by computing the inverse vehicle motion veh,tB Hveh,tA between the times tA
and tB and applying it as:
B,tB

Hveh,tA = B,tB Hveh,tB · veh,tB Hveh,tA .

(3.30)

Figure 3.17 illustrates the different coordinate frames and transformations.
In a dynamic environment with other moving objects, the assumption of a
static environment of course does not hold. A straightforward approach is to
eliminate all cell data belonging to dynamic objects (see, e. g. [Jaspers et al.,
2017b]) from the measurement grids. This approach relies on an external
object tracking to provide object bounding boxes over time. As dynamic scenes
are not a focus of this work, further approaches have not been investigated.
2. perform n map updates with one stereo system each. As data from
one of the stereo systems arrives, the map is updated immediately. The
update process follows most of the steps as with a single stereo system: move
the vehicle and map region, decay obstacle probabilities, update cells with
data from the sensor model grid. However, computing additional layers (see
section 3.4.5) and publishing grid data to the middleware is done only in the
update cycle of a single predetermined stereo system rather than after each
map update. This ensures a constant and predictable update rate of the
published data. Therefore, also software modules depending on the occupancy
grids are triggered in a regular manner.
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Both strategies have their benefits and drawbacks. The first approach performs
the map update in the cycle time of the primary stereo system. Data is reliably
published to the middleware in sync with the primary stereo camera. All n stereo
systems are integrated at the same time, possibly in parallel if their sensor model
regions don’t overlap. Map management (i. e. updating the map region, decaying
obstacle probabilities, etc.) is performed only once in the update cycle. In the
implementation chosen for this work, each stereo system is integrated exactly once
during one map update cycle. This means that data from a secondary stereo system
with a capture frequency higher than the primary stereo system’s might be missed
and not integrated if, for example, two captures of the secondary system fall into
one update cycle of the primary system.
The second strategy elegantly integrates an arbitrary, even varying number of stereo
systems with possibly different cycle times in a unified manner. However, if the data
from multiple stereo systems arrives in quick succession, the data to arrive last will
only be processed once all the earlier data has been integrated. This could lead
to queuing effects where every stereo system integration is delayed, because the
previous processing is not yet finished. Additionally, the complete update cycle is
performed for each stereo system, which means that more time is spent with map
management than in the first strategy.
Assume that the complexity of one map update step is O(k) and integrating a stereo
system’s sensor model is O(m). The algorithmic complexity of the first integration
strategy is O(k + nm) (one map update and n sensor model integrations) whereas
the second strategy’s complexity is O(n(k + m)) = O(nk + nm). Due to the
performance advantage, the first strategy is the better choice when integrating
multiple stereo systems.
3.4.5 Map Layers
Each grid cell m contains
• obstacle probability m[occ] ,
• color information m[c] ,
• minimal/maximum/average heights m[h] ,
• height difference m[∆h] and
• terrain gradient magnitude, i. e. slopes m[s] .
Depending on the application and available sensors, even more data can be accumulated, for example thermal or near-infrared (NIR) data. The grid map can be thought
of – and is implemented – as a multi-layer model, where each layer represents a
distinct environment characteristic. Some exemplary layers are shown in fig. 3.18.
Layers can be divided into data layers, which accumulate (pre-processed) sensor
data, and computation layers, which are derived from data layers. Examples for
data layers are obstacle probabilities, elevation and color layers. Slopes and height
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(a) Occupancy probabilities

(c) Average heights

(b) Color information
1.5

1

-1.5
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(d) Slopes

Figure 3.18:
Map layers shown as ego-centered grid maps. Unknown cells are colored gray (b-d).
Obstacle probabilities, heights and slopes are color-coded.

differences, however, classify as computation layers because they are derived from
the height data layers.

3.4.5.1 Elevation

The terrain elevation in the form of geo-referenced heights is accumulated in each
cell. Geo-referenced heights are used because they are independent of the vehicle’s
rotation and position, providing a much more robust and stable way to collect
elevation data. This is especially important for off-road driving.
Thus, the point cloud is transformed into the geo-referenced coordinate system and
then centered in x- and y-direction at the vehicle’s reference point. The elevation of
a grid cell is defined by the average height of the points assigned to it. Temporal
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accumulation is performed with a weighted average of the previous and current
elevation, using the weight factor α ∈ [0, 1]:
mt,[h] = α · mt−1,[h] + (1 − α) · s[h] .

(3.31)

3.4.5.2 Slope
The terrain gradients are based on the elevation map. For a dense elevation layer
without missing data, computer vision methods, such as Sobel filtering [Sobel and
Feldman, 1968] or the Scharr operator [Scharr, 2000], can be used to estimate the
gradients. These are usually efficiently implemented with convolutions of separable
filters.
The Sobel operator (and similarly the Scharr operator) is a discrete differentiation
operator that combines Gaussian smoothing with central difference computation.
The 3 × 3 convolution matrix for calculating the gradient in x direction is




 

−1 0 1
1 h
i


 
−2
0
2
=


2 −1 0 1 .
−1 0 1
1

(3.32)

Dense elevation data, however, is not available, as there will be cells for which no
measurements have been accumulated yet. Still, with a mask of valid data, so-called
normalized convolutions [Knutsson and Westin, 1993] can be used that are not
disrupted by invalid and missing values.
To compute the gradients, a variant of normalized differential convolution is applied. Similar to the Sobel operator, the computation is separated into an averaging/smoothing step and a differential step: first, the elevation layer is smoothed
and partly interpolated with a 3 × 3 Gaussian filter using normalized convolution.
Second, the gradients are computed with a differential kernel in x and y direction.
The complete process is as follows:
1. Create mask M that is 1 in cells where valid elevation data exists and 0
otherwise.
2. Compute the smoothed elevation layer Ẽ using normalized convolution with
the Gaussian filter FGauss :
Ẽ = (FGauss ∗ E)

(FGauss ∗ M),

where ∗ is the notation for the convolution and
division of its operands.

(3.33)

performs the element-wise

3. Create a 1 × 3 central difference gradient filter
F∆ =
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The scaling 1/(2r) with the map’s cell size r is chosen because the two
neighboring cells are 2r apart. Thus, the gradients have a physical meaning,
as opposed to gradients that are defined in the cell/pixel space.
4. Compute the terrain gradients:
G[x] = F∆ ∗ Ẽ,

(3.35)

G[y] = FT∆ ∗ Ẽ .

(3.36)

5. Compute the slopes as the gradient magnitude G =

q

G[x] 2 + G[y] 2 .

6. Reset the slopes to 0 (or an invalid value) where no elevation data exists (i. e.
Mi,j = 0). This gets rid of computed gradients at the border between invalid
and valid elevation data.
If required, the slope orientation can be computed from G[x] and G[y] . It may be
used in the path planning module to decide whether the vehicle can climb a specific
slope, as this depends on the vehicle’s orientation towards it : when driven straight
at a slope, vehicles can climb steeper inclinations. Otherwise, the vehicle begins to
roll, i. e. tip to the side, which is potentially dangerous and might lead to the vehicle
tipping over at steep slopes.

3.4.5.3 Color
In order to provide color information for a cell, a 3D point is created using the cell’s
coordinates and elevation. By projecting the point onto the camera image, a color
can be assigned to the cell. If the cell already contains valid color data, a weighted
average between the new and old data is computed, similar to the elevation data
(see eq. (3.31)):
mt,[c] = α · mt−1,[c] + (1 − α) · s[c] .
(3.37)
Because of different sensor positions, however, a 3D point seen in the LiDAR might
not be visible in the camera, but instead be occluded by an obstacle. Schneider
et al. [2010] describe this effect in more detail. The mapping architecture contains
the following three methods to deal with occlusions, ordered from simple to more
advanced methods:
1. Ignore possible occlusions and color all cells in the camera’s field of view.
Obviously, this approach is suboptimal and will lead to some cells having the
wrong color. From a performance perspective, however, it is the most efficient
to compute and a reasonable choice for applications where the cell colors are
not that important.
2. Color cells up to the first obstacle cell encountered when performing ray-tracing
radially from the camera position outwards. This is often a reasonable choice
because obstacles will occlude some part of the environment behind them.
It generally is too restrictive and some visible cells behind the obstacle will
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Figure 3.19:
Occlusion reasoning via the vertical angle α from the camera sensor to the cells. For a
cell to be visible, its α angle has to be greater than the angles of all nearer cells. In this
example, cell 5 is occluded by the preceding cell.

not be colorized. Then again, due to collision avoidance, the area behind the
obstacle is often not directly accessible for the vehicle and its color thus not
as important.
3. Perform a more accurate occlusion reasoning, considering the vertical angle
from the sensor to the cell’s 3D position. The vertical angle must be monotonically increasing when ray-tracing from the sensor outwards (see fig. 3.19).
The inequality involving the computationally expensive arc tangent simplifies
to the comparison of two fractions, when assuming angles in the range (−90°,
90°):
αc+1 ≥ αc
⇔ tan (∆hc+1 /dc+1 ) ≥ tan−1 (∆hc /dc )
⇔
∆hc+1 /dc+1 ≥ ∆hc /dc
−1

(3.38)

∆h denotes the height difference between the camera sensor and a cell and d
the cell’s distance to the camera.
These techniques not only work for color images, but any camera-based data, such as
thermal imaging data or NIR images. Figure 3.20 shows the effects of the different
occlusion reasoning methods on an exemplary scene. Computing the visibility of
cells via the vertical angle (fig. 3.20d) gives the most detailed results.
Pixel-wise semantic segmentation images can be integrated in much the same way,
although the stored data must be modified in order to deal with discrete semantic
labels. Instead of having a single value, a vector the same size as the number of
class labels is stored in a cell. A class label is transformed to a vector in one-hot
encoding, i. e., the vector is set to all zero but at the index corresponding to the
class label, where it is set to one. These vectors can be then weighted in the same
way as color data (eq. (3.37)). From the updated vectors, the class label is extracted
as the index of the maximum vector element.
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(a) camera image of scene

(b) ignore occlusions

(c) visible until first obstacle

(d) vertical angle visibility

Figure 3.20:
Example for coloring the grid data with the three presented methods for occlusion reasoning.
(a) shows the scene with a low barrier separating a parking lot from the road. The barrier
is partly detected as an obstacle but is low enough not to obstruct the view. (b-c) show
top-views of the map, with the visibility mask on top and colored cells below.
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Using this approach, the number of semantic classes directly impacts the memory
consumption and performance of the mapping algorithm. A faster and more lightweight method is to store the last assigned semantic label in a cell, ignoring previous
values. This produces less accurate mapping results but has large run-time benefits
and makes it feasible for real-time execution in the vehicle. More accurate results
can always be achieved with better semantic segmentation input.
3.4.6 Middleware Export
In order to make the accumulated grid map layers available to other software modules,
each layer is individually published to the KogMo-RTDB [Goebl and Färber, 2007].
Additionally, after all layers have been published, a trigger object is written as well.
It contains a list of all published layers and marks the point at which all layers are
available. Through this, other software modules, which may read just a subset of
the available layers, can be sure that the layers are all consistent and from the same
time step.
In general, the layers are directly copied to the middleware as-is, with metadata
describing the map dimensions and resolution, as well as the vehicle’s pose relative
to the map’s center.
Optionally, the layers can be written as ego-centered grids. Data is transferred from
the map into the ego-centered grid in much the same way as copying data from
the sensor model into the map: for every cell in the ego-centered grid map, the
corresponding map cell is determined, and the data copied there. Simply using
the nearest cell is the easiest and most efficient way to do this, also called nearest
neighbor interpolation. However, because of the map’s discretizations into grid cells,
aliasing effects may occur, as shown in fig. 3.21a. In real-live moving data, this
effect is even more pronounced and may negatively impact the performance and
accuracy of subsequent software modules, such as the road detection. A better,
but more computationally demanding method is bilinear interpolation. Here, a cell’s
target value is linearly interpolated from the surrounding cells. The result shows no
aliasing effects, but the data looks smoothed (see fig. 3.21b). Also, existing bilinear
interpolation methods don’t consider invalid cells, which leads to erroneous data
when interpolating a value between invalid and valid cells. In the color layer, for
example, cells where no color information has been recorded are set to a perfect blue.
Bilinear interpolation then leads to “blueish” borders around the valid color data.
Directly exporting the grid layers from the maps avoids these interpolation artifacts.
However, it may demand more computation from the subsequent software modules,
as they cannot optimize for an ego-centered grid.

3.5 Results
Several experiments have been conducted to evaluate the quality of the stereo
mapping system and to check whether it can be used for autonomous navigation.
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(a) Nearest Neighbor Interpolation

(b) Bilinear Interpolation

Figure 3.21:
Effect of the interpolation mode on the quality of the ego-centered grid map. Nearest
neighbor interpolation shows aliasing effects in the regions of the road boundary, which
disappear when using bilinear interpolation.

First, the resulting maps are assessed from a qualitative point of view and compared
to maps generated with LiDAR data. Next, a quantitative evaluation of false positive
obstacle detections is performed. False negatives were not evaluated, i. e., existing
obstacles that were not detected as occupied cells. This would require fine-grained
and time-consuming manual obstacle annotations for a large amount of recorded
data. Additionally, some annotations may be ambiguous, such as high grass on
the road (no obstacle) vs. high grass on a field (potentially dangerous to traverse,
therefore an obstacle). False positives, however, can be detected in an automatic way
by looking at the driven path in a recording and collecting all obstacles encountered
on the path. Finally, the system’s runtime is investigated.

3.5.1 Qualitative Results
The vision-based mapping system was tested in many scenarios, with changing
hardware setups. It was deployed in different environments, from urban to rural
roads, in diverse environmental conditions, such as sunny, overcast or snowy weather.
Figure 3.22 shows examples for the results of the mapping system. The findings for
the different map layers are as follows:
Color: the color layer provides accurate birds-eye views of the environment. Due
to the dense stereo depth data, the vehicle’s immediate surroundings are well
filled. The ground surface is well represented in the color layer and the road
can be clearly distinguished (compare second row of fig. 3.22). It can therefore
be successfully used as a basis for road detection and tracking in a subsequent
module.
The depth uncertainty of the stereo data leads to a slight smearing effect of
the colors on obstacles. Here, the LiDAR maps are clearer and more precise
(see, e. g., fig. 3.24).
Elevation and Slopes: the slope and height layers show the elevation and terrain
gradients in detail and provide reliable information for the path planning
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algorithm. Clearly visible in the terrain slope layer are road boundaries and
curbstones (fig. 3.22 b, e, f) and even the indented structure of dirt roads due
to vehicle traffic (fig. 3.22 a, c).
Occupancy: Free-space and obstacle information from the occupancy probabilities
are accurate enough for autonomous driving. However, false obstacles due to
erroneous measurements sometimes pop up in front of the vehicle, leading
to strong braking or evasive maneuvers. The robustness strongly depends on
the input data, i. e. the quality of the disparity image. The best results were
achieved with a good stereo algorithm and disparity post-processing (both
available on the Nerian SP1). Of course, other factors play an important
role as well, such as the weather (best on a cloudy day, where the lighting is
homogeneous, without many over-illuminations) and the camera sensor and
optics (preferably a monochrome, high dynamic range sensor).
When comparing the resulting maps from the vision-based mapping system with the
LiDAR-based maps, the apparent difference in map quality can be attributed to two
factors: (1) the LiDAR system provides accurate range measurements whereas the
stereo system’s distance measurements are afflicted by noise that increases quickly
with longer distances. Thus, the effective range of the stereo system is lower as well.
(2) LiDAR data is more robust against environmental conditions, especially lighting
and object structure and texture. However, certain conditions are known to interfere
with LiDAR, such as snow, heavy rain, and dust clouds. But these are in general
less frequent than, for example, over-/underexposed image regions.
Figure 3.23 shows the advantage of fusing multiple stereo camera systems into
a single environment representation: the vehicle has to navigate around concrete
blocks on a narrow curving road. The rigidly mounted, wide-angle stereo camera
system looking ahead is unable to perceive the required portion of the road to plan a
path. Only with the aid of the stereo system mounted on the active camera platform
MarVEye-8 can the vehicle navigate through this scene.

3.5.2 Evaluation of False Positives
Cells that are marked as obstacles, although they are traversable and not occupied,
are called false positives. False-positive obstacles can be detected in an automatic
way by post-processing recorded data, either from manual or autonomous drives.
Together with the vehicle’s egomotion, the exact path the vehicle takes is known.
Any obstacles encountered in this path must therefore be false detections. Figure 3.24
shows snapshots from the recorded data together with the vehicle’s path.
One important aspect of an evaluation of false positives is that it should not be
used to tune the mapping parameters. This is because perfect results without any
false positives would be achieved by not detecting any obstacles at all. Instead, the
parameters were chosen heuristically to the best of the author’s knowledge, with
visual inspection on recorded data and on live autonomous test drives.
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(d)

(e)

(f)

Figure 3.22: Examples for mapping system data in different environments. The top shows the camera image, below is a 3D map representation
(heights and color information; grid lines represent the terrain slope), followed by occupancy probabilities and terrain slope in top-down view.
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(a) camera image

(b) mapping 3D view

(c) occupancy prob.

Figure 3.23:
Scene from a narrow passage with concrete barriers (see white rings) at ELROB 2016. (a)
shows the view from the camera mounted on the active camera platform, which is rotated
to the right (green arrow in (c) ) to look into the planned path. The fixed stereo system
(red arrow) is unable to perceive much of the obstacles as the vehicle does not face them
yet.

(a) Scene 1 – LiDAR

(b) Scene 1 – Stereo

(c) Scene 2 – LiDAR

(d) Scene 2 – Stereo

Figure 3.24:
Examples of LiDAR-based and stereo-based mapping used for evaluation. The route the
vehicle will travel is known from the recorded data and is checked for obstacles. Any
obstacles encountered must be false detections (false positives). Otherwise the vehicle
wouldn’t have been able to safely drive on the route.
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α
l

obstacle cell

ego
Figure 3.25:
For the evaluation of false-positives, obstacle cells inside the driving tube are extracted.
In addition to their ego-relative positions, each extracted cell is matched to the vehicle’s
route to provide the length l along the path and the path orientation α.

Multiple recordings were used to evaluate the stereo-based mapping system. The data
was recorded across different seasons and weather conditions, from both autonomous
and manual drives. The driving tube was evaluated up to 25 m in front and 10 m
behind the vehicle. The annotations per frame are the false-positive cells and their
ego-relative locations. Additionally, each cell is matched to the driven route to
extract the path length up to the false-positive cell and the corresponding path
orientation (see fig. 3.25).
Given these annotations, several metrics can be computed:
• The number of obstacle frames, i. e. frames with at least one obstacle on the
route, and the ratio of them to all frames.
• The number of consecutive blocks of frames with obstacles. These represent
the obstacle instances, as false-positive obstacle measurements with a common
cause typically last across multiple frames. The obstacle instances can be put
into relation to the driven distance, to arrive at the ratio of obstacle instances
per kilometer.
Assessing these “raw” numbers by themselves, however, is difficult without a frame of
reference. Therefore, the same evaluation has been performed for the LiDAR-based
mapping system described in [Jaspers et al., 2017b]. It has proven its accuracy and
robustness for autonomous driving in numerous real-life tests and competitions and is
chosen as the reference against which the stereo-based mapping system is compared.
Comparing a stereo-based system against a LiDAR-based one will mostly highlight
the difference in the quality of the input data. Therefore, the LiDAR mapping was
also run with point clouds generated from stereo data. This allows to judge the
difference on how the input data is handled to arrive at the occupancy grid maps,
and thereby the algorithm’s performance.
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Table 3.2: Results for the evaluation of false-positive obstacles.

Driven distance
Number of annotated frames

PCML

PCMS

SM

8260.78 m
13175

10 175.2 m
45020

10 175.2 m
45118

False-positive frames
2.28 % (301)
Number of obstacle instances
39
Obstacle instances per km
4.72

4.42 % (1999) 6.39 % (2884)
260
61
25.55
5.99

In the following, the stereo-based mapping system described in the previous chapters
will be called “Stereo Mapping” (SM). The LiDAR-based mapping is named “Point
Cloud Mapping with LiDAR” (PCML), as its input data are 3D point clouds. With
point clouds generated from stereo data (the same data as used for SM), it is
referred to as “Point Cloud Mapping with Stereo” (PCMS). For SM, all cells with an
occupancy probability greater than 0.65 were considered as obstacles. This value was
chosen heuristically and results in a more robust behavior of the whole system than
with an obstacle threshold of 0.5, where cells often “flicker” between the occupied and
free state. Relevant obstacles are still detected, as they usually accumulate multiple
measurements in a short time frame and converge to an occupancy probability of 1,
Due to the different mapping algorithm and parametrization, an occupancy threshold
of 0.55 was chosen for PCML and PCMS to produced maps of a similar quality.
In addition to the basic evaluation of false-positive obstacles in section 3.5.2.1, the
data is also evaluated in regards to the achievable quality of the mapping system and
it’s effects on an autonomous drive: first, by measuring the length of obstacle-free
route segments (section 3.5.2.2) and then by evaluating the frequency of close
obstacles that would cause strong braking maneuvers (section 3.5.2.3).

3.5.2.1 Evaluation Results
The evaluation results are shown in table 3.2. For some recordings LiDAR data was
unavailable, which is why the driven distance for PCML is lower than for the two
stereo-based approaches. Also, the LiDAR runs at a lower frequency of 10 Hz against
approximately 30 Hz for the stereo system, explaining the difference in annotated
frames. PCMS has a slightly lower number of annotated frames than SM because it
sometimes did not finish its computations in time (even at a 2.5 times slower replay
rate) and dropped the following data frame.
When looking at the ratio of frames with false-positive obstacles, PCML performs
best with 2.28 % false-positive frames. Approximately 80 % of those can be traced
back to dynamic objects in the scenes. PCMS follows with 4.42 % false-positive
frames before SM with 6.39 %. For the obstacle instances, PCML again performs
best with 4.72 obstacle instances per kilometer (OI/km). The ranking of the stereobased approaches, however, is reversed: PCMS has 25.55 OI/km whereas SM is with
5.99 OI/km much closer to the LiDAR performance.
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The discrepancy between the false-positive frame ratio and the obstacle instances
for the stereo-based approaches can be explained by the large number of very short
obstacle instances for PCMS: 143 of the 260 obstacle instances (55 %) are just one
frame long. This is a hint that obstacle cells either “flicker” between the occupied
and non-occupied state, or that false-positive obstacles “pop up” sporadically in
front of the vehicle. SM exhibits a more robust behavior, with 14 one-frame obstacle
instances of 61 total (23 %).
In order to find out what may cause the false positives, the recorded data was
inspected manually and a subset of the scenes with false positives analyzed. The
main sources of false positives were identified as:
1. Measurement failures (over-/underexposure of the camera image, repeating
structures and textures, de-calibration of the stereo system etc.).
2. Depth uncertainty: if an obstacle is detected from far away, it causes multiple obstacle cells in the depth direction. Upon approaching, the obstacle’s
measurements and therefore its location will get more precise. In front of
the obstacle, free space is deduced. However, it can happen that there are
not enough measurements contradicting the occupancy behind the obstacle,
because it blocks the view. Thus, the cells there remain as occupied cells until
the vehicle is close enough. Figure 3.26 shows an example of this situation.
3. “soft” obstacles (e. g. grass or tree branches on the road) that are large enough
to be obstacles, but where a human driver assesses no risk for the vehicle due
to the object’s material.
4. Dynamic objects that cause obstacle trails across the map. This occurs
when no object tracking is used to clear the occupied cells on the dynamic
objects (see fig. 3.27).
It may be debated whether to count the obstacles caused by dynamic objects as
false positives, as they are actually caused by real physical objects. While they
increase the overall count of false positives, they are common to all three evaluated
approaches and thus do not influence relative differences between them. For SM,
the distribution of failure causes is approximately: 55 % due to depth uncertainty,
29 % dynamic objects, 12 % measurement failures, 4 % soft obstacles. A general
observation is that the performance of the mapping approaches is strongly dependent
on the environment: in urban environments, dynamic objects play a large role, while
they can be neglected in others; the weather, as can be expected, heavily influences
the stereo-based methods, seeing that it drastically alters the visual appearance of a
scene.

3.5.2.2 Obstacle-free Route Sections
The distribution of distances driven without encountering an obstacle in the driving
tube is shown in fig. 3.28. All driven distances greater than 0.3 m are counted. For
PCMS, the high number of short obstacle instances results in 170 distances shorter
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(a) 22 m to intersection

(b) 17 m to intersection

(c) 14 m to intersection

Figure 3.26:
Example for false-positive obstacles after a turn at an intersection. Due to the large depth
uncertainty when seen from afar, the measurements of the sign (red rectangle) cause
obstacles on the ego vehicle’s future route (a, b). Only when the vehicle is close enough
can ground measurements correctly classify the route as obstacle-free (c).

Figure 3.27: Dynamic object causes obstacles on the mapped path.
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Figure 3.28:
Histogram of distances driven without a false-positive obstacle in the driving tube.

than 100 m. This is much higher than for PCML (30) or SM (36). Also, PCMS never
went further than 600 m without encountering a false-positive obstacle, whereas
PCML has two obstacle-free route sections above 900 m and one between 600 m to
700 m. With SM, an obstacle-free drive above 900 m was achieved once.
These results confirm the observations from the previous test, that the obstacle
classification of PCMS is often fragile and unstable, changing between occupied/nonoccupied quickly. SM, on the other hand, is able to suppress most of the “flickering”
of obstacles, as can be seen by the lower number of short distances. It’s obstacle classification is robust enough to allow long sections without false-positive
obstacles.

3.5.2.3 Close False-Positive Obstacles
To assess the comfort of an autonomous drive with the different mapping systems,
it is evaluated which obstacles would result in a strong braking maneuver. Normal
braking maneuvers follow a deceleration profile that typically does not exceed a
peak deceleration of 3.5 sm2 [Deligianni et al., 2017]. Thus, stronger decelerations
can be considered uncomfortable for the passengers. For each time frame, it is
checked whether the closest obstacle is inside the stopping distance computed with
a constant deceleration of 3.5 sm2 (as a simplification of the deceleration profiles).
Consecutive frames with obstacles inside the stopping distance are grouped as one
“critical obstacle instance” (COI). This is necessary, as most recorded data was from
manual drives where false-positive obstacles did not have an effect on the driving
behavior. When passing over a false-positive obstacle, it will be inside the stopping
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Table 3.3: Critical obstacle instances for a deceleration of 3.5 sm2 .

PCML
Total critical obstacle instances (COIs)
Critical obstacle instances per km (COI/km)

5
0.61

PCMS

SM

62
15
6.09 1.47

distance for multiple frames, whereas only one COI will be counted. The results are
shown in table 3.3.
The LiDAR-based PCML performs best, with 0.61 COI/km. With 6.09 COI/km,
PCMS has the worst results. SM comes in between the other two, at 1.47 COI/km.
Thus, strong braking maneuvers would occur more than twice as frequent for SM
than for PCML, but still four times rarer than for PCMS.

3.5.2.4 Discussion
The evaluation of false-positive obstacles showed that SM, the stereo-based mapping
architecture presented in this dissertation, clearly outperforms a generic point-cloudbased mapping system supplied with the same stereo data (PCMS). It is more
robust against measurement errors and, according to the number of false brakings
and lengths of route sections without false positives, allows for more comfortable
autonomous driving. The LiDAR-based mapping system (PCML) performed best
overall, as was to be expected, considering the quality of its sensor data. Still, SM
often was closer to the performance of PCML than that of PCMS.
The main source of false-positive obstacles for SM is the stereo data’s depth
uncertainty. It stems from the fact that measurements are accumulated over time
without any association in between. Consecutive measurements of a single object do
not improve the position of obstacle cells in terms of their distribution in the depth
direction. Rather than estimating obstacle locations over time, the cell occupancy is
filtered, without knowing which object measurements attributed to a cell’s occupancy.
A possible solution is to recursively estimate the 3D scene – not on a grid-based
level, but for example as point clouds as shown by Engler and Wuensche [2017].
The grid is then derived directly from the point cloud. To avoid double filtering,
no temporal accumulation is used. However, the recursive estimation of many 3D
points is computationally expensive and requires highly accurate ego motion and
visual odometry.
Another issue are false negatives: obstacles that are not registered by the mapping
system (see fig. 3.29 for an example). In general, missing sensor measurements are
the reason for this, for example due to homogeneously colored objects or high grass
on a meadow. The texture and detailed structures “confuse” the stereo algorithm
and the post-processing removes most measurements because they are not consistent,
including correct ones. Another failure case are horizontal structures, for example
the horizontal poles of barriers. Since stereo cameras are usually setup next to
each other in a horizontal configuration, image correspondences are searched in the
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(a) obstacles due to high grass are missing

(b) camera image (top), disparity
image (below)

Figure 3.29:
Depending on the image date, structure and color, stereo algorithms sometimes fail to
compute valid disparities for obstacles. As those obstacles cannot be represented in the
mapped environment, the vehicle may unknowingly perform dangerous maneuvers and
collide with them. In the shown example, the high grass on the right side of the road is
not mapped, as corresponding disparities are missing. This is due to repeating and fine
structures for which either no or only ambiguous correspondences can be found.

horizontal direction as well. On homogeneously colored horizontal structures, no
correspondences can be found. Other stereo camera setups, for example vertical
stereo [Kallwies and Wuensche, 2018], can be added to address these situations.

3.5.3 Runtime
The runtime performance of the mapping system was evaluated for different cell
and grid sizes, integrating the data of two stereo systems. The reported times were
measured on a laptop with an Intel Core i7-8550U CPU at approximately 3.5 GHz.
Figure 3.30 shows the runtimes of the different processing steps for varying grid
sizes while keeping the cell size constant. Results for varying cell sizes and a fixed
grid dimension can be seen in fig. 3.31.
The processing steps for computing and fusing the measurement grids into the map
is largely independent of the grid size. They depend only on the field-of-view and
resolution of the modeled sensor. The cell resolution does impact the measurement
grid integration, as it influences the number of map cells that have to be updated.
As the results show, the mapping is real-time capable at reasonable grid dimensions
and cell sizes, with update rates of more than 30 Hz. This surpasses the update rate
of most typical stereo camera systems. The implementation uses plain C++ code,
without hard-coded hardware-specific instructions. Multi-threading is used in the
simultaneous creation of the measurement grids and for parallel publishing of the
grids to the middleware.
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Figure 3.30:
Runtime of mapping system steps at a fixed cell size of 20 cm for varying edge sizes of a
square grid. Note that not all processing step runtimes are affected by changing the grid
size, for example the sensor measurement grid, whose runtime remains approximately the
same.
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Figure 3.31:
Runtime of mapping system steps at a fixed grid of 80 m × 80 m for varying cell sizes.
Halving the cell size leads to a four-fold increase of the data stored in the grid, as is
visible in the approximately four times longer runtime for a cell size of 5 cm against 10 cm
cell size. Measurement grid creation is independent of the grid geometry and therefore
unaffected by the cell size.
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To speed up the mapping system, especially for generating the measurement grids
from sensor data and computing the feature layers, CPU-specific SIMD (single
instruction, multiple data) instructions might be used. Due to the grid structure,
many computations could be massively parallelized, for example with GPUs, which
could further reduce the run time.

3.6 Discussion
This chapter described a vision-based multi-layer mapping system using grid maps
for use-cases where the environment is unknown, and no detailed map is available.
With a projective-polar measurement model and the fusion of multiple stereo camera
systems (one of which is mounted on an active camera platform), the restrictions of
stereo data (range uncertainty and field of view) are partly overcome. For a complete
environment representation, different features are provided as map layers, most
importantly the occupancy probability, elevation, terrain gradients and color. An
efficient implementation makes the system real-time capable and enables autonomous
driving based on its data.
The accuracy and overall quality of the resulting maps is sufficient for autonomous
driving with low speeds up to 20 km
. Higher speeds can lead to abrupt braking and
h
strong evasive maneuvers when stereo measurement errors produce “ghost” obstacles
in front of the vehicle. At lower speeds, such false obstacles also exist, but the
vehicle has time to invalidate them based on surrounding free-space information and
can often plan a smooth path around them should they persist.
While false obstacles negatively affect the driving comfort, they don’t cause safetycritical situations (assuming no other traffic participants are in the vicinity). Missed
obstacles are the more serious type of error. These are caused by the limitations of
the optical sensors and the stereo measurement computation, that relies on finding
correspondences between two images. This correspondence search is hindered by
challenging lighting conditions, repeating structures and homogeneous textures.
Currently, missed obstacles require an intervention of the safety driver, should they
become relevant during an autonomous drive.
The system’s parametrization aims to balance these errors types: filter out seemingly
erroneous measurements, so the vehicle drives smoothly and efficiently, but not too
much, otherwise actual obstacles might be removed as well.
The mapping framework could be improved in several ways: the camera hardware
and accompanying software could be updated to improve the image quality, allowing
new stereo algorithms to provide high quality depth maps with little errors. Machine
learning techniques might be employed to detect defects in the mapped data and add
semantic information for a more robust path planning. An active road and object
perception could help to further improve the system’s robustness to measurement
errors, and in turn provide relevant information for better trajectories from the path
planner.
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The presented vision-based mapping system is crucial for planning obstacle-free
paths through unstructured environments. However, the vehicle requires higher level
information to decide in which general direction to move.
1. When driving from A to B, a global route needs to be computed based on
available road data, which the vehicle then follows.
2. In close-proximity convoy driving, the follower perceives the target with its
own sensors and follows it directly.
3. Following another vehicle without line-of-sight depends on vehicle-to-vehicle
(V2V) communication: the leader transmits its position information (according
to a common frame of reference) from which the follower reconstructs a path
to follow. In many cases GNSS position information is used, requiring reliable
GNSS data for both the leading and following vehicle.
However, such positioning data can be erroneous or unavailable: buildings block
satellite connections or cause multipath issues in urban environments, trees dampen
the signal in woodlands, and in war zones GNSS might be actively jammed. In these
cases, navigation can be performed using landmarks, detected and recognized using
on-board sensors such as camera and LiDAR [Guivant et al., 2000, Fassbender et al.,
2015].
The approach proposed in this work is to use abstract and discrete landmarks for
localization. Abstract landmarks, in the following called place features, describe
the visual appearance of a place with a high dimensional feature vector. They are
extracted from monocular image data and compress the visual information to highly
discriminative descriptors. In the context of localization, place features help to
quickly find those locations of the leader’s route, where the visual appearance is
similar to the currently perceived video data of the follower. This increases the
robustness of localization with discrete landmarks by reducing the search space
of possible localization positions. Discrete landmarks are based on objects that
are detected in monocular image data and tracked in 3D space with the help of
range information from stereo systems. In contrast to abstract landmarks, discrete
landmarks allow for object-relative localization. The proposed system integrates
into the topological mapping and navigation framework of Fassbender et al. [2015].
Figure 4.1 shows an overview.
The chapter is structured as follows: place feature computation is presented in
section 4.1. Section 4.2 explains the detection and tracking of object landmarks.
After presenting the integration of both place features and object landmarks into
the topological mapping and localization framework in section 4.3, the navigation
performance is evaluated in section 4.4. The chapter concludes with a discussion of
the obtained results in section 4.5.
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Figure 4.1: Overview of the landmark detection and localization framework.

4.1 Place Features
Convoy driving implies a temporal and spatial proximity of the leading and the
following vehicle. Therefore, place features do not need to be robust against longterm influences, such as changing seasons, or extreme illumination differences between
night and day. This contrasts with other work in the area of place recognition,
where these invariances are desired [Milford and Wyeth, 2012, Gomez-Ojeda et al.,
2015]. Instead, this approach requires high localization accuracy with a compact
place feature that can be transmitted over low-bandwidth communication channels
and can be efficiently compared against a large dataset of features.
As place features, the output of different CNN layers are considered. Their performance is evaluated on a custom dataset recorded specifically with the application in
mind. Some of the features produced by mid-level layers are very high-dimensional.
They are therefore computationally expensive to compare against each other and
unsuitable for low-bandwidth V2V communication. Two algorithms are described to
significantly reduce feature dimensionality. Further experiments investigate the effect
of downsampling the feature elements from 32 bit floating-point data to smaller data
types.
This chapter expands previously published work [Jaspers et al., 2017a], where
localization with place features has been originally introduced.
4.1.1 Related Work
The general idea of the presented method is similar to the work of Goedeme et al.
[2005] and Fraundorfer et al. [2007] in that sparse map representations are used
for visual path following. Goedeme et al. [2005] use local image features from
omnidirectional imagery, whereas Fraundorfer et al. [2007] quantize the local features
of way-point images for efficient image matching. Ziegler et al. [2014], building
up on work by Lategahn et al. [2013], use local image features as visual landmarks
and create detailed maps containing their 3D positions. These maps are then
used for high-accuracy localization and autonomous driving on roads. Instead of
storing landmarks in a metric map, Mair et al. [2014] use a topological mapping
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Figure 4.2:
Overview of the evaluation dataset recorded on the campus of the University of the
Bundeswehr Munich in Neubiberg, Germany. The same route of approx. 6.6 km was driven
three times in the course of 1 h with two different vehicles. Different environments are
encountered: pedestrian areas, marked roads and unmarked dirt roads.

approach with landmarks arranged in a hierarchical tree structure, and a bearing-only
navigation built on top of it.
Cummins and Newman [2008] perform large-scale, visual loop-closure detection with
a compact image representation based on histograms of Visual Words found in an
image. Their proposed method, FAB-MAP, is largely invariant against viewpoint
changes but lacks robustness against appearance changes. SeqSLAM [Milford and
Wyeth, 2012] instead uses low-resolution, contrast enhanced images for image
matching. By employing sequence search techniques, it is robust against appearance
changes of the environment such as illumination and long-term seasonal variations.
As presented by Chen et al. [2014b], the layer activations of pre-trained CNNs can
be used as image representations in the domain of place recognition. In a layerby-layer study of the AlexNet architecture [Krizhevsky et al., 2012], Sünderhauf
et al. [2015a] show that CNN features, even without sequence searching techniques,
perform better at place recognition than established methods such as SeqSLAM
on a variety of datasets. They found the conv3 layer outputs to be invariant
to a variety of appearance changes. In parallel work, Sünderhauf et al. [2015b]
use region-based features extracted from CNNs for improved robustness against
viewpoint changes. Other works train CNNs specifically for viewpoint-invariant place
recognition [Gomez-Ojeda et al., 2015] or to provide features with which to improve
on existing methods [Milford et al., 2015].
4.1.2 Dataset
In order to find the best place features for the application at hand, a place recognition
dataset was recorded which exhibits similar characteristics encountered in the convoy
and route following scenarios.
The dataset consists of an approx. 6.6 km long route on the university campus (see
fig. 4.2). The route was driven three times in the course of 1 h, twice with MuCAR-4
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(a) run1

(b) run2

(c) run3

Figure 4.3:
Example of dataset ground truth image matches. run1 and run2 were recorded with the
same camera in MuCAR-4, run3 with a different camera in MuCAR-3. In (c) the red
rectangle visualizes the cropped area to arrive at the same vertical and horizontal field of
view as in run1 and run2. Other optical characteristic of the camera remain unchanged.

and once with MuCAR-3. While the weather was the same for all three runs (partly
cloudy), there is variation in illumination for specific spots, i. e. a place might have
been sunny in the first run but cloudy in the second. There are also dynamic objects,
pedestrians and vehicles, which are different between the three runs. Finally, the
dataset covers a rather large variety of environments: campus roads mostly used by
pedestrians, rural and dirt roads and highway-like environments.
Image data was recorded together with highly accurate INS data using RTK-GPS1 .
The position data is used to find corresponding images with minimal distance between
the runs. After filtering out corresponding images with excessive position (> 5 m)
and view differences (> 30°), a set of 3974 images was extracted from each of
the three runs. The average position difference of corresponding images is 0.57 m
given an approximate distance of 1.6 m between successive images. Figure 4.3 shows
images for each of the runs, recorded at the same place.
Some techniques require training data, which was extracted from an unused portion
of the new dataset and data recorded over the last couple of years. In total, it consists
of 5564 images with varying environments (urban/rural) and weather conditions.
4.1.3 Preprocessing
As seen in fig. 4.3, the images of the first two runs, recorded with the same camera on
MuCAR-4, are quite similar in nature. The data recorded with MuCAR-3’s camera,
however, shows different properties. Most importantly, the camera has a wider field
of view. A simple method to make the data more similar to the first two runs is
to crop a portion of the image, so that the horizontal and vertical field of view is
approximately the same.
Cropping only works when the query data (run3) has a wider field of view than
the reference data (run1). For the reverse case the image could be padded, for
example with fixed or random pixel data. In a convoying application, however, a
more promising approach would be to use a cooperative strategy, where the leader
crops its camera image before computing and transmitting the place features. Ideally,
all vehicles should use identical cameras.
1
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The RTK-GPS data is only used for evaluation and the dataset creation, not for localization.
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4.1.4 Feature Comparison
Following the procedure of Sünderhauf et al. [2015a], the features’ place recognition
performances are compared with precision-recall (PR) curves and the F1 -score
F1 = 2 · P · R/(P + R), given the precision P (also called positive predictive value, the
fraction of true positives among all positive matches) and the recall R (also called
sensitivity or true positive rate, the fraction of true positive matches among all
evaluated places). A match is positive if it passes the ratio test (distance to nearest
neighbor in feature space against distance of second-nearest neighbor), otherwise it
is a false negative. There are no true negatives as every frame has a ground truth
match. A match is a true positive if it is within ±1 frames of the correct match and
a false positive otherwise. The PR curves are generated by varying the ratio for the
ratio test, the F1 -score is evaluated for a ratio of 0.995.
An ideal feature would have perfect precision (P = 1) and perfect recall (R = 1).
The resulting PR “curve” would be a point in the upper right corner of the PR
plot. A general guide to reading PR curve plots is that the closer a PR curve is
to R = 1 and P = 1, the better the classifier (in this case the place recognition)
performance.
Three different metrics for computing the distance d between two features a and b
in an n-dimensional, non-negative feature space were considered:
• L1 distance:
d=

n
X

|bi − ai |

(4.1)

i=1

• L2 distance:
d = kb − ak =

v
u n
uX
t (b

i

− ai )2

(4.2)

i=1

• cosine distance: it is based on the cosine of the angle θ between a and b:
d = 1 − cos θ = 1 −

a·b
.
kakkbk

(4.3)

Given that the feature vectors are non-negative, the cosine distance is between
0 and 1. It is often used for information retrieval tasks although it is not a
formally correct distance metric, as the triangle inequality doesn’t hold under
certain conditions [Korenius et al., 2007].
Table 4.1 lists the network architectures and layers that were compared together with
their dimensionality. As previous state-of-the-art methods, FAB-MAP [Cummins and
Newman, 2008] and DBoW2 [Gálvez-López and Tardós, 2012] were evaluated as
well. For DBoW2, due to a slightly different distance computation, a ratio of 0.9995
was used for the F1 -score.
For the AlexNet architecture, the best-performing layers according to Sünderhauf
et al. [2015a] were chosen. There it is also mentioned that the place recognition
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Table 4.1: Network architectures and layers used in evaluation.
Network

Layer

Output shape

Dim.

conv3
conv4
fc6

384 × 13 × 13
384 × 13 × 13
4096 × 1

64 896
64 896
4096

pool3
pool4
inception4c

480 × 14 × 14
832 × 7 × 7
512 × 14 × 14

94 080
40 768
100 352

VGG16 (Simonyan and Zisserman [2014])

pool3
pool4
pool5
fc6

256 × 28 × 28
512 × 14 × 14
512 × 7 × 7
4096 × 1

200 704
100 352
25 088
4096

ResNet152 (He et al. [2015a])

res3a
res4a
res5a

512 × 28 × 28
1024 × 14 × 14
2048 × 7 × 7

401 408
200 704
100 352

AlexNet (Krizhevsky et al. [2012])

GoogLeNet (Szegedy et al. [2015])

Table 4.2:
Comparison of F1 -scores for features of various layers of multiple CNNs, using different
distant metrics (see text for details). Bold numbers mark the best performance per network
for each dataset.
Layer

L1

run2
L2

cosine

L1

run3
L2

cosine

L1

conv3
conv4
fc6

0.953
0.950
0.938

0.949
0.947
0.939

0.956
0.956
0.947

0.418
0.408
0.392

0.365
0.378
0.405

0.435
0.452
0.443

0.705
0.715
0.600

0.684
0.697
0.604

0.714
0.719
0.628

pool3
pool4
inception4c

0.955
0.955
0.961

0.952
0.946
0.952

0.960
0.957
0.963

0.361 0.352
0.482 0.441
0.454 0.419

0.451
0.466
0.442

0.737
0.721
0.714

0.716
0.700
0.709

0.751
0.722
0.722

VGG16

pool3
pool4
pool5
fc6

0.871
0.935
0.955
0.936

0.863
0.930
0.952
0.937

0.909
0.943
0.961
0.947

0.007
0.034
0.271
0.326

0.009
0.076
0.362
0.326

0.118
0.282
0.509
0.424

0.111
0.483
0.641
0.584

0.143
0.547
0.672
0.593

0.457
0.693
0.745
0.651

ResNet152

res3a
res4a
res5a

0.898
0.940
0.945

0.871
0.938
0.940

0.897
0.946
0.952

0.058
0.222
0.392

0.034
0.193
0.378

0.090
0.283
0.467

0.304
0.617
0.681

0.226
0.603
0.660

0.356
0.657
0.705

1k vocabulary
100k vocabulary

0.845 0.797
0.920
–

0.847
–

0.097 0.075
0.240
–

0.129
–

0.180 0.113
0.292
–

0.188
–

Network
AlexNet

GoogLeNet

FAB-MAP
DBoW2
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performance increases with models pre-trained on a place recognition dataset, as
opposed to an object recognition dataset. Hence, the network weights were obtained
as pre-trained models on the Places2 dataset [Zhou et al., 2016]. A layer-bylayer study as in Sünderhauf et al. [2015a] for all architectures would be infeasible,
especially considering the 152 layers of ResNet152. Instead, layers were chosen in
part by their position in the layer hierarchy (to be similar to the AlexNet layers)
and in part by their dimensionality. The results are shown in table 4.2. Several
observations can be made:
• All features perform best on dataset run2.
• Place recognition performance seems poor for dataset run3. However, keep in
mind that true positive matches must be within ±1 frames of the ground truth
match. Further investigations showed that matches were often consistently
several frames ahead of the ground truth match, as this was where the images
looked most similar given the cameras’ different field of views.
• Cropping the run3 images to match the camera’s opening angle of run1
greatly improves the performance for all features. Still, the F1 -scores are
smaller than for run2 since the camera’s optical characteristics (focal length,
mounting position, . . . ) are unchanged.
• Most features perform best when used with the cosine similarity metric.
• FAB-MAP and DBoW2 perform worse than the CNN features.
The single layer with the overall best performance is VGG16 pool5 with cosine similarity. While GoogLeNet pool3 performs similarly and slightly better for run3-crop,
it is a lot bigger, with 94 080 dimensions as opposed to 25 088 dimensions. Therefore,
VGG16 pool5 was chosen for the following studies.

4.1.5 Dimensionality Reduction
The best performing feature, VGG16 pool5 with 25 088 dimensions, is not as highdimensional as other tested layers. However, it is still computationally expensive
when comparing it against many features. Also, it is too large for low-bandwidth
radio communication.
Two methods to reduce the dimensionality are compared: (a) binary locality sensitive
hashing (bLSH) as proposed by Sünderhauf et al. [2015a], in a version that preserves
cosine similarity [Charikar, 2002]. (b) principal component analysis (PCA) [Pearson,
1901], a well-known technique for compressing high-dimensional data while preserving
discriminant properties.
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Figure 4.4:
Comparison of dimensionality reduction of the 25 088-dimensional VGG16 pool5 features
with bLSH (left) and PCA (right). The evaluation was performed with cosine similarity as
distance metric, which delivers the best results. The run3-crop dataset was used for this
comparison.

bLSH: To reduce the 1 × M dimensional feature vector f to M 0 dimensions, M 0
normal vectors of hyperplanes in the feature space are randomly generated from
a normal distribution. Writing the normal vectors as an M × M 0 matrix L, the
hashing algorithm is formulated as
flsh = b (f · L) ,

(4.4)

where b( · ) binarizes a vector by setting elements greater or equal 0 to 1 and negative
elements to 0.

PCA: The feature mean µ and covariance matrix required to compute the principal
components are calculated based on the dataset’s training data. The M 0 principal
components are arranged in the M × M 0 matrix B which is used to compress the
features:
fpca = (f − µ) · B .
(4.5)
It should be noted that the PCA has to be performed beforehand on available training
data. When the proposed system is in use, both vehicles must have the same data
to compute consistent feature vectors. The same holds true for bLSH, although no
training data is needed. Still, the matrix L must be fixed and set up in advance.
Results for dimensionality reduction with bLSH and PCA are shown in fig. 4.4. As
expected, the stronger the dimensionality reduction, the weaker the place recognition
performance. bLSH-4096 and bLSH-8192 perform close to the baseline feature,
a very good result, considering they are bit arrays. The PCA reduction to 4096
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Figure 4.5:
Evaluation of data discretization to further reduce the size of VGG16 pool5 features,
compressed via PCA to 4096 elements. The run3-crop dataset and cosine dissimilarity
were used for this comparison.

elements performs best and very close to the baseline. It is also the biggest of the
dimensionality-reduced features that were evaluated.
4.1.6 Feature Discretization
All feature vector elements used in the previous evaluations were encoded as 32 bit
floating-point numbers. The following discretizations to smaller bit lengths for a
value v ∈ f are compared:
• float16: downcast to lesser precision
• int8: vint8 = bmin (127, max(−128, v))c
• bool: vbool = 0 if v < 0, 1 otherwise
Figure 4.5 shows the results when discretizing the PCA-4096 compressed VGG16
pool5 features. Rather surprisingly, the best way to reduce the feature’s memory
size is to convert its elements to boolean 1 bit values. This not only results in
the smallest memory footprint but also delivers the best recognition performance
with an F1 -score of 0.7577. It even performs better than both the uncompressed
and PCA-compressed baseline features. While not as good, float16 and int8
discretization both perform well, closely matching the results of the untouched VGG16
pool5 feature. Dataset run3-crop was used to create fig. 4.5, but experiments
have shown the binarization to be the best-performing reduction technique for the
other two datasets as well (see further experiments in section 4.1.6.1).
Using binarized PCA-compressed features is a form of bLSH, where the hyperplane normal vectors are not randomly generated but set as the data’s principal
components.
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Figure 4.6:
Distance matrix for VGG16 pool5 features using the cosine similarity. The matrix shows
the pairwise feature distances of images from run3-crop, with correct matches lying on
the diagonal. Dark “blocks” along the diagonal are evidence of environments with strong
visual homogeneity. The two upper images are from the same stretch of road, visible in
the distance matrix as a block of lower distances/higher similarity. A third image with
small feature distance was chosen from an unrelated place.

4.1.6.1 Further experiments and discussion
It seems rather unintuitive that converting features to binary values, thereby dropping
most data contained in them, should lead to more discriminant, better performing
features. The following small experiments further investigate this effect.
Distance matrices can be interpreted similarly to confusion matrices for classification
problems. They represent the pairwise distances between all features from two
datasets and are color-coded to improve the visual analysis. With them, parts in the
dataset that are visually similar (for example because the vehicle drove along a road in
an unchanging environment) become quickly apparent. Figure 4.6 shows the baseline
features (VGG16 pool5) and some image samples from the dataset. The distance
matrix shows a well-defined diagonal with small values, which is a good indicator of
the features’ performance. Blocks of smaller distances along the diagonal, where
the vehicle went through environments with similar visual characteristics, suggest
good generalization capabilities.
The distance matrix of compressed features should look like that of the baseline
features. This means that the feature characteristics are maintained despite the loss
of information. Figure 4.7 shows the distance matrices for the compressed features
of datasets run3-crop and run1. Almost all distance matrices have a similar look,
although the distances of the strongly compressed features (PCA-4096 int8 and
bLSH-4096) become less distinct, i. e. the color-coded matrices have less contrast.
Only the matrix for PCA-4096 bool features looks completely different: while it has
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Figure 4.7:
Distance matrices for compressed VGG16 pool5 features between run3-crop and run1.
For better visibility, the matrices use variable color encodings, such that the darkest/brightest color corresponds to the minimum/maximum distance value for each matrix
individually. This helps to better compare the matrices visually, since the distances scale
differently for the various feature types.
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Figure 4.8:
Precision against the maximum distance to the ground truth to consider a match a “true
positive” (one dataset frame is approx. 1.6 m). Datasets run3-crop and run3 were
matched against run1 with cosine dissimilarity and VGG16 pool5 baseline features. Note
that for run3-crop, PCA-4096 bool performs best, whereas in run3, it has the poorest
performance.

a diagonal of small distances, no blocks are visible. Rather, all distances besides the
diagonal are rather homogeneous and little structure is visible. This could indicate a
loss of generalization performance, perhaps because of overfitting on the datasets.
The same can be seen in the distance matrices when comparing the other datasets,
therefore these have been omitted.
Next, the feature precision for varying thresholds of the allowed “mismatch distance”
to the ground truth is investigated. The results for run3 and run3-crop are shown
in fig. 4.8. For run3-crop, the bool conversion has more correct matches and thus
increases the precision over the other features, which are almost on the same level.
However, for the more difficult data run3, where the camera’s opening angle was
not adjusted, converting to bool decreases the precision. The gap to the precision
of the other features is especially pronounced for larger “mismatch distances”.
The PCA-4096 bool features don’t seem to benefit as much from increasing the
mismatch distance: either a match is correct for a relatively small allowed mismatch
distance, or it is incorrect and increasing the allowed distance to the ground truth
doesn’t help. This behavior is in line with the observation gained from the distance
matrices. There the diagonal is well-defined, but the typical block-like structures
around the diagonal vanish. This means that similar looking environments, where
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features are not as distinct from one another and mismatches can occur, are not
handled as robustly as for the other compressed features.
The question, why the generalization performance only drops when converting
the PCA features to bool, but not to int8, for example, remains open. As
mentioned before, binarized PCA features are equivalent to bLSH features with
the single distinction that the hyperplanes used to transform the original vector are
chosen randomly for bLSH whereas PCA uses the principal components instead. The
experiments show that, for the same dimensionality, the randomly chosen hyperplanes
make bLSH generalize better than PCA in its binarized form. Thus, when requiring
small features that generalize well and behave similar to the uncompressed baseline
features, bLSH-4096 features are better suited than the PCA-4096 bool features.
4.1.7 Implementation Detail
Current deep learning frameworks use highly optimized libraries and routines to
efficiently compute the outputs of CNNs, both on the GPU and CPU. As such,
embedding the dimensionality reduction into the network itself makes its computation
fast and efficient. Both the PCA transformation and bLSH computation were
implemented this way.
The PCA transformation consists of a vector subtraction followed by a matrix
multiplication. These operations are available in most deep learning frameworks
through fully connected layers. Therefore, the PCA transform is designed as a fully
connected layer in the network’s architecture after the feature layer, with the PCA
matrix B and the constant bias vector b:
fpca = (f − µ) · B
= f · B −µ · B .

(4.6)
(4.7)

| {z }
Bias b

The network then directly produces the PCA-compressed features as outputs.
Computing bLSH features follows the same procedure: the matrix of hyperplane normal vectors L is implemented as a fully-connected layer. The subsequent binarization
is computed with the help of a thresholding layer.
Making the feature compression part of the neural network also saves time when
the network is computed on a GPU (or other hardware devices), as transferring
high-dimensional, uncompressed feature vectors from the device’s memory to the
host computer’s memory can be time-consuming.
4.1.8 Computation time
The CNN place feature computation on an Nvidia Geforce GTX 1080 GPU, together
with image preprocessing, takes approx. 5 ms for AlexNet, 11 ms for GoogLeNet
and 15 ms for VGG16. Computing AlexNet features on an Intel Core i7-2600K
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CPU with 3.4 GHz takes approx. 125 ms. The Caffe framework [Jia et al., 2014] was
used for all CNN computation.

4.2 Object Landmarks
As seen in the previous chapter, abstract landmarks like place signatures help the
autonomous system with localization and navigation. However, they have some
drawbacks:
1. Lateral localization to the reference path is impossible because the only result
of matching two place signatures is a similarity score, not the relative position
between them. As long as the vehicle cannot deviate from the recorded path,
for example on a narrow road, this restriction has no severe impact. However,
the problem remains on broader roads and open space. Since deviations from
the recorded path cannot be detected, the localization is erroneous which
might lead to wrong navigation decisions.
2. Camera characteristics (opening angle, focal length, mounting position, etc.)
strongly influence the place signatures. Some of the effects can be compensated,
but in general, the camera setups should be as similar as possible. This might
not always be feasible when deployed in a real-world scenario.
3. Place signatures are not human readable or interpretable. This may become a
problem as soon as the system has to interact with a human operator in the
following vehicle and a human-readable map is required.
Because of these reasons, the following chapter deals with the visual detection and
tracking of discrete objects that are used as landmarks for navigation.
Landmarks are detected with a monocular approach, employing a pre-trained CNN
to find objects of different classes in the camera images. The detections in the
image plane are then tracked over time with depth data to estimate the landmark
positions in 3D space.

4.2.1 Object Detection
Detecting objects is a fundamental task in the perception system of both living
organisms and robotic systems, as it is a prerequisite for interacting with the
environment. Depending on the capabilities of the available sensors and other
systematic restrictions (e. g. availability of a time-series data vs. single frame) a
multitude of different approaches for object detection have been developed over the
years, of which the following list gives a few examples:
• Objects can be segmented in 3D space by their geometric properties, if 3D
data from range sensors such as LiDARs is available.
• Appearance-based object detection approaches are often used for image data.
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• Doppler information may be used to distinguish objects in Radar–based systems.
• With time-series data, object motion can be used to detect objects.
• Model-based approaches use detailed knowledge about an object’s model (for
example its motion or appearance model) to detect and track it.
The primary sensor used in this dissertation is a stereo camera system. As it provides
image data as well as range data, both appearance-based methods and geometric
segmentation approaches are viable options for detecting object landmarks. Due to
the static nature of landmarks, motion-based methods cannot be used despite the
availability of time-series data.
The segmentation of objects in the 3D range data from stereo systems suffers
from the high range uncertainty and noise in the data. This limits the effective
detection range and may distort the dimensions of detected objects. Image-based
object detection methods can offer a better detection range and with the technical
and algorithmic improvements in recent years (especially since the advent of deep
learning) they show a very good object recognition performance across many object
categories.
4.2.1.1 Related Work
Image-based object detection has been a research topic for many years. Thus,
many different techniques have been developed: simple background/foreground
segmentation [Piccardi, 2004], template matching [Brunelli, 2009], model-based
detection with accurate 3D models [Manz et al., 2011, Jaspers et al., 2016], keypoint
methods [Lowe, 2004] and approaches with machine-learnt detectors [Felzenszwalb
et al., 2010, Ren et al., 2015].
A general trend can be seen in moving from handcrafted detectors with intelligently
specified detection rules from expert knowledge to automatically trained detectors
that learn from examples. A driving factor is the rise of deep neural networks (DNNs),
which have been state-of-the-art in object detection benchmarks and many other
domains since AlexNet [Krizhevsky et al., 2012] won the ImageNet challenge in
2012 [Russakovsky et al., 2015]. One of the key advantages of neural networks
is their ability to not only learn a classifier on top of predefined features, but to
automatically extract features and meaningful structure directly from the data.
Before DNNs, HOG-models (histogram of oriented gradients), originally by Dalal
and Triggs [2005], were state-of-the-art in image-based object detection. These
models are based on local image features computed for every image position spanning
multiple image resolutions. Using support vector machines (SVMs) [Cortes and
Vapnik, 1995], a machine learning technique, and supervised learning with annotated
datasets, class-specific models are trained and classified.
HOG models can be used in deformable part configurations [Felzenszwalb et al.,
2010] which greatly improve the detection performance. Being split into smaller
model components, the deformable part models (DPMs) allow for more variance
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in the detector. Cars, for example, vary in their exact shape but all contain tires,
windows and doors. DPMs can detect the model parts together with an overall
“root” object model and therefore find objects in diverse configurations.
AlexNet [Krizhevsky et al., 2012] won the ImageNet image classification challenge
in 2012. The task was to give the correct label for a complete image (for example
“vase” for an image of a vase), not to detect an object in it, i. e. localize it. Yet, an
algorithm for image classification can be used for object detection by evaluating it on
many different sub regions of an image. This can be done in a “brute-force” sliding
window fashion, potentially over multiple scales [Sermanet et al., 2014, Girshick
et al., 2014, He et al., 2015b]. Approaches such as these generally achieve a good
object detection performance. However, the classifier has to be executed many times,
which makes these approaches computationally demanding and relatively slow.
Improvements on these algorithms tackled the exhaustive search of the sliding-window
approach by reducing the classifier evaluation to pre-generated object bounding box
candidates, so-called object proposals. Earlier work used object proposals generated
with non-deep-learning techniques, such as edge boxes [Girshick, 2015]. Later
developments employed sub-networks in the CNNs to generate them [Ren et al.,
2015, Gidaris and Komodakis, 2015, Cai et al., 2016], with the added benefit of
sharing computationally expensive layers across the object proposal and classification
networks. These measures enabled real-time performance of classification-based
object detection networks on potent hardware.
Other methods directly compute and classify object bounding boxes with a single pass
through the CNN: YOLO [Redmon et al., 2016] is a class-aware detector that poses
the localization of the objects as a regression problem. Further developments, such as
SSD [Liu et al., 2016b], DetectNet [Barker et al., 2016] or YOLOv2 [Redmon
and Farhadi, 2017], work after the same general principle but improve accuracy
and/or execution performance.
Gupta et al. [2014] perform object detection and semantic segmentation with color
and depth data. They report improvements over the baseline algorithm that only
work on color images. Their results show that it matters in which form depth data is
fed into the network: the depth channel alone yielded almost no improvements. They
achieved better results with a special encoding of the depth data into three channels:
horizontal disparity, height above ground and angle with gravity. Eitel et al. [2015]
simply encode the depth as an RGB image using a so-called jet colormap, distributing
depth information over three channels. To train the network for processing this
colormap-encoded depth data, they fine-tune a network originally trained with normal
RGB images. Despite the obvious difference in the appearance of normal RGB data
and the encoded depth data, their network was trained successfully, and their results
showed that adding the depth data improved the detection performance.
In combining the classification and detection capabilities of a CNN with the geometric
cues from a stereo system, Ramos et al. [2017] develop a system able to detect
small road hazards, such as lost cargo, of less than 5 cm height for distances up
to 50 m. The neural network itself generates a pixel-wise semantic labeling of the
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Figure 4.9:
CNN object detector run times for a single image on an office PC with Nvidia Geforce
GTX 1050Ti GPU.

image into potential road hazards, free space and background. Distinct instances of
road hazards are generated by fusing this segmentation with the a mid-level “Stixel”
representation of the stereo data [Pfeiffer and Franke, 2011, Cordts et al., 2017].
Huang et al. [2016] compare several object detectors based on CNNs. They identify
two basic structures underlying most known detector architectures: single-shot
detectors (Ssd, after the work by Liu et al. [2016b]) and sliding-window detectors
in the fashion of faster region CNN (Frcnn) from Ren et al. [2015]. Additionally,
they realize that networks can be separated into a feature extraction and a detection
part. Especially for the feature extraction part many network architectures exist,
which can be used in the proposed detector structure in plug-and-play manner. After
extensive evaluation, Huang et al. recommend different combinations of feature
extractor and detection structure for different requirements (speed vs. accuracy).
Following these recommendations, the landmark detection framework uses the Ssd
structure with the InceptionV2 feature extraction network by Ioffe and Szegedy
[2015]. This combination reaches real-time performance and an acceptable detection
accuracy even on moderate computer hardware.
Figure 4.9 shows a runtime comparison of Ssd with InceptionV2 against more
computationally demanding methods for images from the dataset described in the
following section.

4.2.1.2 Dataset
The object detection CNN is trained in a supervised manner requiring labeled images
with bounding boxes and class labels of objects. Manually annotated images from
recorded data spanning the last few years on the campus of UniBwM make up the
dataset. It contains labeled static structures as objects, which are available in most
parts of the campus and therefore viable landmarks for localization and navigation
purposes.
Objects from the following categories were annotated:
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(a) traffic-sign

(b) campus-sign

(c) hydrant

(d) structure

(e) dumpster

Figure 4.10: Examples of the object classes labeled in the dataset.

traffic-sign: traffic signs next to the roads. Traffic signs were labeled also when
only their back side was visible. This allows recognition of landmarks also
when the vehicle drives the reference route in opposite direction.
campus-sign: orange campus guideposts and building numbers.
hydrants: water hydrants in different shapes that extend from the ground.
dumpster: larger garbage containers that can be found in several spots on campus.
Since they are often clustered together and partly occlude each other, they
have been added as a challenging category to the dataset. Unfortunately,
garbage containers may be moved from time to time and are thus not suited
as long term stable landmarks.
structure: miscellaneous bigger “objects”, such as building fronts and silos. They
are visible from far away but are much less frequent than traffic signs, for
example. In return, they are very special and easier to identify and conform
more to the general notion of a “landmark” as a striking feature in the
landscape that is visible from afar.
Examples from the different object categories are shown in fig. 4.10.
In total, 1650 objects were annotated in 557 images. The images were split into a
training and a validation set with a ratio of approximately 3:1. Table 4.3 shows the
distribution of object annotations in each category.
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Table 4.3: Statistics of annotated objects in the created campus dataset.

class
traffic-sign
uni-sign
hydrant
structure
dumpster

training set

validation set

total

368
617
117
54
103

101
189
37
21
46

469
806
154
75
149

4.2.1.3 Detector Training
It is widely known that neural networks – at least up-to-date – require large datasets
to learn appropriately the intrinsic structures hidden in the data. For image-related
tasks, the availability of such datasets with millions of images (for example the
ImageNet data by Russakovsky et al. [2015]) helped to train very deep networks that
worked better than previous state-of-the-art methods for a multitude of applications.
Only then did deep learning come to the widespread attention in the scientific
community it holds today. Compared to the large datasets, the annotated campus
dataset is very small and can be seen more as a proof-of-concept way to showcase
the abilities of the landmark detection and tracking system described in this chapter.
A deep CNN trained on such a small dataset normally would either overfit on the
training data or not converge at all. Still, deep networks that generalize well to
unknown data and detect objects with high accuracy can be utilized for the presented
application with the help of transfer learning.
Transfer learning and domain adaption are techniques to leverage the power of
deep neural networks even if there is no large dataset, which is required to train
a deep network from scratch [Bengio, 2012]. A common approach is to take a
pre-trained network, either as a fixed feature extractor [Razavian et al., 2014] or
as a starting point to fine-tune it with a small dataset. Intuitively, if two problems
from the same domain are alike, for example detecting cars and detecting trucks,
the features extracted in the network will be similar as well [Yosinski et al., 2014]. In
the cars/trucks example, the car detection network might learn to detect headlights
in an intermediate layer, as they are a strong indication for a car. The same feature
obviously also helps to detect trucks, which is why it is likely that a freshly trained
truck detection network will contain similar feature extractors.
The landmark detection network uses fine-tuned networks (Ssd + InceptionV2,
Frcnn + InceptionV2 and Frcnn + Resnet50) originally trained on the
COCO dataset [Lin et al., 2014] with 80 object categories, and 1.8 million object
instances in over 200 thousand labeled images. Only the feature extraction layers are
kept (i. e. the InceptionV2 and Resnet50 layers), while the detection generator
(for Ssd) and the proposal generator and box classifiers (for Frcnn) are replaced
by structures fitted to the 5-class campus landmark dataset. The training is allowed
to modify the feature layers, albeit with a decreased learning rate.
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To improve on the dataset size and learn detectors that generalize well to unknown
data, several simple methods for data augmentation are used:
• random cropping
• horizontal flipping
• random adjustments to color, contrast and brightness
• slight image distortion (rotation, shearing, perspective transformations)
Data augmentation pre-processes both the training examples and annotations,
effectively increasing the dataset variability and size.
The cost function for learning the object classes is based on the evaluation metrics described in the guidelines for the “PASCAL Visual Object Classes Challenge
2007” [Everingham et al., 2007]. The overlap between two bounding boxes A and
B (in this case the detection and the corresponding ground truth) is measured as
the Intersection-over-Union (IoU):
IoU(A, B) =

area(A ∩ B)
,
area(A ∪ B)

(4.8)

i. e., the area of the intersection divided by the area of their union. A detection is
seen as correct (a true positive – TP), if it has a minimum overlap of 50 % with
at least one ground truth bounding box of the same class. Otherwise, it is a false
positive (FP). The detector performance is measured by the average precision (AP)
TP
(4.9)
TP + FP
over all ground truth examples in the validation set. As a final measure of the total
accuracy, the mean AP (mAP) over all classes is used.
AP =

The accuracy of three CNN-based object detectors for all validation data is shown
in fig. 4.11. In total, the data shows the detector Ssd + InceptionV2 to perform
worse than the Frcnn-based networks, both of which perform similar. Only the
class “structure” all detectors recognize well. Although Ssd + InceptionV2 has
lower detection accuracy, it is significantly faster to compute, as fig. 4.9 shows.
Both the training and execution of the CNN-based object detectors are done using
the Tensorflow software framework [Abadi et al., 2015].
4.2.2 Tracking
From the single-frame 2D object detections, the number of landmarks and their
positions have to be estimated over time in 3D space. This is a classical multitarget tracking problem for which many different techniques have been developed
for a variety of applications in the last 50 years. The most popular approaches
at present are the joint probabilistic data association filter (JPDAF) [Bar-Shalom
et al., 2011], multiple hypothesis tracking (MHT) [Blackman and Popoli, 1999] and
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Figure 4.11:
Accuracy of the CNN object detectors as the average precision per class and averaged
over all classes (mAP). All values were computed with for a minimum IoU of 0.5.

multi-target filters based on random finite sets (RFS) [Mahler, 2014]. Vo et al. [2015]
summarize these algorithms and present a detailed overview of the multi-target
tracking problem.
Multi-target tracking contains many challenges: noisy data leads to ambiguous
associations between tracks and measurements, the number of tracks is not constant,
clutter measurements can occur as well as missed detections. Depending on the
application, these factors necessitate advanced and complex approaches such as RFS
tracking to solve the problem at hand. However, not all tracking problems are equally
hard, and many can be solved with simpler methods. A global nearest neighbor
(GNN) tracker [Blackman, 2004] computes an optimal association of measurements
to tracks according to some cost. Tracks are then updated with the associated
measurements according to the rules of standard Bayes filtering. A track management
takes care of creating new tracks from unassociated measurements and deleting
tracks that need not be tracked anymore or have proven to be erroneously created.
GNN trackers can exhibit poor performance when targets are not well separated,
and associations are ambiguous [Blackman and Popoli, 1999]. In the presented
application, the object detections provides additional information (landmark category,
object dimensions) besides the position to perform the data association. Therefore,
a GNN tracker is a reasonable technique to solve the object landmark estimation
problem presented in the following section.

4.2.2.1 Depth Data
In order to use the object detections as landmarks for mapping and localization, their
positions have to be estimated in 3D space over time. There are several methods to
obtain 3D information for the 2D detections in the image plane, either over time or
in each update cycle separately:
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Figure 4.12: Inaccurate bounding box of a detected object

Monocular recursive estimation: The single detections are used as measurements in a Kalman filter framework, which estimates the landmark positions
over time.
In prior experiments, the landmark positions converged slowly, if at all. Two
main reasons exist for this: (1) the object detections are subject to measurement noise and therefore not always accurate (see fig. 4.12); (2) the object
positions in the image often differ only slightly from frame to frame. This
happens for example when the ego vehicle driving straight towards an object.
Together, these factors lead to a slow convergence of the filter, which is often
unable to estimate the landmark position before the landmarks leaves the
sensor’s FOV. Note that no extra keypoint-based feature tracking was used,
which might provide more accurate measurements between time steps, as the
keypoint detection algorithms often fail to track homogeneous or low-contrast
objects.
Learned range information from the CNN: Different neural network architectures exist that can be trained to extract depth information from single
images [Eigen et al., 2014, Saxena et al., 2006, Liu et al., 2016a]. Most
approaches require accurate, ground-truth range measurements to train the
network, complicating and prolonging the labeling process. Some networks are
trained in a self-supervised manner by minimizing the reprojection loss, either
by using multiple cameras [Godard et al., 2017] or a single camera across
subsequent frames [Zhou et al., 2017, Godard et al., 2019]. In general, depth
estimation networks only work well for images recorded with similar optical
characteristics (resolution, opening angle, focal length, etc.), as the camera
model is implicitly encoded in the network’s trained parameters. This either
limits the deployment of the detection algorithm to certain camera setups or
requires separate datasets for each camera type.
Depth data from another sensor: 3D measurements from a depth sensor, for
example a LiDAR or a stereo system, are projected onto the camera image
in which the objects were detected. The measurements, whose projections
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lie inside the bounding box of a detected object, are then used to assign this
detection depth information.
While this is a straightforward approach, there are some details which have
to be considered to get consistent results. Usually, there’s a difference in the
mounting positions of the detection camera and the depth sensor, meaning
they perceive the scene from different points. This introduces a parallax in
the measurements which requires some sort of occlusion reasoning to compute
correct range data for the detections.
In the context of the proposed landmark-based visual navigation system, the environment model and obstacle avoidance is based on data from one or multiple
stereo camera systems (see chapter 3). Thus, it makes sense to use one of the
available stereo systems and its depth data to provide range information for the
object detections.
When using a stereo system that consists of color cameras (as is the case for the
MarVEye-8 platform in MuCAR-4), then these can be used for object detection.
The rectified color image of the left camera (normally used as the basis to generate
the disparity data) is passed as input to the object detection network. Because
the computed disparity image and the rectified camera image have a one-to-one
mapping between each other, the disparities inside a detection’s bounding box can
be directly used as its range data. Figure 4.13c shows an example.
The object detection neural network requires color information for every pixel to
achieve the best results. However, dedicated stereo systems often use monochrome
imaging sensors to obtain a good image contrast with low sensor noise and higher
resolution than comparable single-chip color imaging sensors with color filter arrays
on the sensor. As long as the vehicle’s sensor setup allows it, object detection is
performed in dedicated color cameras to get the best results, while the stereo system
uses its own pair of monochrome sensors.
For the general case that the object detection camera is not the same as one of the
stereo system’s cameras, several geometric transformations have to be performed,
as well as occlusion reasoning. Consider an object detection with bounding box D,
noted as the set of all points on the image plane inside the bounding box’s area. To
obtain the range measurements inside D the following steps are performed:
1. Compute the 3D point measurements sensor Y = {sensor p1 , . . . , sensor pn } from
the pixel disparities. If a LiDAR were used, these would be computed from
range and angular measurements.
2. Transform the measurements into the coordinate frame of the object detection
camera:
cam

Y ={cam pi | i ∈ 1, . . . , n}
with

cam

pi = cam Hveh · veh Hsensor · sensor pi
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(a) object detection

(b) projected LiDAR points

(c) stereo disparities

Figure 4.13:
Information about the 3D location of an object detection (a) can be retrieved from
additional depth sensors, for example from a LiDAR (b) or a stereo system (c).

3. Project the points onto the object detection camera (including the camera’s
lens distortion):
cam2D

Y ={cam2D pi | i ∈ 1, . . . , n}
with

cam2D

pi = distort(cam2D Pcam · cam pi )

(4.11)

4. Select the points inside the bounding box:
cam2D

Y D = {p | p ∈ cam2D Y ∩ D}

(4.12)

5. Perform occlusion reasoning (see below) to obtain the final set of measurements
cam2D

D

Y 0 ⊆ cam2D Y D .

(4.13)

Occlusion reasoning is required to reduce the effects of differing mounting positions
between the object detection camera and the stereo system (or another range sensor).
A common effect is that the range sensor measures the ground or other objects
behind an object detected in the camera image. The sensors’ relative mounting
positions may be such that these measurements, projected onto the detection camera,
seem to lie on the detected object [Schneider et al., 2010].
After rasterizing the bounding boxes of the object detections into smaller cells, the
minimum range measurement in each cell is collected. It corresponds to the directly
visible, occlusion-free range measurement as seen from the camera’s mounting pose.
The concept is similar to that of a z-buffer in computer graphics [Catmull, 1974],
where a pixel is assigned the color of the object closest to it along the ray from the
camera center through the pixel.
The range data associated with an object detection is more consistent after occlusion
reasoning. However, due to inaccuracies in the extrinsic sensor calibrations and
erroneous detections (see fig. 4.12), the range measurements will still contain data
not coming from the object in question. Additionally, an object may be occluded by
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Figure 4.14:
Distribution of range data from a stereo system for the detection in fig. 4.13c, displayed as
a normalized histogram. The histogram bins are chosen according to the disparity space,
their boundaries are visualized as gray vertical lines.

objects in front of it, depth data may be missing or contain erroneous measurements,
which occurs frequently with stereo data.
Due to these factors, the available depth data for an object detection has to be
interpreted as a distribution of range measurements, rather than reducing it to a
single value. When looking at this distribution, a prominent peak will most likely be
at the “correct” range, as seen in fig. 4.14, but there may exist other local maxima
even stronger than the correct one. The distribution of the range data is passed as
a normalized histogram into the recursive filtering framework to make the best of
the available data while remaining computationally efficient.
The range histogram for a stereo system represents the distribution of range measurement x-coordinates in the camera frame. The x-coordinates are the converted disparity values of the raw stereo measurements. The particle filter (see section 4.2.2.6)
uses the histogram to compute particle weights. By using the x-coordinates instead
of the disparity values, the particle filter’s performance is increased when computing
the weights for many particles, as less transformations are needed.
The distribution of stereo measurements is not uniform but follows the perspective
properties of the stereo system: more measurements are present in the close range
than farther away. A histogram with uniform division cannot properly represent
the distribution, and sampling from such a histogram would create imbalances and
inaccuracies in the sampled data. Thus, in order to incorporate the perspective
properties, the histogram is created with bins hi according to the disparity space:
hi =

f [u] · b
, for i ∈ {0, . . . , d(δ max − δ min )/∆δ e} ,
δ max − ∆δ · i

(4.14)

where δ min is the minimum disparity (typically 1 as the disparity of 0 corresponds
to an infinite distance and would make the above equation ill-formed for the last i
value), δ max is the maximum disparity value the stereo system is able to compute,
and ∆δ is the disparity space bin size. See fig. 4.14 for an example.
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4.2.2.2 System State
The state of a single object landmark is defined to be




x= xyzH l ,


(4.15)



consisting of the 3D position x y z in a ‘world’ coordinate frame (either a global
or a dead-reckoning coordinate frame), the height H, i. e. the landmark’s dimension
along the z axis, and the discrete label l. The 3D position denotes the center of the
landmark, which extends z ± H/2 along the z axis.
The state intentionally omits the landmark’s width and orientation. The orientation
can be ambiguous, as the campus dataset contains landmarks which can be detected
from both the front and the back (traffic-sign, uni-sign) or all sides (hydrant,
dumpster). A “true” orientation therefore does not exist for all landmarks. Without
an orientation, the object’s width is ambiguous as well.
This state definition is the “smallest common denominator” of all landmark categories.
Experiments with the campus dataset have shown that this state definition is
enough to track all the different objects, although they are represented as “polelike” landmarks. The higher complexity of providing different state definitions and
measurement models for different object categories is therefore avoided.
As will be shown in section 4.2.2.6, a particle filter is part of the estimation procedure.
From a computational perspective, a simple state with as few elements as possible
is beneficial, as this reduces the necessary number of particles to cover the state
space and get a good state estimate.
Prediction: The landmarks are static and tracked in a fixed frame of reference,
the prediction of the system state is therefore given by the identity function:
x∗k+1 = x̂k .

(4.16)

For the sake of a more readable notation, the circumflex for the estimated state
is omitted from now on. Also, the time indices are dropped when they are not
needed.

4.2.2.3 Measurement Models
Measurements are predicted according to the deterministic part of the measurement
model g as
y∗ = g(x∗ ) ,
(4.17)
predicting the measurement y∗ given the predicted state x∗ . The landmark’s state is
estimated through measurements from different, uncorrelated measurement models.
There are measurement models for (1) the position of the object detection’s bounding
box center, (2) the height of the detection’s bounding box, and (3) the disparity
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as if measured by the stereo system. The landmark category is formally assigned
a measurement model as well, but in practice the object detection’s label is used
directly.
The first model measures the object detection’s bounding box center (u, v) corresponding to the projected landmark’s position:
y∗[u,v] = gpos (x∗ )
= project



cam

Hveh · veh Hworld · x∗[x,y,z]



.

(4.18)

The function project( · ) projects the homogeneous position vector onto the camera’s
image plane, including nonlinear lens distortion. The measurement noise covariance
matrix Rpos is a 2 × 2 constant diagonal matrix. Its values are chosen based on the
detection errors in the validation dataset.
The projected height h, assuming an upright landmark and, given the camera’s
vertical focal length f [v] in pixels, computes as
y∗[h] = gheight (x∗ )
= x∗[H] /x∗[x] · f [v] .

(4.19)

Similar to the image position noise covariance, the detection height noise variance is
based on the detection errors in the dataset.
The landmark’s disparity δ, as measured by the stereo camera system, is
y∗[δ] = gdisp (x∗ )
= f [u] · b ·



stereo

Hveh · veh,t1 Hveh,t0 · veh Hworld · x∗[x,y,z]

−1
[x]

.

(4.20)

Here, an additional transformation veh,t1 Hveh,t0 is needed to transform the state
from the current time t0 (i. e. the timestamp of the object detection camera) to
the timestamp of the stereo system t1 . The lack of synchronization between the
sensors makes this necessary. The focal length f [u] and baselength b correspond
to the stereo camera’s calibration values. The measurement noise is chosen as a
constant value. However, it could be computed individually for every measurement
from the range histogram.
The landmark’s category label l is simply passed through, i. e.
y∗[l] = x∗[l] .

(4.21)

It can be formulated in the filtering framework with a measurement noise variance
of 0, which effectively disables temporal filtering of the label. In the implementation,
however, the category label is kept separate from the rest of state elements and
directly copied from the object detection.
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Figure 4.15: Track status transitions

4.2.2.4 Track Management
A GNN multi object tracker essentially consists of multiple single state trackers
and requires a track management to operate successfully. The track management
performs data association between the incoming measurements and the existing
tracks, adds new tracks, removes spurious or old tracks and merges very close tracks.
To stay close to object tracking literature, a landmark’s tracked state is referred to
as a ‘track’, despite the landmarks being static objects without motion.
To facilitate track management, each track is categorized as either premature,
mature or spurious 2 Once a track is created from an unassociated measurement,
it is initialized as a premature track with a relatively large state uncertainty. It
transitions to a mature track when it has been observed multiple times and has
converged to a stable state estimate. If a state is not stable anymore (meaning
that the stability criteria were insufficient), it is again marked as premature. A track
which has not been updated with new measurements for a certain amount of time
enters the spurious stage. This can happen, for example, because the landmark
is outside the camera’s field-of-view or temporarily obstructed by another object.
The track is kept alive for some more time in which it could be updated with new
measurements but is finally deleted from the tracker if is not observed anymore. If
a spurious track does get updated, it is categorized as a premature track. Only
mature tracks are used as landmarks for mapping and localization. The transitions
between the categories can be seen in fig. 4.15.
For a track to be considered ‘stable’, two criteria have to be satisfied, (1) the track
must be static and (2) the state uncertainty must be small:
static track: a simple method to check whether a track is static is to look at the
track history. The estimated position must not exhibit large variations from
one time step to the next and should vary only slightly around the true position.
Thus, a track is considered static, if the distance between the average position
of the last k estimates and the current position is smaller than a threshold.
The parameter k is chosen heuristically.
2
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small uncertainty: the determinant of the state covariance matrix gives a good
measure of the state’s uncertainty and can be checked against a threshold.
However, choosing the threshold is non-intuitive. Therefore, another approach
is preferred, where the major axis of the position error ellipse is taken as an
indication of the track’s position uncertainty. Given the error ellipse’s major
axis in meters, an easily interpreted threshold can be derived. This threshold
can be adapted based on the track’s distance, allowing stable tracks to be set
up in the long range where the position uncertainty is higher in general.
Note that the thresholds are set depending on the current track’s status: to enter
the mature stage, thresholds are stricter. Once entered, the thresholds are relaxed,
allowing the state to stay in the mature stage longer. This introduces a hysteresis
behavior which provides more stable and consistent tracks to the mapping and
localization module.
The association of measurements to existing tracks is achieved with the Hungarian
algorithm [Kuhn, 1955]. Given a cost matrix, with one row per track and one column
per measurement, it computes the optimal linear assignment between measurements
and tracks. The cost matrix C depends on the similarity of a detection’s bounding
box with a track’s projection from state space into measurement space, i. e. the
similarity of the track’s projected position and height in the image and the detection’s
bounding box position and height. Consider the measurements of the detection’s
bounding box center yj,[u,v] and height yj,[h] in pixel coordinates, as well as the class
label yj,[l] . For a tracked landmark with state xi and a measurements yj,[ · ] , the
cost Ci,j for associating them is
Ci,j = wpos · yj,[u,v] − gpos (xi,[x,y,z] )

(4.22)

+wheight · yj,[h] /gheight (xi,[H] ) − 1

(4.23)





+wlabel · 1 − 1yj,[l] (xi,[l] )

.

(4.24)

The indicator function 1a (b) returns 1, if the labels a and b match, and 0 otherwise.
The factors wpos , wheight and wlabel are used to weight the influence of the different
components on the final cost value.
The Hungarian method outputs a binary matrix B, where Bi,j is set to 1, if track xi
and measurement yj are to be associated. Additionally, the track xi is only updated
with yj , if the cost Ci,j is smaller than a predefined threshold.
New tracks are created from unassociated measurements with a detection score s
greater than a threshold τcreate . The detection score reflects the detection network’s
self-assessed certainty of a detection similar to a detection probability. A high value
is chosen for τcreate to ensure that new tracks are only created for detections in which
the landmark detector is confident. Once a track exists, it may be updated also with
lower-scoring detections, i. e. s > τupdate , with τupdate ≤ τcreate .
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4.2.2.5 Extended Kalman Filter
The first filter implemented to track a landmark object is the extended Kalman
filter (EKF). A simple Kalman filter is insufficient due to the nonlinearities of the
measurement models involving camera projections.

Initialization: The filter’s state is initialized from the measurements u, v, h, l, i. e.
the object detection position, height and label, as well as δ, the landmark’s disparity.
The disparity δ is computed from the corresponding center of the range histogram’s
bin with the highest value (see fig. 4.14).
First, the landmark position cam p in the camera’s frame of reference is computed.
This requires the undistorted center of detection (ũ, ṽ), calculated from (u, v), which
is back-projected into 3D space:




1
f [u] b


cam
p=
· v, with v = (c[u] − ũ)/f [u]  .
δ
(c[v] − ṽ)/f [v]

(4.25)

The landmark height H is the back-projected height of the bounding box to this
position:
h · f [v]
H = cam
(4.26)
p[x]
Finally, the position (as a homogeneous vector) is transformed to the ‘world’ coordinate frame
world
(4.27)
p = world Hveh veh Hcam cam p,
where veh Hcam depends on the camera’s calibration and world Hveh is determined from
the vehicle’s position in a dead-reckoning coordinate frame. The camera is assumed
to be mounted upright, with small roll and pitch angles. Thus, the height needs not
be transformed.
The state is

world





p[x]
world


p 
world [y] 
p[z] 
x=
 .



 H 
l

(4.28)

The state covariance matrix P is initialized through a sampling-based approach using
the unscented transform [Julier,
2002]:

 sigma points are added to the combined
measurement vector y = u v h δ l and transformed into the state space with
help of the above eq. (4.28). The measurement noise covariance matrix required for
this computation is assembled from the measurement model noise covariances (see
section 4.2.2.3).
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Figure 4.16:
From the predicted state x∗ , the disparity prediction δ ∗ is computed. The measurement δ
is the distance histogram’s closest local maximum to the predicted measurement in a 3σ
band. Conversions between disparity values and distances along the camera x axis are
applied where necessary.

Correction: After a predicted state has been associated to a landmark prediction,
the measurement models (section 4.2.2.3) are employed sequentially to update the
state estimate. The disparity measurement y[δ] is chosen at the range histogram’s
maximum value in a 3σ band around the predicted disparity measurement y∗[δ] , as
seen in fig. 4.16. Finally, the innovation of the state is performed with the usual
EKF or UKF formulas (see section 2.3.2).

4.2.2.6 Particle Filter
The EKF implementation cannot deal with the non-Gaussian nature of the range
measurements. It has to choose a single measurement from the histogram to update
the state with. All other information about the distribution of range measurements
is lost. Therefore, a particle filter tracking system was developed that can make
better use of the histogram. Each object is tracked by an individual particle filter
and the tracks are managed as before.
Each particle filter consists of N particles pi , i = 1 . . . N . Because every particle
is a hypothesis for the true state of the landmark, it is defined to be the same as
eq. (4.15):


pi = x y z H l .
(4.29)
Initialization: The initial particle positions are computed as follows: first, N
2D points are randomly chosen from inside the detection’s bounding box. Next,
in order to back-project the 2D point into 3D space, a range value has to be
assigned to it. These can be sampled randomly from the normalized histogram of
range measurements, resulting in particles whose distances are distributed accordingly.
However, a landmark’s initial detection is often small, as the landmark is still far away.
Since calibration and detection errors have a stronger impact on small detections
than on larger ones, this leads to instances, where the detection’s bounding box
only slightly overlaps with the landmark’s image location and no correct range
measurements are found in the histogram. Thus, for a part of the particles (10 % in
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the proposed system), the distance values are uniformly distributed in the expected
landmark detection range. The range is dependent on several factors, among them
the camera’s focal length and landmark size. In practice, however, a generic range
of 5 m to 100 m produced satisfactory results.
Given the particle position cam p[pos] = (x, y, z), the particle’s height H is the backprojected height of the bounding box to this position. Finally, each particle is
transformed to the ‘world’ coordinate frame in the same way as shown in eq. (4.27)
for the initialization of the EKF.

Prediction: The prediction of the particles is similar to the state prediction (eq. (4.16))
with an added Gaussian noise term v ∼ N :
p∗k+1 = pk + v .

(4.30)

Update: To update the particle filter, the particles are weighted, and a new particle
distribution is determined accordingly. The weight wi of a particle pi is computed
based on the similarity of its projection (2D position and height in the image) to the
current object detection, as well as its consistency with the range histogram:
wi =
αpos · N (y[u,v] − gpos (pi,[x,y,z] ))
+αheight · N (y[h] − gheight (pi,[H] ))
+ αlabel · 1y[l] (pi,[l] )




+ αrange · g kpi,[x,y,z] k ,

(4.31)

with weighting factors αpos , αheight , αlabel and αrange , the multivariate normal distribution N , the projection functions/measurement models gpos and gheight (see
eq. (4.18) and eq. (4.19)) and the normalized range histogram lookup g.

State and Covariance Extraction: A particle filter can model arbitrary, multimodal state distributions. However, it is convenient to extract a single state estimate
and covariance. This also enables a clean interface for track management as it
doesn’t need to know how the landmarks were tracked internally.
The state estimate and its uncertainty are computed as the MMSE-0.5 estimate from
the 50 % highest-weighted particles (see section 2.3.4.1). An exemplary tracking
result is shown in fig. 4.17. Initially, the particle distribution does not necessarily
resemble a Gaussian distribution but follows the multi-modality of the range histogram.
However, as the filter converges, the distribution is well represented by a single state
estimate and covariance.
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Figure 4.17:
Tracking result in 2D (left), overlayed with the particle positions of the filter. The same
scene in 3D (right) with the landmark’s estimated state drawn as a green box (with
arbitrary width) and its 3D position uncertainty displayed as an ellipsoid (red).

4.2.2.7 Combined filter
The EKF tracking generates smooth and stable landmark localizations and is computationally efficient. However, it sometimes fails to converge to the correct positions
due to the non-Gaussian nature of the range measurements. In contrast, the particle
filter is able to estimate the landmark positions regardless of the multi-modalities in
the distribution of range measurements. Yet, it is more computationally demanding
and requires many particles3 to estimate stable landmark positions. Even then, the
positions are often noisy.
A combined tracking algorithm takes advantage of the strengths of the proposed
EKF and particle filter tracking systems while overcoming their weaknesses. The
general idea is to use the particle filter in the early stages of tracking a landmark,
while its estimated position is still very uncertain and multiple range hypotheses
might exist. Once the tracking converges to a sufficiently stable state, the EKF
takes over to quickly and accurately estimate the landmark’s final state.
As seen in section 4.2.2.4, the track management divides the lifetime of an estimated
landmark into several stages, most importantly the premature and mature phases.
These are well suited to integrate the combined tracking approach: in the premature
phase, the landmark is estimated using a particle filter. Once it enters the mature
phase, the current state and its covariance are extracted and used to initialize the
EKF. The EKF then continues to track the landmark, generally converging quickly
to a final estimate. However, should the EKF fail to converge, the track will return
to its premature phase. There, the particle filter is used, with particles sampled
according to the EKF state and covariance.
Figure 4.18 shows an example of a landmark that is tracked with the three filters:
only the EKF, only the particle filter and then with the combined filter. At the time
of the first detection, the landmark is approximately 50 m distant from the vehicle.
The EKF alone fails to converge due to sensor calibration issues and inaccurate
3

Tests were conducted with 400 to 1000 particles per landmark.
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Figure 4.18:
Example of a landmark located at (0, 0) tracked with the EKF (top), the particle filter
(middle) and the combined filter (bottom). The red line marks the point in time when
the combined filter switches from the particle filter to the EKF. Note that the pure EKF
fails to converge to the correct position due to erroneous initialization.

landmark detections in the early phases. The particle filter converges but exhibits
large position uncertainty and the estimated position is quite noisy. The combined
filter converges quickly to the correct location and provides a very stable estimate.

4.2.2.8 Birth and Merge Model
Another possibility to improve the landmark state estimation is a birth and merge
model. It tackles the problem of the EKF that distant landmarks sometimes converge
to a too-short distance, because of erroneous depth measurements or detection
inaccuracies. The tracks are updated with the correct detection, but due to the
large deviation from the correct position, depth measurements are either discarded
or only slowly influence the state. Thus, the tracks fail to estimate the real position
or converge very slowly.
The combination with the PF does not necessarily help, as the extracted state from
the PF sometimes also converges to an erroneous position, from which the EKF
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cannot recover. However, if the track were reset and re-initialized with the detection
data when the landmark is closer, it would quickly converge to the correct position.
The birth/merge model implements an approach that is present also in RFS tracking
algorithms, such as the GMPHD-filter (Gaussian mixture probability hypothesis
density): there, new Gaussians are added to the mixture for every possible association
of measurements to Gaussians, and for each new measurement. This is followed by
a merging and pruning step of the Gaussian mixture. Transferred to the landmark
tracking, this means that every detection creates a new track, independent of whether
it is associated to an existing track. A subsequent merging step makes sure that
the number of tracks does not grow too large and that each landmark is tracked
only once. Two tracks are merged if they are close, according to the Mahalanobis
distance using the covariance matrix of the more certain track.
If a track did not converge correctly, a new track will be created as soon as a good
measurement fo the landmark is available. Further measurements will be assigned
to the better matching, newly created track. The old track will be discarded shortly
thereafter, as it is not updated anymore. For a short amount of time, a landmark
might therefore be tracked by multiple tracks. In several conducted experiments,
this has not been a problem, as seldom more than one of the tracks is mature.

4.2.2.9 Evaluation
The object landmark tracking quality for the EKF, PF and the combined filter
is evaluated next. The quality is measured with the OSPA (optimal sub-pattern
alignment) metric introduced by Schuhmacher et al. [2008]. OSPA is a metric
to evaluate multi-target tracking systems that combines measures for the track
cardinality (i. e. number of tracks) and localization accuracy. Given two sets of
object tracks X and X 0 , the OSPA metric is computed as:
"

1
DOSPA (X , X ) =
n
0

min

π∈Πn

m 
X

(c)

0

p

p



!#1/p

d (xi , x π(i) ) + c (n − m)

(4.32)

i=1

with
• the cardinalities m = |X | and n = |X 0 | (without loss of generality n ≥ m),
• the “cut-off” distance d(c) (x, x0 ) = min(c, d(x, x0 )) between two tracks x
and x0 , that is upper-bound by parameter c > 0 to the range [0, c],
• the parameter p defining the “order” of the OSPA metric (1 < p < ∞),
• and Πk the set of all possible permutations on {1, 2, . . . , k} for any k ∈ N =
{1, 2, . . .}. It defines possible associations between tracks of the two sets.
For practical reasons, the OSPA metric is not calculated by iterating over all
permutations, instead the optimal assignment π between elements of the two
sets is computed with the Hungarian algorithm [Kuhn, 1955].
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The following evaluation uses the OSPA metric of order p = 1 with cut-off c = 2.
When evaluating the tracking performance, one of the sets is the ground truth
while the other is the set of tracked, mature objects. The ground truth consists
of manually annotated 2D landmark positions on two driven routes. However, the
system is limited due to its perception capabilities and cannot track the landmarks
of the whole route at the same time. The set of ground truth objects with which the
evaluation is performed is therefore decided in each time step anew. Two criteria
have to be fulfilled for the ground truth objects at a certain time: they have to be
inside the object detection camera’s FOV and the must be relatively close (< 25 m).
The goal of the limited distance is to reduce occlusion effects, where a landmark is
inside the camera’s FOV but it is not visible because it is occluded by other parts of
the scene. Evaluating it as a ground truth object would lead to an unjustified false
negative.
The tracking performance was evaluated for different variants: tracking with only
particle filter (noted as PF), only extended Kalman filter (EKF), the combined filter
approach (EKF+PF) and the EKF tracking with birth/merge model (EKF+BM).
Table 4.4 contains the average OSPA error, as well as the average distance and
cardinality error.
According to the results, the PF performs average in terms of the OSPA error.
Notably, is has the lowest cardinality error but the highest distance error. This
indicates that mature tracks are initialized quicker compared to the other approaches,
thus reducing the cardinality error, but with higher position error. The EKF has
a comparatively low distance error, but the highest average cardinality error. It
converges slower but tracks with good accuracy. The combination EKF+PF does
not have a benefit in its current implementation and parameterization, it performs
worse than the PF and EKF alone. When looking at selected, isolated scenes, the
combination EKF+PF can improve the tracking performance, as the example in
fig. 4.18 shows. However, with the same parameterization, it has worse behavior
in other scenes. One problem that occurs frequently is that one mode of the PF
converges to a wrong position, at which point it is converted to EKF tracking that
fails to recover with this erroneous initialization. In general, the combination of EKF
and PF is very difficult to parameterize. The point at which the particle filter is
considered mature, for example, is very sensitive to the factors of the particle weights
(see eq. 4.31), which in turn influences the point where the EKF is initialized. The
combination of EKF and the birth/merge model shows the best results in terms of
average OSPA and distance error. It improves on the EKF especially in cases where
it failed to converge due to erroneous initialization.

4.3 Mapping and Localization
The mapping and localization framework is based on the LiDAR-based landmark
navigation system by Fassbender et al. [2015]. The leading vehicle computes place
features and object landmarks from camera images as it moves. Together with the

108

Towards Autonomous Driving with Visual Landmarks
Camera-based Mapping and Localization in Unknown Terrain

4.3 Mapping and Localization

Table 4.4:
Average tracking errors on campus dataset for several tracker variations. The best results
per column are marked in bold text.

Tracker
PF
EKF
EKF+PF
EKF+BM

OSPA error

distance error in m

cardinality error

0.6283
0.6399
0.6548
0.6037

0.7005
0.5014
0.6838
0.4771

0.6798
0.8412
0.7639
0.7561

vehicle’s pose in a local reference frame, the features and landmarks are transmitted
via Wi-Fi or radio data signals. The following vehicle receives the data and stores
them in a sparse metric-topological map. Using the same algorithm as the leader,
the follower computes place features and landmarks for its own camera images. It
uses a particle filter to localize itself on the route driven by the leader, using a
similarity-based feature and landmark matching to calculate particle weights. Finally,
a path planning algorithm computes an obstacle-free path based on the stereo
mapping system from chapter 3 to follow the leading vehicle.
The autonomous vehicles MuCAR-3 and MuCAR-4 were used as test platforms (see
section 1.3). The main sensors are cameras in monocular and stereo configurations
mounted on the active camera platform MarVEye-8, as well as an IMU.

4.3.1 Communication
Data is transmitted via Wi-Fi or radio using a custom protocol where variables are
packed tightly together using only the number of bits required to achieve a certain
precision. It has a low overhead and was specifically designed for low-bandwidth
(9600 bps to 19 200 bps) radio communication.
The place features and landmarks are transmitted together with the vehicle’s ego
pose at the time the image was captured. The ego pose is estimated in a local
reference frame through dead-reckoning by fusing odometry measurements with IMU
data.
Place features are transmitted as 4096 bit (512 B) vectors, object landmarks as 17 B
packets per landmark (four 4 B floating-point values for the 3D coordinates and
landmark height and a one byte class ID integer). The 6D ego pose makes up an
additional 24 B. In practical applications, Wi-Fi communication between the vehicles
has a large enough bandwidth to transmit all extracted place features and landmarks
in every time step. For low-bandwidth (19 200 bps) radio communication, the
amount of data has to be reduced. This can be achieved through optimizations and
prioritizations, such as extracting place features not in every time step, but only after
some distance traveled and with a limit on the number of features sent per second.
Additionally, the landmarks with the lowest uncertainty should be transmitted with
higher priority. The ego pose must be transmitted always. Otherwise the topological
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map cannot be created, as it requires not only the landmark positions but also the
ego poses from which the landmarks were observed.

4.3.2 Map Building
Both place features and object landmarks are integrated into the same map. However,
the map creation differs slightly between them.

4.3.2.1 Map Building with Place Features
The map module collects the transmitted data and incrementally builds a database
of place features and their positions. Additionally, a 2-d tree (i. e. a k-d tree with
k = 2) of the place feature position is created, which facilitates fast lookups of
place features near given positions. This is important when the weighting scheme
of the localization particle filter depends on the closest place feature to any given
particle.
A feature indexing method for faster feature lookups, such as the inverted index by
Cummins and Newman [2008] or semantic class filtering as described by Sünderhauf
et al. [2015a], has not been used. The feature database, against which a feature
must be compared, is small enough: its size depends on the length of the reference
route driven by the lead vehicle, which never exceeded several kilometers in the
conducted experiments and tests. Feature indexing is therefore unnecessary, as the
computational performance is sufficient without it.
The runtime performance additionally increases through the recursive approach for
localization. Once the particle filter converges, only a small subset of the reference
path place features has to be considered in the comparison. The system only
employs the whole feature database in the initialization phase of the localization.
In a convoying scenario, the initialization phase typically takes place when the lead
vehicle is still in the vicinity and the map therefore small.

4.3.2.2 Map Building with Object Landmarks
As the following vehicle receives new landmarks via V2V communication from the
leader, it stores the landmarks together with their position, height and class label.
In regular intervals, the landmark positions and the driven path are optimized in the
graph-based optimization framework g2o by Kümmerle et al. [2011]. The resulting
route and landmarks are the map used for localization and navigation.
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4.3.3 Localization
Localization in the map is performed with a particle filter. Using place features for
localization is not straightforward: they are computed for distinct camera/vehicle
poses but cannot be used to localize relative to the place. The only information is a
similarity score indicating how likely it is that the vehicle is at or near a place feature
from the map. By using the particle filter, a continuous localization estimate is
assured instead of localizing to the discrete place feature positions. Consequently, it
follows that only longitudinal localization can be performed with place features. The
position lateral to the driven path cannot be estimated. For this object landmarks
are necessary which can be used for object-relative localization and therefore provide
the lateral component as well.
Each particle of the particle filter describes a hypothesis for the vehicle’s 2D position
and orientation. Initially, the particles are randomly distributed over the route
received so far. Here, constraints may be included, such as orientation from a
magnetic sensor or rough GNSS position information.

4.3.3.1 Prediction & Update
The particles are predicted with the delta pose between the vehicle’s 2D pose in the
previous and the current time frame. Noise is subsequently added.
The particle filter is updated by assigning weights to the particles based on the
visible object landmarks and the most current place feature, followed by a systematic
resampling of the particles.
The importance weight for a single particle p computes as follows:
1. Find landmarks Lmap where the Euclidean distance to the currently observed
landmarks Lcur is smaller than a threshold. The threshold is chosen based on
the maximum landmark detection distance, 50 m in this case.
2. Compute pairwise similarities between Lcur and Lmap , resulting in the |Lcur | ×
|Lmap | similarity matrix
S = (sij )i=1,...,|Lcur |;

j=1,...,|Lmap |

.

(4.33)

3. Set the initial particle weight to wp = 0.01.
4. Generate a one-to-one association between the landmarks by processing S
with a greedy algorithm and update wp :
a) Determine the highest entry sij of S – it corresponds to the best match
between any landmark in Lcur and those in Lmap .
b) Add the similarity score sij to wp .
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c) Remove row i and column j from S in order to prohibit multiple associations of landmarks i and j.
d) Repeat until no rows or columns remain.
The similarity score for landmarks of different type is sij = 0. Landmarks of the
same type are assigned the similarity value
sij = e−dij ,

(4.34)

where dij is the landmark dissimilarity, as described in the next section.

4.3.3.2 Particle Weights for Object Landmarks
The dissimilarity score dij can be seen as the “feature distance” between two
object landmarks i and j, taking into account not only the spatial proximity but
also additional landmark properties. It is based on the distance of particle-relative
positions (x, y), the similarity of landmark heights H and the object classes l:
!

dij = α1 ·

xi
x
− j
yi
yj

!

→ Distance

min(Hi , Hj )
+α2 · 1 −
max(Hi , Hj )

(4.35)

!

+α3 · δKli ,lj

→ Height Dissimilarity
→ Object Class

where α1 , α2 and α3 are weighting factors and δKli ,lj is the Kronecker delta function
δKli ,lj =


1
0

if li = lj
.
if li =
6 lj

(4.36)

In all experiments, the factors α1 = 0.1, α2 = 1 and α3 = 2 were used.
A step from the particle filter based localization with only object landmarks is shown
in fig. 4.19.

4.3.3.3 Particle Weights for Place Features
The importance weights based on the most recent camera image’s place features
are computed directly and added to the particle weights. Two different weighting
schemes were implemented: the first one considers only the best- and second-best
matching place features, whereas the second weighting scheme is based on the
dissimilarity to the closest place feature.
Best feature weighting scheme: Let f1 be the feature dissimilarity (i. e. distance
in feature space) of the best matching place feature f ∗ and f2 the dissimilarity
of the second-best matching feature. Further, dp denotes the Euclidean
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Figure 4.19:
Particle filter based localization in the metric-topological map with visual object landmarks.
White arrows represent the particles, landmarks are visualized as blue boxes.

distance between particle p and the location of f ∗ . The weight wp of
particle p is calculated from the ratio f1 /f2 , weighted by dp :
1 − f1 /f2
wp = α · min 1,
β · dp

!

.

(4.37)

The parameter β controls the effect of the particle’s distance to the best
matching place. When used in conjunction with other landmarks and weighting,
α changes the overall influence of the place feature landmarks. The feature
distance ratio f1 /f2 is an established measure for keypoint descriptor matching
between images. It always lays between 0 and 1 because of f1 <= f2 per
definition of f1 as the feature dissimilarity of the best match.
Example: for a very distinct match with f1 << f2 , the ratio f1 /f2 → 0. The
particle weight then only depends – inversely proportional – on the particle’s
distance dp and is upper-bound to wp = 1. For a non-distinct match with
f1 = f2 , the ratio is f1 /f2 = 1, resulting in the particle weight wp = 0
irrelevant of the particle distance.
Closest feature weighting scheme: For a localization hypothesis particle p and
its closest place feature fˇ, let f cos denote the feature cosine distance (see
eq. 4.3) that is bounded to the interval [0, 1]. Same as above, dp denotes the
Euclidean distance between p and the location of fˇ.
wp = α ·

f cos
.
dp

(4.38)

Directly using the feature similarities to weight the particles did not perform
as well as the “best feature” weighting scheme, with longer and sometimes
erroneous convergence. However, together with discrete landmark objects,
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the closest feature weighting scheme can be used as a weak localization prior,
which quickly filters out infeasible localization hypothesis and speeds up the
filter convergence.
In the following, the “best feature” weighting scheme is used. Other landmarks as
described by Fassbender et al. [2015] may be integrated for improved localization
accuracy and robustness.
The particle filter is considered to have converged once the particle position variance
is below a threshold. Finally, an EKF is added on top of the particle filter to provide
a smoother localization estimate. The average pose of the 10 % highest weighted
particles is chosen as a “measurement” for the EKF. In general, this measurement
does not have white noise, which is a premise of the EKF. Although the filter
therefore does not work optimally, it works well enough in real-world tests and
practical experiments.
With this approach, a valid localization is generally reached quickly after a short
driven distance, depending of course on the visual homogeneity of the recorded
route. Figure 4.20 shows an example of the convergence of the particle filter used
for localization.
A limitation of using discrete positions for localization is that the lateral position
relative to the reference route cannot be estimated directly. Instead, lateral offsets
are introduced only by the vehicle’s ego motion in the particle filter’s prediction step.
In practice, a road’s structure and boundaries guide the vehicle along the route and
limit possible offsets to within a few meters. On wide open areas, such as large
parking lots, this assumption is not fulfilled, possibly introducing larger errors.

4.4 Results
Several experiments were conducted to evaluate the place features in regard to
navigation performance, localization accuracy and computation time.

4.4.1 Computation time
The particle filter’s run time depends on multiple factors: the extrinsic settings
(number of particles and the length of the recorded/transmitted route), the current
perception (type and number of perceived landmarks) and localization state (whether
the filter is converged or not). Stating a precise computation time is therefore
infeasible. However, in experiments where the localization was performed on a 4 km
route with 2000 particles as localization hypotheses, the filter update run time was
in the range of 30 ms to 80 ms, with a median of approx. 40 ms. Thus, the system
is capable of real-time operation at roughly 20 Hz.
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(a) t = 0 s

(b) t = 0.15 s

(c) t = 0.3 s

(d) t = 0.45 s

Figure 4.20:
Example for the localization particle filter’s convergence. Initially, all particles (shown as
arrows) are equally distributed. Particles with high weights, visualized by brighter arrows,
are found where the current perception matches the map. The filter converges quickly
and provides a valid localization, here shown as a yellow bounding box. Blue circles show
mapped place features, with the best matching one ringed in green. Mapped landmarks
are displayed as blue boxes, currently perceived landmarks in red. For each time step the
weighted particle distribution is shown, before resampling.

4.4.2 Particle Filter Convergence
The next evaluation measures how fast a valid localization is found when no prior
localization information is available. An example of a short localization sequence is
shown in fig. 4.20.
The particle filter’s convergence speed is tested with several hundred localization
instances for different variations of landmarks: using only place features, only objects,
and combination of both. In general, the localization duration is subject to a certain
amount of variation through different vehicle speeds: the slower the vehicle, the
less the environment changes in a time step and the localization then takes longer.
In the test runs, the vehicle sometimes drove slowly but never stopped completely.
Secondly, the environment itself has a major impact on the localization duration. In
a feature-rich scene with many observable landmarks, the localization particle filter
converges faster and more accurately than in sparse environments.
The results are shown in fig. 4.21. Performing the localization with place features
alone results in a median localization duration of 0.85 s with a relatively low variation
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Figure 4.21:
Duration until a valid localization is found, given different landmark types. Shown are the
statistics over several hundred localization instances, when using only place features, only
object landmarks, or both. Using both landmark types performs best, with the median
localization duration at 0.8 s

.
of the convergence times. In contrast, the localization with object landmarks exhibits
a very high variation. This can be explained by the fact that object landmarks are
not equally distributed across the map. When the vehicle traverses map sections
with few landmarks, the localization takes much longer than in areas with a high
landmark density. Consequently, the median duration of 1.02 s is higher than for
the place features, even though shorter localization durations can be reached as
well. Finally, using both landmark types performs best, with the median convergence
duration of the localization particle filter of 0.8 s. The variance is reduced compared
to objects-only localization, but slightly higher than for place features alone. Fast
convergence durations of less than 0.5 s occur more frequently. Using both object
landmarks and place features for localization thus definitely improves localization
speed.

4.4.3 Navigation performance
The localization accuracy was evaluated using 2000 particles in the particle filter.
Data was recorded on the campus of UniBwM for different routes. To represent
a vehicle following scenario, the vehicle drove the same route twice. The first run
is used as the reference route with which the topological-metric landmark map is
created. Here, only the driver’s inaccuracies led to minor (< 1 m) misalignments. For
additional scenarios, parts of that route were driven in the reverse direction. Other,
partially overlapping routes were recorded as well. For evaluation purposes, places
and their corresponding place features were mapped with RTK (real-time kinematic)
ground truth positioning data instead of mapping them in the odometry space.
Different variations of the proposed visual landmarks were used for localization: only
place features, only visual object landmarks and the combination of both.
The results for the vehicle following scenario is shown in fig. 4.22. When only place
features are used, the localization is quite accurate. The positioning along the
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reference path works well, with a root mean square error (RMSE) of the distance
between the ground truth and the localization of 0.69 m. It largely results from the
vehicle closely following the reference route, in which case lateral localization is not
as important. This shows in the low lateral localization error of 0.39 m, which is in
a similar range as the misalignments between the routes. The longitudinal error is
0.58 m. Considering that place features are only mapped approximately every 4 m,
this shows that the system is able to localize continuously despite the discrete place
feature locations.
Object landmarks are less accurate than place features, as the localization RMSE
of 1.46 m suggests. The reason is the sparsity of object landmarks for which the
visualized uncertainty in fig. 4.22 is a good indicator: it increases in regions where
no landmarks are seen. If the localization was accurate before a section without
landmarks, the odometry-based prediction will be able to maintain the localization
for some time. However, slight localization inaccuracies at the beginning – especially
in the vehicle’s orientation – can lead to large errors until landmarks are available
again. Often only one landmark is visible at a time, which is enough to update the
localization. Small errors in the landmark’s detection or its map position, however,
directly affect the localization accuracy. The most accurate and certain localization
is achieved when multiple landmarks are seen simultaneously (see fig. 4.23 for an
example).
The combination of place features and object landmarks shows the best results,
with a RMSE of 0.46 m. Place features stabilize the localization when no object
landmarks are seen, whereas object landmarks increase the accuracy with their ability
to localize relative to the landmarks.
An overview of the results for driving a part of the reference route in reverse direction is
shown in fig. 4.24. It should be noted that for the purpose of vehicle following/convoy
driving without line of sight, driving a route in reverse is nonessential. Yet, it allows
to showcase the localization capabilities of the system and to highlight the differences
between object landmarks and place features. The two main problems are that
landmarks have to be detected from the opposite direction from which they were
seen on the reference route and that the driven path has a significant offset to the
reference (approximately 2.4 m on average), mainly due to driving on the other side
of the road.
The localization using only place features fails. For most of the sequence, the
particle filter is unable to converge. Even when it is finally able to converge after
three-quarters of the recording, the localization is inaccurate, with a RMSE of 4.12 m.
The localization with object landmarks works well. The RMSE of 0.72 m shows
that object-relative positioning is possible and that several of the landmarks are
detectable from different viewing directions. But since this doesn’t apply to all
landmarks, the available landmarks are sparser than they could be. The vehicle is
therefore unable to update the localization in several route segments and has to
trust the odometry-based prediction. The combination of features performs worse
than objects alone in this case (1.77 m RMSE). An intuitive explanation is that
place features “pull” the localization towards the reference route when no object
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Figure 4.22:
Example for the landmark-based localization for different combinations of landmark types
when following a recorded route from point A to point B (figures a-c). The localization
error is given as the RMSE separately for the x and y components in the vehicle’s frame of
reference, as well as the L2 distance between the localized position and the INS position (d).
Localization errors over the course of the route are shown in (e).
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(a) t = 0 s

(b) t = 0.7 s

(c) t = 1.4 s

Figure 4.23:
Example for the quick and accurate convergence of particles when multiple landmarks are
perceived simultaneously.

landmarks visible and the filter’s uncertainty is high. It may even “pull” towards
erroneous positions when the place features cannot recognize the current place in
the reference route.
Figure 4.25 shows the localization accuracy using only place features during an
autonomous convoy drive with a manually driven lead vehicle. The 550 m long drive
took place on gravel roads at the test site of UniBwM. The follower uses the stereo
mapping system from chapter 3 for collision avoidance and follows the leader using
place features transmitted from the leader via Wi-Fi. The localization based on
the 200 highest-weighted particles quickly converges to the closest place feature
position, with errors of up to ±2 m on average (about half the mapped place feature
distance of 4 m). The EKF appropriately smoothes the data to obtain an accurate
localization, resulting in an RMSE in x direction of 0.61 m and 0.44 m in y direction.
This shows that fully autonomous vehicle following is possible even with a limited
set of landmarks.

4.5 Discussion
This chapter presented a system for visual navigation with object landmarks and
efficient CNN place features.
Different techniques for place feature extraction and dimensionality reduction were
evaluated in terms of their place recognition performance. The results show that
binary PCA-transformed features perform better than the uncompressed, non-binary
features. A further investigation revealed that this comes at the cost of reduced
generalization capabilities. The advantage of place features lies in the simplicity and
robustness of the necessary sensor setup: only a single camera is needed, with rather
low accuracy requirements for the calibration, because no fusion with other sensors
is performed. The algorithmic complexity of the feature extraction is hidden in the
CNN, which can be seen as a black-box with images as input and place features as
output. This makes place features an easily applicable technique for localization
even on robotics platforms with a limited sensor setup. These advantages of course
are the reason for several algorithmic limitations:
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Figure 4.24:
Example for the landmark-based localization for different combinations of landmark types
when following the recorded route in reverse direction.
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Figure 4.25:
Particle filter localization accuracy during an autonomous convoy drive. The place features’
discrete positions produce high-frequency localization errors that are smoothed by the
EKF. At 75 s the vehicle deviated slightly from the reference route because of a false
obstacle detection.
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1. Place features cannot directly provide a lateral localization to the reference
route, since they match against discrete positions. The lateral offset is only
derived through the particle filter’s prediction and update step in conjunction
with the vehicle’s odometry. However, a constant offset cannot be estimated
in this fashion, for example if the follower consistently drives 1 m besides the
reference path.
2. A loss of the reference route is currently not detectable, although probabilistic techniques exist to find out, whether a place has not been visited
before [Cummins and Newman, 2008].
3. Place features are strongly correlated with the viewing direction. Images taken
at the same place will often look very different depending on the direction
the camera faces. They are thus not suitable for localizing on a route when
driving that route in reverse direction. Using omnidirectional 360° cameras
would solve this problem.
4. Place features are dependent on the optical characteristics of the cameras in
the two vehicles. Ideally, identical cameras should be used, but that might not
always be feasible.
Object landmarks are static objects detected in camera images. Their position in 3D
space is recursively estimated with the help of stereo measurements. Most of the
localization limitations of place features are addressed when used in combination
with object landmarks: lateral localization becomes possible, as the object-relative
positions are considered. Camera characteristics also don’t play as large a role,
because the camera images are further processed to detect the landmarks. Localization on the reverse route is possible, if the landmarks can be detected from
different directions. The results show that stability and accuracy of the localization
strongly depends on the number of landmarks that are detected simultaneously. With
no visible landmarks, the localization uncertainty increases. Single landmarks are
sufficient for object-relative localization, but landmark mapping and detection errors
directly affect the localization accuracy. The localization accuracy increases when
multiple landmarks are detected, especially if they are spread out in the vehicle’s
FOV.
Experiments on real-world data show the presented landmarks to be accurate and
robust enough for fully autonomous navigation. The vehicle can localize itself using
either object landmarks, place features or the combination of both. The localization
accuracy and robustness clearly improve when using both landmark types. Still, a
better performance could be reached, for example by detecting object landmarks with
more cameras in multiple viewing directions. This could help to identify the same
landmarks from different directions and increase the overall number of landmarks.
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5.1 Conclusion
This dissertation describes a vision-only perception system for autonomous obstacle
avoidance and route following in unknown environments. It is motivated by vehicle
convoying scenarios, where the vehicles are outside each other’s sensors ranges. The
following vehicle therefore cannot directly perceive the leading vehicle and instead has
to follow the leader’s route by perceiving landmarks and other environmental cues.
Further constraints on the system are that it should work in unknown environments,
where no prior map is available, and where the GNSS data might be erroneous
or not available at all. Cameras in monocular and stereo configurations are the
main sensors for environment perception, as they are cost-effective and passive – an
important property not only for military supply convoys.
With these considerations in mind, a two-part system was developed: the first
part takes care of the local obstacle avoidance and path planning by computing
a multi-layer grid-based representation of the environment which is given as input
to a trajectory planning module. The second part consists of the landmark-based
mapping and localization system. It uses both low-level image features (“place
features”) and object landmarks to create a map and localize on it.
The local environment and obstacle mapping is a grid-based approach using twodimensional Cartesian grids to hold and process the data. Data is accumulated over
time while the vehicle moves, which gives a more complete and denser environment
representation than what can be achieved from a single time step alone. With a
data structure from cyclical buffers, data accumulation is performed efficiently and
without memory overhead.
For an increased FOV multiple stereo camera systems are fused in the grid. Each
stereo system first computes a local measurement grid in a camera-friendly projectivepolar coordinate system according to a stereo camera sensor model. The measurement grids are predicted to a common time stamp in every iteration and then fused
into the accumulated grid. As the main feature for planning collision-free paths the
grid contains obstacle probabilities. Additional layers, such as the elevation, terrain
slopes, and color information are computed for planning a more comfortable, robust
path through the local environment.
Multiple stereo systems generate a lot of sensor data to be processed. However,
in contrast to LiDAR data, it is characterized by a large range uncertainty. In a
real-time context, this poses high requirements on the data processing pipeline. By
using projective-polar measurement grids, the raw stereo camera data is efficiently
integrated into the grid structure. At the same time, the depth uncertainty is
correctly considered. Once the accumulated data is available in grid form, highperformance computer vision algorithms are used to compute further characteristics
of the environment, such as the terrain gradients. Several experiments prove the
real-time capabilities of the mapping system, as well as the robust classification
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of obstacles and free space. The evaluation of false-positive obstacle detections
shows that they are on a similar level to a LiDAR-based mapping system in multiple
scenarios.
The second part of the thesis describes the vision-based mapping and localization
system. It enables the route following behavior in unknown environments without
the need for a GNSS using landmarks detected on-the-fly. The leader and follower
are similarly equipped to extract the same visual cues and objects from the camera
input. Using V2V communication, the leader transmits its “landmarks” together
with the driven route in an odometry frame to the following vehicle. The follower
uses the available data to build a sparse metric-topological map. By comparing
the map with the landmarks perceived itself, it can localize and therefore follow on
the leader’s driven route. This thesis describes two landmark types extracted from
camera images: place features and object landmarks.
Place features are an abstract representation of the visual appearance of a scene,
as captured by a camera image. They are robust to variations in the image, such
as changes in illumination or viewpoint. Comparing place features with common
distance metrics allows to recognize previously visited places. Features are extracted
from an intermediate layer of a pre-trained CNN. An evaluation found the best
network architecture, extraction layer and comparison metric for the recognition task.
Different methods for compressing the features were investigated, in order to arrive
at features usable for low bandwidth V2V communication.
Object landmarks are based on objects detected in monocular camera images with a
CNN. The chosen object classes are specific to the area of operation – the campus of
UniBwM – but challenging enough to get a good sense of the system’s performance
were it to be deployed on a larger scale with many object categories of varying
appearance. The object detector’s architecture allows easy re-training to adapt to
new and larger datasets of other objects. After objects are detected in the camera
images, they are associated with depth data from a stereo camera system and tracked
over time with a recursive multi-filter approach.
The localization is performed with a particle filter on the generated metric-topological
map of landmarks. Both landmark types are distinct enough for the localization to
succeed when using them both separately. However, the experiments showed that
the combined approach with both place features and object landmarks provides a
more robust and accurate localization. Place features are able to quickly narrow
down the search space along the whole reference route, whereas object landmarks
are used for the finer grained, object-relative localization. Overall, the performance
is sufficient for fully autonomous driving.

5.2 Future Directions
As the proposed system covers many different aspects of the perception tasks of
autonomous route following, it can be improved on many fronts. First, the algorithms
at the base of the different approaches may be improved:
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• For example, using evidential grids based on the DST instead of Bayes grids
for occupancy mapping. The different evidence masses for occupancy and
free space could – if consumed correctly in the path planner – produce better,
more robust vehicle trajectories.
• For object landmarks, a straightforward way of optimizing the performance
is to improve the object detector. This can be achieved by using a better,
more current object detection network architecture (the currently used network
architecture is, at time of writing this thesis, several years old, which is a long
time in the fast-changing field of deep learning), and by using a much larger
data set for training the detector.
• As the results showed, having spatially dense landmarks improves the localization robustness and accuracy. Increasing the number of detectable object
categories would contribute to that.
• The system’s overall computational performance can be optimized by using
a single CNN for object detection and extraction of place features from an
intermediate layer thereof. In the current implementation, two different network
architectures are used for the two tasks.
Second, more landmarks might be extracted from the available data:
• From the multi-layered grid maps, features might be extracted which make up
a new landmark category. This could be done with a variant of a keypoint
detector and descriptor, or a more specific “hand-coded” extraction technique.
• Distributed “landmarks” could also be extracted from the grid maps. These are
connected regions that help with localization but for which no single position
can be assigned, such as fields, walls or hedges.
• For an even more fine-grained localization, points of interest inside the object
landmarks could be detected, tracked, and recognized. This would help the
landmark-relative localization accuracy and robustness when only a single
landmark is seen and but also with multiple visible landmarks.
Finally, the system’s performance will improve with better sensors. This includes
camera sensors and chips with higher dynamic range, resolution and signal-to-noise
ratio, as well as improved stereo systems with more accurate and less error-prone
stereo algorithms. Integrating more sensors to increase the vehicle’s FOV will improve
the system likewise.
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A.1 SAE Autonomy Levels
The Society of Automotive Engineers (SAE) defined six levels of driving automation
systems in the standard J3016_201401, revised in 2018 as J3016_201806 [SAE,
2018]. The following gives a short description of each level:
Level 0: (no automation) – the human driver is always in control, but the system may
issue warnings or intervene momentarily.
Level 1: (“hands on”, drive assistance) – shared control over the vehicle between driver
and automated system. For example, adaptive cruise control (ACC), lane keep
or parking assistance. The driver must be able to take full control at any time.
Level 2: (“hands off”, partial automation) – the vehicle controls the acceleration,
braking and steering of the car. All other aspects of driving have to be handled
by the driver, who is able to take full control over the car at any time. Most
systems require the hands on the steering wheel as a safety measure, contrary
to what the shorthand “hands off” suggests.
Level 3: (“eyes off”, conditional automation) – the system monitors the environment
and executes the vehicle’s controls. The human driver may turn its attention to
other things but is expected to respond appropriately to a request to intervene.
An example is a traffic jam pilot.
Level 4: (“mind off”, high automation) – the vehicle drives fully autonomously, and
the human driver may go to sleep, for example. The system is not expected
to work in all driving conditions but in limited areas or for certain driving
scenarios. The driver is not required to respond to a request to intervene and
the system must be able to safely disengage in that case.
Level 5: (“steering wheel optional”, full automation) – no human intervention is required
at all and the system works in all roadway and environmental conditions. An
example would be a robot taxi.

A.2 Transformation matrices for 3D transformations
To express the position and orientation of, for example, an object or a sensor in
3D space, so-called poses are used. A pose in 3D space consists of the position
coordinates x, y and z, as well as rotation angles around these axes, the roll Φ,
pitch Θ and yaw Ψ:
P = (x, y, z, Φ, Θ, Ψ) .
(A.1)
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To transform a point (given in the same reference frame as the pose, as a homogeneous vector) into the reference frame specified by the pose, homogeneous
transformation matrices (HTMs) are used:
pose

p = pose H · p

(A.2)

H = Rx (Φ) · Ry (Θ) · Rz (Ψ) · T(x, y, z) .

(A.3)

with
pose

The matrices are defined as follows:
• Rotation around the x-axis with the roll angle Φ:
1
0
0
0
0

cos
Φ
sin
Φ
0


Rx (Φ) = 

0 − sin Φ cos Φ 0
0
0
0
1




(A.4)

• Rotation around the y-axis with the pitch angle Θ:
cos Θ
 0

Ry (Θ) = 
 sin Θ
0

0 − sin Θ
1
0
0 cos Θ
0
0

0
0


0
1

(A.5)

cos Ψ sin Ψ 0 0
− sin Ψ cos Ψ 0 0


Rz (Ψ) = 


0
0
1 0
0
0
0 1

(A.6)





• Rotation around the z-axis with the yaw angle Ψ:




• Translation of the coordinate origin with x, y, z:
1
0

T(x, y, z) = 
0
0
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List of Symbols
Abbreviations
ABS
ACC
ADAS
ANN
BAAINBw

bLSH
BM
CAN
CNN
CPU
DbW
DGPS
DNN
DOF
DST
EKF
FOV
FPGA
GBAS
GMPHD
GNN
GNSS
GPS
GPU
HDR
HOG
HTM
IMU
INS
IoU
JPDAF
KF
KogMo-RTDB
LiDAR
LSH
MAP
MarVEye-8
MHT
MMSE

anti-lock braking system
adaptive cruise control
advanced driver assistance system
artificial neural network
Bundesamt für Ausrüstung, Informationstechnik und Nutzung
der Bundeswehr (Federal Office of Bundeswehr Equipment,
Information Technology and In-Service Support)
binary locality sensitive hashing
block matching
controller area network
convolutional neural network
central processing unit
drive-by-wire
differential global positioning system
deep neural network
degrees of freedom
Dempster-Shafer theory
extended Kalman filter
field of view
field-programmable gate array
ground-based augmentation system
Gaussian mixture probability hypothesis density
global nearest neighbor
global navigation satellite system
global positioning system
graphics processing unit
high dynamic range
histogram of oriented gradients
homogeneous transformation matrix
inertial measurement unit
inertial navigation system
Intersection-over-Union
joint probabilistic data association filter
Kalman filter
KogniMobil real time data base
light detection and ranging
locality sensitive hashing
maximum a-posteriori
Multifocal active / reactive Vehicle Eye 8th Generation
multiple hypothesis tracking
minimum mean square error
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Conventions

MuCAR-3
MuCAR-4
NIR
OSPA
PCA
PDF
PF
pixel
Radar
RFS
RMSE
RTK
SGM
SIMD
SVM
TAS
TULF
UKF
UniBwM
USS
UT
V2V

Munich Cognitive Autonomous Robot Car 3rd Generation
Munich Cognitive Autonomous Robot Car 4th Generation
near-infrared
optimal sub-pattern alignment
principal component analysis
probability density function
particle filter
picture element
radio detection and ranging
random finite set
root mean square error
real-time kinematic
semi-global matching
single instruction, multiple data
support vector machine
Institute for Autonomous Systems Technology
Technologieträger Unbemanntes Landfahrzeug
unscented Kalman filter
University of the Bundeswehr Munich
ultrasonic sensor
unscented transform
vehicle-to-vehicle

Conventions
Basic Notations
(·)[i]
ith component
T
(·)
Transposed
M
Matrix
s
Scalar
v
Vector
Mathematical Definitions
p
point in 3D
Calibration
κ
Radial distortion coefficient
τ
Tangential distortion coefficient
f
Focal length
K
Camera calibration matrix
b
Baselength
Computer Vision
δ
Disparity
Coordinates, Transformations
H
homogeneous transformation matrix
Recursive Bayes Filter
S
Innovation covariance matrix
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K
R
Q
P
ˆ
(·)
(·)∗
State Space
B
u
w
x
v
Φ

Kalman gain
Measurement error covariance matrix
Process noise covariance matrix
State error covariance matrix
Estimated values
Predicted values
Input matrix
Input of a dynamic system
Measurement noise
State vector
System noise
Discrete transition matrix

Indizes
Coordinates, Transformations
sensor
Coordinate system in the sensor’s reference point.
cam
Coordinate system of a camera.
Coordinate system in the vehicle’s reference point, usually the
veh
center of the rear axle.
A scaled version of another coordinate frame that is used to
#·
compute discretized coordinates corresponding to grid cells.
grid
Cartesian coordinate system in the lower left corner of a local
grid map.
odo
A world-fixed coordinate frame that is computed based on
the vehicle’s odometry and may drift over time. The robot’s
pose in it is ensured to be continuous, making it useful as an
accurate, short-term local reference.
pp
Coordinate system in the projective-polar space.
world
A world-fixed coordinate frame, usually based on GNSS and
RTK data. It can be used as a long-term global reference.
However, the robot’s pose may be subject to coordinate jumps.
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Glossary
Real-time kinematic
A ground-based augmentation system (GBAS) variant of DGPS, in most cases with
a static base station and mobile receivers. The correction data is transmitted over a
separate data connection.
Intersection-over-Union
Also known as the Jaccard coefficient, it measures the similarity between finite
sample sets and is defined as the size of the intersection divided by the size of the
union of the sample sets.
Nerian SP1
Stereo camera system with on-board stereo computation and externally mounted
cameras.
Stereo
Stereo describes the combination of the hardware setup of two cameras in stereo
configuration and the algorithms to compute depth measurements in the form of
pixel disparities from the recorded stereoscopical data.
Velodyne HDL-64E S2
High Definition LiDAR manufactured by US-based company Velodyne, 2nd
generation.
Vislab 3DV
Stereo camera system with integrated cameras and on-board stereo computation.
Wi-Fi
A technology for radio wireless local area networking of devices based on the
IEEE 802.11 standards.
Technologieträger Unbemanntes Landfahrzeug
Translates to: technology platform unmanned ground vehicle. A research study of
the BAAINBw for porting and testing of autonomous capabilities on a military,
all-terrain wheeled vehicle. The test vehicle is a drive-by-wire (DbW) equipped
truck of type Rheinmetall HX58.
Rheinmetall HX58
Military all-terrain 6 x 6 truck with a payload of 11 t.
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