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 A B S T R A C T

Maritime traffic has long been an area of interest for trade, tourism and governments alike. In recent years, 
the increase in capabilities to generate novel insights from large amounts of data has led to a larger interest 
in analysis in the maritime sector. One widely used data source is the Automatic Identification System (AIS), 
which requires extensive status reports to be sent by most ships in regular intervals. These reports are collected 
by data providers. In order to utilize this data, we introduce CAPTaiN, a real time analytics and prediction 
approach for maritime navigation. Our approach provides continuous monitoring of maritime traffic solely 
based on AIS reports, meaning the ports and port calls are automatically identified using AIS messages as well 
as the traffic network. Historic AIS data is used to predict the behavior of ships. This includes the prediction of 
destination ports, the taken routes and automatic identification of behavioral anomalies. We propose a novel 
iterative probability update which predicts the destination correctly at 44.9 % of a voyage when predicting 
the destination out of 854 possible ports. The median distance between the actual position and the closest of 
the 25 positions predicted with the highest probabilities, out of over 45,000, is 49 km for predictions 48 steps 
ahead.
1. Introduction

Maritime traffic is an important part of modern logistics and is 
relevant for critical infrastructure, crime and global trade (Cheng et al., 
2019; Şengül et al., 2023; do Nascimento et al., 2024). It is therefore 
of interest for governments, international organizations and private 
logistics companies or port operators to improve their understanding 
of maritime behavior. This encompasses predicting vessel behavior, 
e.g., for planning purposes, but also identifying anomalies as this can 
require emergency rescue missions or law enforcement intervention.
A common way to analyze maritime traffic is the use of data 

generated by the Automatic Identification System (AIS), an automated 
tracking system introduced by the International Maritime Organization 
(IMO). AIS was first introduced to increase the awareness of vessels of 
surrounding traffic in order to avoid collisions by providing ships with 
information of nearby vessels.
As a part of this system, each ship in international waters is required 

to continually transmit specific pieces of information including their 
position, course and speed in short time intervals of two to ten sec-
onds (U.S. Coast Guard, 2026) when not moored. These transmissions 
are standardized and open, so they can be received by anyone with 
the necessary hardware. This system generates billions of data points 
each year (Oliveira, 2022) that have increasingly been used to analyze 
maritime traffic (Meyers et al., 2021).
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The approach presented in this paper is utilizing a data set of AIS 
messages that have been sent and received in the years 2018 and 
2020 from ships in the Mediterranean Sea and Black Sea. Specifically 
it consists of more than two billion data points from 2018 and more 
than three billion from 2020 from the Mediterranean Sea and Black 
Sea. The only other piece of data in addition to these AIS messages is a 
publicly available polygon on coastlines from the same region (British 
Oceanographic Data Centre (BODC), United Kingdom, 2021).
While the large amount of data available contains valuable infor-

mation, working with AIS data also brings a slew of problems with it. 
The AIS data does not contain any direct information about ports or 
port calls. Additionally (Wu et al., 2020) criticize the publicly available 
data sets of ports due to incompleteness and port representations. 
They therefore use a fuzzy logic approach of automatically detecting 
port calls for identifying location and spatial extension of ports. Sim-
ilarly, Yan et al. (2022) focus on detecting different types of ships 
stopping to detect port calls and extract port locations accordingly.
Others use existing information about ports. The authors of Jia et al. 

(2017), Iphar et al. (2024) automatically detect port calls for further 
analysis, however they use existing information of ports. Steenari et al. 
(2022) used AIS data to analyze only a single port, the Port of Brest. 
They propose using DBSCAN to cluster messages with the navigational 
status ‘‘at mooring’’. While Steenari et al. (2022), Iphar et al. (2024) are 
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focused on port operations, Jia et al. (2017) uses port call detection for 
investigating port connectivity.

Another problem is that the data might be transmitted correctly, 
but for different reasons it is not received or processed properly and is 
notoriously error prone due to missing and unreliable manual entries. 
Additionally, missing context, such as port information, communication 
with other vessels or coastal authorities, environmental factors such as 
weather or depth of the visited water that might be relevant for a ships 
behavior are not part of the data set.

This makes prediction of vessel trajectories challenging. A common 
choice is using deep learning sequence prediction for AIS trajectories. 
The authors of Ibadurrahman et al. (2021) predict vessel trajectories 
in a sizable patch of the Indian Ocean consisting only of water area. 
On the other hand (Volkova et al., 2021) predict ship trajectories in 
a section of Norwegian river. Even more local analyses are berthing 
trajectory predictions (Wang et al., 2020). In between are Capobianco 
et al. (2021), who predict trajectories 3 h ahead in Kattegat, Xiao et al. 
(2023) predict up to 2 h trajectories at the US west coast, Liang et al. 
(2024a) use various data sets to predict up to 60 min. However, all of 
these approaches are using well-defined spatial and temporal bound-
aries which makes it difficult to apply on large areas. Recent work has 
also proposed the use of transformers for longer-term predictions on 
the scale of multiple hours (Yu et al., 2025).

Different similarity based approaches, which are better suited for 
less well defined data, are used by Cheng et al. (2019), Lu et al. (2020), 
Xiuju et al. (2021), Chen et al. (2023), Huang et al. (2023), Varlamis 
et al. (2021) for detecting shipping routes and analyzing maritime 
traffic. The authors of Cheng et al. (2019) focus on a specific group 
of routes for oil they term the maritime silk road between east Asia 
and Europe and Lu et al. (2020), Varlamis et al. (2021) compute route 
based networks within a given region. Several authors extract vessel 
routes using density-based clustering (Xiuju et al., 2021; Chen et al., 
2023; Huang et al., 2023).

In addition to route-based networks, another commonly used ap-
proach is based on automatically computed traffic networks. Filipiak 
et al. (2020), Rong et al. (2020, 2021), Zhang et al. (2021), Prasad et al. 
(2021), Onyango et al. (2022), Lee et al. (2022) use automatic detection 
of waypoints as the basis for spanning a traffic network. Waypoints in 
this context refers to intersections of possible routes.

Another important research direction is maritime traffic anomaly 
detection (Riveiro et al., 2018; Ribeiro et al., 2023). Rong et al. (2020), 
Prasad et al. (2021) propose a traffic network based anomaly detection 
approach. However, traffic networks are also used to generate input 
for neural networks (Eljabu et al., 2021). Nguyen et al. (2020), Luo 
and Zeng (2023), Li et al. (2023) suggest the use of deep learning 
for modeling maritime behavior and anomaly detection. Liang et al. 
(2024b) propose a generative adversarial network based deep learning 
approach to detect anomalies. Xiuju et al. (2021) use the extracted 
routes for anomaly detection and route prediction.

The sheer amount of data that is produced and therefore needs 
to be processed makes a real time analysis challenging and heavily 
restricts the possible approaches when taking computational resources 
and wall time requirements into account. Real time analysis in this 
context means that the data needs to be computed as fast, or faster, 
than it is generated, so 24 h of data needs to be analyzed within 24 h 
on commercial server hardware.

To tackle these challenges, this work introduces Comprehensive
Analytics for Predicting Traffic in mArItime Navigation(CAPTaiN). 
CAPTaiN is a comprehensive, end-to-end and fully data-driven ap-
proach solely based on AIS data for a real time automated predictive 
analytics system. It is designed to predict individual vessel routes, des-
tinations and discover abnormal behavior without relying on manual 
intervention, expert knowledge, or additional data sets. All relevant 
components such as ports, port calls and the traffic network are directly 
calculated based on AIS transmissions. The resulting system provides 
continuous prediction and anomaly detection capabilities in an efficient 
2 
and transparent way. While previous approaches focus on narrow 
problem settings, our approach combines several relevant components 
for the analysis of maritime navigation on a large scale.

The approach is designed with a focus on transparency and effi-
ciency in mind, which ensures explainable, traceable and replicable 
outputs when compared to more complex black-box models and at the 
same time allows for targeted modifications and future extensions.

This paper starts with a theoretical description of the developed 
methodology in Section 2 grouped by the different components. Fol-
lowing the same structure, the computational experiments and their im-
plementation details are described in Section 3. Results and discussions 
of the experiments based on a hypothetical case study are described in 
Section 4 followed by concluding remarks about limitations and future 
work in Section 5.

2. Methods

The goal of CAPTaiN is a continuous predictive analytics monitoring 
system consisting of several components. Fig.  1 shows a structural 
overview. The components can be split into two groups, those that are 
computed in real time and those that are computed once in advance. 
For ease of reading, first a table of variables used in the subsequent 
sections as part of the methodology is provided.

Sets and Indices 
D  Set of detected ports or destination regions
Dn ∈ D  Port or destination H3 hexagon set n
G = (V ,E)  Directed maritime traffic graph

 with set of nodes V  and set of edges E
vi, vj , vk ∈ V  Graph nodes i, j, k
eij ∈ E  Directed edge from node vi to node vj
J  Set of extracted voyages
Vv ∈ J  Sequence of graph nodes visited during voyage v
t ∈ {0, ..., |Vv| − 1}  Index of the currently observed step in a voyage

Vessel Prediction
Hk ∈ N|V |×|D|  Frequency matrix observed at node vk
Hk

in ∈ N  Number of times a vessel moved
 from vk to vi and ended in Dn

(vj , vi)  Transition from node vi to node vj
P (vi ∣ vk)  Probability of visiting node vi next, given
 current node vk
P (Dn ∣ vk)  Probability of ending in destination Dn,

 given current node vk
P (Dn, (vj , vi))  Joint probability of moving from vi to vj and
 ending in Dn
P (Dn ∣ (vj , vi))  Probability of destination Dn

 after observing transition (vi, vj )
P̂ (Dn ∣ vt+1,… , v0)  Interpolated probability of destination Dn

 after observing latest visited node vt+1
 of visited node sequence starting in v0

P (vt+s)  Predicted probability distribution over nodes
 at step t after simulation step s

topk(⋅)  Operator returning the nodes with
 the largest predicted probabilities

Anomaly Detection
� ∈ [0, 1]  Node-specific threshold below which

 a transition is considered potentially
 anomalous
pl ∈ [0, 1] l-th largest outgoing-edge probability at the
 current node
Psum ∈ (0, 1)  Cumulative probability parameter used to
 determine �
L ∈ N  Number of outgoing edges considered at the
 current node



M. Schilling et al. Ocean Engineering 360 (2026) 126061 
Fig. 1. Overview of CAPTaiN. Arrows indicate data flow. Real time data update option is indicated by dashed lines.
2.1. Data

CAPTaiN is utilizing data generated by AIS consisting of status re-
ports sent by ships every two to ten seconds during a voyage, depending 
on the status of the ship. These reports include various information, 
including frequently changing values like the current position, speed, 
course and time but also more stable values like the name, nationality, 
vessel type, dimensions, draught, navigational status and identifiers of 
a ship. Unique identifiers include the Maritime Mobile Service Iden-
tity (MMSI), which is a unique nine-digit number assigned by local 
authorities at registration, a seven-digit unique number assigned by 
the IMO and the call-sign. The reports follow a standard, for example 
documented at U.S. Coast Guard (2026).

2.2. Flexible processing of geospatial data using h3geo

The AIS data set includes the location of the sending ship in the form 
of GPS positions. However processing the positions based on latitude 
and longitude is not optimal in many cases, as it requires either using 
the haversine distance which is expensive to calculate or contending 
with the fact that the distance of one degree longitude is different at the 
equator than at the poles, it decreases moving away from the equator. A 
common solution (Wielen et al., 2024; Wen et al., 2021; Elayam et al., 
2022) is using H3geo hexagonal grid index (Uber Technologies, Inc., 
2021) for handling AIS location data.
For the graph, each grid cell corresponds to a node and it is trivial 

to decide whether a GPS location is inside or outside of a particular 
grid cell, making the mapping between ships transmitted locations and 
the graph fairly easy.
Furthermore it allows to calculate a set of cells in advance while 

only needing to decide whether a position is in a cell in that set at 
runtime rather than having to calculate costly distances at runtime.
For these reasons, the indexing system H3 is used. This framework 

provides a hexagonal grid that covers the whole globe and provides 
16 different resolutions, with one hexagon corresponding to seven 
hexagons of the next higher resolution. This also provides a flexibility 
in terms of spatial granularity of the provided analysis.

2.3. Port identification

An important component of maritime traffic are ports and more 
general areas where ships start or finish a voyage. The term voyage here 
refers to the journey of a ship between two port calls. The automated
analysis requires distinguishing between a ship in a port and at sea. 
However, the AIS data set does not contain information about the ports 
directly. The location and spatial extent of ports have to be inferred 
3 
from the data of the current status and location of a ship, which are 
contained in the AIS messages.
The port extraction is based on two data fields, namely the speed 

and the navigational state in combination with the position of a ship. 
The navigational state is a manually set value transmitting the current 
state of the ship, e.g., it is under way, moored or in some other 
way engaged, like being towed or fishing. The subset containing only
moored ships is selected. Furthermore, ships moving faster than a speed 
threshold are discarded. This subset represents ships that are currently 
docking at a port. While this subset does not contain all ships currently 
moored in a port, the data selection on hard conditions selects a 
sufficient number of points to reliably identify ports, even though the 
reliance on a manually set data field and the use of hard conditions for 
data filtering increases the likelihood of false negatives. This approach 
was chosen over other options due to its simplicity as it is efficient and 
scalable when compared to more complex methods like neural network 
based approaches.
To detect the port locations, the latitude and longitude of the 

selected data are used to group the identified points using a clustering 
algorithm. As the number of clusters is unknown and the probability 
of at least some outliers in the data is high due to quality issues, 
a reasonable choice that fulfills both requirements is DBSCAN (Ester 
et al., 1996).
Importantly, since the number of clusters is unknown, the clustering 

is based on the minimum amount of points in a cluster and a distance 
threshold 𝚎𝚙𝚜 specifying the maximum distance to the closest neighbor 
in the same cluster. Fig.  2 shows the result of applying this algorithm. 
Each polygon cluster is drawn as its convex hull and represents an area 
where ships are mooring, i.e., a port.
One problem with DBSCAN is caused by the use of a single density 

threshold set by the hyperparameter 𝚎𝚙𝚜. If this parameter is set too 
small, members of less dense clusters are inadvertently discarded as 
outliers while on the other hand, if this value is set too large it results 
in large clusters by unwanted merging of smaller groups. We use a 
two-stage clustering approach to mitigate these effects as shown in 
Alg. 1. It consists of DBSCAN as described with a larger value 𝚎𝚙𝚜
followed by bottom-up hierarchical clustering to split up larger clusters. 
Hierarchical clustering is chosen for the second clustering stage because 
outliers have already been eliminated and therefore all remaining 
points are considered relevant and need to remain in the data set, but 
the number of clusters is still unknown. It is however clear, as the input 
for the second clustering consists of a single cluster, that the maximum 
distance for the closest neighbor is bounded by the chosen 𝚎𝚙𝚜. It 
can therefore be split up into new clusters using a distance threshold 
smaller than 𝚎𝚙𝚜. Since both clustering algorithms need a parameter 
𝚎𝚙𝚜 specified, the algorithm requires 𝚎𝚙𝚜𝟷 as a parameter for DBSCAN 
and 𝚎𝚙𝚜𝟸 for hierarchical clustering.
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Fig. 2. Identified ports around Cyprus. Each cluster is assumed to be a port. The image shows after removing clusters not close to a coast.
Algorithm 1 Port identification.
Require:𝚎
Require:eps1,eps2,min_samples, recluster_threshold
1:hulls← {} ⊳ initialize empty collection
2:𝚙← DBSCAN(𝚜,eps1,min_samples)
3:for cluster in 𝚎 do
4: ℎ← ConvexHull(cluster)
5: if 𝚙𝚜𝚎𝚙(ℎ)>recluster_threshold then
6: 𝚜𝚎← AgglomerativeClustering(cluster, eps2)
7: for c in 𝚙𝚜 do
8: hulls←hulls∪𝚎𝚙𝚜𝚎𝚙𝚜𝚎𝚙𝚜𝟷(𝚎)
9: end for
10: else
11: hulls←hulls∪ℎ
12: end if
13:end for
14:return hulls

The result of this two-stage clustering approach is a set of groups of 
points and each group is assumed to correspond to a port. In order to 
identify a port call, a more useful representation of a port than just a 
set of points is a polygon containing all of the points. This polygon is 
the convex hull of a cluster. In case of overlapping convex hulls between 
two clusters, the area is assigned to the cluster with the smaller cluster 
ID.
A characteristic behavior of maritime traffic is ships waiting outside 

ports for various reasons. For some ports there are designated or 
common waiting areas which can have mooring buoys and thus ships 
waiting there reflect this by transmitting the exact same navigational 
status as they would inside of a port, leading to clusters outside ports.
In order to restrict the start- and endpoints of voyages to actual 

ports rather than waiting areas in open water, an optional filter can be 
applied to the subset of clustered AIS messages by checking the distance 
of each point to a coastline and discarding those points that are above 
a threshold. The AIS data does not provide sufficient information for 
4 
this filter since the coastlines are not part of transmitted information. 
Therefore the publicly available polygon data set of the extent of 
water bodies from the SeaVoX Salt and Fresh Water Body Gazetteer 
(v18) (British Oceanographic Data Centre (BODC), United Kingdom, 
2021) provides information of coastlines for this filter. This optional 
step is executed during preprocessing before the clustering step and can 
be excluded if the use of external data is unwanted or the mooring areas 
away from a coast are of interest.
Since the data is from the Black and Mediterranean Seas, which is an 

area mostly contained by natural borders in terms of maritime traffic, 
two additional artificial polygons are appended to the set of ports that 
are placed at the entry points of the Mediterranean Sea, the Suez Canal 
and the Strait of Gibraltar. Using artificial ports at these bottlenecks 
allows for modeling the routes accurately for the ships that enter or 
leave the area of the given data set.
This can also be used when considering larger areas to split the 

predictions into smaller areas based on bottlenecks. However, since 
some ships do not transmit messages while passing through one of these 
enter-exit polygons, caused by some gaps in data coverage as well as the 
possibility of smaller vessels using rivers for inland shipping, it cannot 
be guaranteed that all ships entering or leaving the observed area are 
caught. In terms of data analysis, this means there are some occasions 
of messages that do not belong to any voyage, or voyage trajectories 
that are unexpected, as the ship in question left the observed area and 
docked somewhere else.
AIS transmissions contain both automatically filled data fields and 

manually set data fields, and while most of this study is based on 
automatically filled information like speed and location, for the port 
extraction we are relying on the navigational state of the vessels to be 
accurately set by enough ships to enable reliable detection of ports. At 
this stage, it is not required to know all mooring ships, as long as there 
are enough to clear the threshold value.
Putting all of these steps together creates a set of polygons, each 

of which is considered to be a port. Each polygon is covered with 
hexagons, creating a representation of each port as a set of hexagons. 
For the remainder of this work, we use 𝚙 to denote the set of all ports. 
Each element 𝚜 ∈𝐷 is the set of hexagons associated with port 𝑛. In 
𝟸
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the next step, they can be used to identify port call events, i.e., ships en-
tering a port, which are the basis for automatically extracting voyages 
from the data.

2.4. Voyage extraction

In order to analyze and predict maritime traffic, ship movements are 
grouped into individual voyages. Accordingly, the voyage extraction is 
split into two distinct parts. First, port call recognition and, second, 
extraction of the relevant voyage data between two subsequent port 
calls for further use.

A straightforward definition of a port call is given by two properties: 
a ship is inside of a port, as defined by a polygon in the previous section, 
and its speed is below a small threshold for a minimum amount of time. 
The first condition is necessary because a ship cannot dock outside 
a port. On the other hand, the second condition is a way to mostly 
identify proper docking that is for example used to load cargo and not 
movement inside a port.

In more technical terms, a multivariate time series for each vessel is 
checked for matching these conditions. Every time both conditions are 
met at the same time, a port call event is created. In a second step, port 
events are merged if they happen in the same cluster without leaving 
in between. This procedure results in a sequence of port calls, including 
the port as well as the duration of the port call, for each ship.

While the port detection algorithm relied on navigational state to 
identify mooring ships, the port call detection explicitly does not rely 
on that data field, as it is a manually entered value, and therefore 
subject to human error. Rather, the port calls are detected solely based 
on position and speed, two automatically filled fields.

The voyages of each ship are extracted from the complete data set 
by looking up the data between two subsequent port calls. Additionally, 
the metadata of the voyage consisting of the starting port call, the 
ending port call, the duration of the journey and an estimate of the 
traveled distance are stored for later use.

The port call cluster IDs and duration are directly available from 
the port call events, the duration of the voyage is calculated as the 
time difference between the end of the first port call and the beginning 
of the second. The traveled distance is calculated as the sum of the 
euclidean distance between subsequent transmitted locations. This is 
only a lower bound of the travel distance because it presupposes the 
taken path between each point is the shortest possible, a straight line. 
However, with longer distances the likelihood of deviation from the 
shortest possible path increases as well.

The result is a list of all voyages extracted from the data and their 
metadata and the subset of AIS data associated with each voyage. This 
split of metadata and subsets of data allows a flexible selection of which 
voyages are relevant for further processing, for example when only 
voyages of a specific length are considered or a specific type of ship.

2.5. Graph extraction

The data of voyages and ports is used to model vessel movements 
to predict destination ports and immediate travel route as well as to 
identify ships with unusual behavior. The vessel trajectories, i.e., the 
sequence of discrete observed locations that define its movement during 
a voyage, require a robust model that compensates for the noisy data 
and many gaps. The model also needs to be efficient enough to enable 
continuous data analysis. Therefore, we construct a directed graph 
G(V ,E), with nodes v ∈ V  and edges e ∈ E. Each node v corresponds 
to a H3 hexagon.

The first step for building the graph is to narrow down the hexagon 
grid cells by selecting the subset of relevant hexagons. There are no 
restrictions like streets or rails on open water and ships are incentivized 
to travel efficiently for economic reasons. The shortest available path 
is assumed to be a sequence of arc segments. As long as the segment 
is not too long and the ships are not too far away from the equator, 
5 
this is approximately equivalent to a line in GPS coordinates.Hexagons 
useful for the modeling ship trajectories are therefore those hexagons, 
at which at least some ships change direction. This subset of hexagons 
is then used as nodes of the graph, while the remaining hexagons 
are ignored. The hexagons can be identified using a piecewise linear 
approximation (PLA) of the actual trajectory, where the connecting 
points of the PLA are the nodes in the graph. A similar approach to 
representing shipping routes is used by Rong et al. (2020).

One way to compute a PLA that allows for efficient segmentation of 
noisy trajectories is based on linear regression, similar to Izakian et al. 
(2020). In this approach a sliding window of w points is moved over 
the trajectory and for each window a regression line is fitted. According 
to James et al. (2013), the slope of this line can be computed as 

m =
∑n

i=1(xi ⋅ yi) −w ⋅X ⋅ Y
∑w

i=1 x
2
i −w ⋅X

2
(1)

and the bias is given by 
b = Y − m ⋅X (2)

with xi ∈ X the latitude of the points in that window, yi ∈ Y  the 
longitude of the points in that window and X, Y  denoting the means 
of X and Y . Afterwards the angle � between lines touching in a single 
point is calculated using the slopes m1, m2 as, 

� = arctan
(

|

|

|

|

m1 − m2
1 + m1m2

|

|

|

|

)

(3)

resulting in a series of angles. The local maxima of that series are 
chosen as the breakpoints. Connecting these breakpoints results in the 
PLA of the original trajectory. In order to ensure the detected break-
points are actually representing a change in direction, we introduce a 
lower bound for a local maximum to be considered as a breakpoint. 
Furthermore, there can only be one breakpoint per window, i.e. two 
breakpoints have to be at least w points apart.

Fig.  3 shows an example of this procedure with the original trajec-
tory shown as blue points, with the breakpoints shown in yellow and 
the approximated trajectory given by the connecting blue lines. The 
breakpoints are used as the hexagons of interest for building the graph.

The union of all breakpoints calculated and all ports serves as the set 
of nodes in the graph. To find the edges, each voyage is first mapped to 
the graph-based on the transmitted locations. At this stage each journey 
is represented as a sequence of visited nodes. The edges are calculated 
by introducing an edge eij ∈ E between two nodes vi, vj ∈ V  exactly if 
a ship has visited vj directly after visiting vi without any other node in 
between.

The resulting graph represents the motion of the ships in an abstract 
way that aims to strike a balance between graph size and expressiveness 
by identifying those points in a voyage where new information is 
available, either by a ship changing or not changing direction. It is 
important to note, that each node corresponds to actually observed 
positions of ships from the historic AIS data, thus the sequence of 
locations gives a viable travel trajectory, even though the edges cannot 
be assumed to correspond to the actually chosen trajectory of the ship.

Additionally, this approach automatically corrects for signal cover-
age, since edge distance is not considered. Even if data from a specific 
area is spotty, the ships sequence of visited nodes is still consistent 
when the observed visited nodes are similar between journeys. The 
resulting graph does not represent the actually traveled trajectory but 
rather a sequence of traveled positions and represents a lower bound 
of the traveled distance, which aligns well with the unreliable nature 
of the AIS data and does not require additional assumptions since the 
data itself consists of a sequence of traveled positions.

It is however important to note, that the assumption of a straight 
traveled line does not hold for long lines for two reasons. As the 
ships are moving on a three dimensional sphere rather than a two 
dimensional plane, for longer distances this means the shortest path 
they travel is an arc rather than a straight line, but more importantly 
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Fig. 3. Vessel trajectory of a single voyage. Blue are points not selected as breakpoints, yellow are breakpoints, blue line is the approximated route. Noticeably, 
the approximated trajectory does not need to correspond to a route that can be traveled at by ship.
since we are talking about ships at sea, they cannot be expected to 
travel a straight line from Odessa to Napoli, rather they are probably 
changing direction a lot of times during that journey but the gap in the 
recording means we do not know when or how. In these cases of long 
edges, we therefore have to accept that the actually traveled trajectory 
does probably not align well with the approximation as identified by 
PLA. Similarly, as the distance of one degree latitude changes with the 
cosine of longitude, there is an additional effect of distortion introduced 
when the considered window spans hundreds of kilometers, however in 
those cases the actually traveled route during a gap likely differs from 
a straight line, which means the approximation in those cases is off 
because of the gap.

2.6. Destination prediction

The movements of the ships are encoded as a sequence of visited 
nodes on a graph. An option to model the behavior of a vessel is using 
a Markov chain, where each node (location) is a state and each edge 
is a possible transition to a new state. As we have millions of node 
transitions, we can directly observe the behavioral frequencies, i.e., fre-
quencies of state transitions from the data. This approach is the baseline 
and starting point, but in this case the Markov assumption, i.e., the 
next state only depends on the current state and not on the history of 
past states, is unlikely to hold. Given economically rational behavior 
is to choose the cheapest route, previously visited states influence the 
probabilities of where a ship will end up, as it is unlikely to make a 
sudden U-turn and go back the other way or travel unnecessary extra 
mileage.
It is more reasonable to assume, that as a ship is progressing on its 

journey, each new visited node adds new information that can improve 
the estimate of the eventual destination port. Due to the construction 
of the graph, it contains only those nodes where some ships change 
direction, meaning both the change of direction as well as the absence 
of a direction change provide useful evidence. We propose an approach 
based on iterative updates of the distribution over all destination ports 
at every node visit.
The basis for the iterative updates are historical observations of 

vessel behavior at the nodes of the graph. For each node 𝚎𝚙 we define a 
matrix 𝚜𝚎∈N|𝚙|×|𝚜|, with |𝚎| the number of nodes and |𝚙| the number 
of destination ports. The element 𝚜𝚎𝚙𝚜 is the number of times a ship 
visited node 𝚎𝚙 next and ending its journey in destination 𝚜𝚎. For each 
node 𝚙𝚜, the probability of a ship currently in 𝚎𝚙 visiting 𝚜𝟷 next and 
ending in 𝚎𝚙, denoted as 𝚜(𝟸𝐷,(𝑛𝑖,𝑣𝑘))=𝐻𝑘𝑖𝑛∕|𝐽| with |𝐽| the number 
of all voyages and the ordered tuple (𝑣𝑖,𝑣𝑘) indicating that, since we 
are on a directed graph, the probability of visiting 𝑣𝑖 after 𝑣𝑘 (𝑃(𝑣𝑖,𝑣𝑘)) 
is distinct from the probability of visiting 𝑣 after 𝑣 (𝑃(𝑣,𝑣)).
𝑘 𝑖 𝑘 𝑖
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𝐻𝑘 can also be used to compute the probabilities of visiting the next 
node 𝑣𝑖

𝑃(𝑣𝑖|𝑣𝑘)=
|𝐷|∑

𝑗=1

𝐻𝑘𝑖𝑗∕
|𝑉|∑

𝑟=1

|𝐷|∑

𝑐=1

𝐻𝑘𝑟𝑐 (4)

or ending in 𝐷𝑛

𝑃(𝐷𝑛|𝑣𝑘)=
|𝑉|∑

𝑗=1

𝐻𝑘𝑗𝑛∕
|𝑉|∑

𝑟=1

|𝐷|∑

𝑐=1

𝐻𝑘𝑟𝑐 (5)

The probability for the ship to end in a destination 𝐷𝑛, given it visited 
𝑣𝑖 and subsequently 𝑣𝑗 is denoted as 𝑃(𝐷𝑛|(𝑣𝑗,𝑣𝑖)) and can be calculated 
as

𝑃(𝐷𝑛|(𝑣𝑗,𝑣𝑖))=
𝑃(𝐷𝑛,(𝑣𝑗,𝑣𝑖))

𝑃(𝑣𝑗,𝑣𝑖)
(6)

=
𝑃(𝐷𝑛,(𝑣𝑗,𝑣𝑖))

𝑃(𝑣𝑗|𝑣𝑖)⋅𝑃(𝑣𝑖)
(7)

and the probability 𝑃(𝑣𝑖), calculated as 

𝑃(𝑣𝑖)=
𝑃(𝐷𝑛,𝑣𝑖)
𝑃(𝐷𝑛|𝑣𝑖)

(8)

Considering (8), (7) can be rewritten as

𝑃(𝐷𝑛|𝑣𝑗,𝑣𝑖)=
𝑃(𝐷𝑛|𝑣𝑖)⋅𝑃(𝐷𝑛,(𝑣𝑗,𝑣𝑖))

𝑃(𝐷𝑛,𝑣𝑖)⋅𝑃(𝑣𝑗|𝑣𝑖)
(9)

=𝑃(𝐷𝑛|𝑣𝑖)⋅
𝑃(𝐷𝑛,(𝑣𝑗,𝑣𝑖))

𝑃(𝐷𝑛,𝑣𝑖)⋅𝑃(𝑣𝑗|𝑣𝑖)
(10)

∀𝑖≠𝑗. This can be extended for a sequence of nodes of arbitrary length 
with a general next step 𝑡+1 with current node 𝑣𝑡 and next node 𝑣𝑡+1
and refactored to separate one factor for the voyage so far and one for 
the latest step 

𝑃(𝐷𝑛|𝑣𝑡+1,𝑣𝑡,…,𝑣0)=𝑃(𝐷𝑛|𝑣𝑡,…,𝑣0)
⏟⏞⏞⏞⏞⏞⏞⏞⏞ ⏟⏞⏞⏞⏞⏞⏞⏞⏞⏟
voyage so far

⋅
𝑃(𝐷𝑛,(𝑣𝑡+1,𝑣𝑡))

𝑃(𝐷𝑛,𝑣𝑡)⋅𝑃(𝑣𝑡+1|𝑣𝑡)
⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞ ⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟

latest step

(11)

The factor of the latest visited node is the required iterative update 
of destination prediction for a ship during its voyage. Alg. 2 shows 
the resulting algorithm. It only requires computationally cheap and 
optimized operations of multiplication and addition, which can be 
computed in parallel. Therefore this approach scales well to larger 
amounts of data and larger graphs.
The result is a dynamically updated probability to end its voyage 

at a destination for each individual ship based on its current voyage 
on one hand and observations from historical data for each node. The 
historical data observations can be computed in advance and saved as 
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Algorithm 2 Destination Prediction. 
Require: Vv
Require: P (vj |vi), P (D|vj , vi), P (D, vi)∀vi, vj ∈ V
1: PD(D|v0) ← P (D, v0) ⋅ 1 ⊳ P (v0) = 1
2: vt−1 ← v0
3: for vt in Vv ⧵ v0 do
4:  PD ← PD ⋅ P (D|(vt ,vt−1))

P (vt|vt−1)⋅P (D,vt−1)+1⋅10−6
⊳ Add small value to avoid 

division by 0
5:  PD ←

PD
||PD||

⊳ Discrete distribution requires sum to be 1
6:  vt−1 ← vt
7: end for
8: return PD

a database. These probabilities will also be used to predict the next 
visited nodes of a ship.

The iterative updates as presented above consider all nodes visited 
in a sequence equally important. In order to achieve a prediction that 
is more dependent on the later steps of the sequence, one possible 
approach is to introduce an interpolation update. Instead of using 
the updated probability directly, another adjustment is performed by 
calculating the average between the latest updated probabilities and 
the observed probabilities at the current node. 

P̂ (Dn|vt+1,… , v0) =
P (Dn|vt+1,… , v0) + P (Dn|vt+1)

2
(12)

In the following, the update calculating P̂ (Dn|vt+1,… , v0) is referred 
to as interpolation while the iterative update is simply called update. 
This interpolation is independent of the iterative update. But if applied 
without the update, it does not change anything, as it calculates the 
mean of two times the same local probabilities.

2.7. Route prediction

After setting up the iterative procedure for the destination predic-
tion, a natural extension is the estimation of the route that will most 
likely be traveled. In terms of the underlying graph representation, this 
is the prediction for the next nodes to be visited.

There are two additional assumptions relevant at this stage. First, it 
always takes one time step to use a single edge to go from one node 
to the next, independently of a ships velocity, the distance the edge 
represents, breaks at sea, actually traveled trajectory or other factors 
influencing travel time. Furthermore, most edges and most destinations 
are associated with a very small probability based on the data and can 
therefore be deemed irrelevant for prediction.

It is straightforward to estimate the next node from the destination 
prediction procedure, since the probabilities of the destinations as well 
as the probabilities of the next node given the destination are already 
calculated as part of the destination prediction.

Algorithm 3 Route Prediction. 
Require: PD ⊳ Current distribution of destinations
Require: P (vj |vi), P (vj |D, vi), P (D, vi)∀vi, vj ∈ V
Require: sim_steps, sim_width
1: P (vt+1) ← P (vt+1|D, vt) ⋅ PD
2: for s in {1,… ,sim_steps} do
3:  ps ← 0
4:  for pvk, vk in topk(P (vt+s),sim_width) do
5:  ps ← ps + pvk ⋅ P (vt+s+1|D, vk) ⋅ PD
6:  end for
7:  P (vt+n) ←

ps
||ps||

8: end for
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However, in general a n-step estimation for the next n > 1 steps 
can be achieved using a Monte-Carlo simulation based on the up-
dated probabilities and local observations at the current node. For the 
purposes of the Monte-Carlo simulation, the destination probabilities 
are fixed at the current update step. In other words, the destination 
probabilities are based on the updated probabilities described in the 
previous subsection but do not change during the simulation stage.

Alg. 3 shows the procedure for estimating the next steps on the route 
of a ship, which is based on weighting the probability distribution of 
the subsequent nodes by the destination distribution. The prediction 
depends on two parameters, the sim_steps describe how many steps 
are predicted and the sim_width controls how many nodes per step are 
considered. Each step produces a distribution of nodes possibly to be 
visited at that step.

Since a higher sim_width means more nodes are taken into account 
during the simulation, the number of nodes with a non-zero predicted 
probability increases. However, as the probability sums to one, this 
means the individual node will be predicted with a smaller probability 
value. On the other hand, if the sim_width is small, there are only a 
few nodes that have a non-zero probability, which means the chance 
of the actual nodes not being part of the prediction increases.

When evaluating the route prediction, it is important to understand 
if the actually visited nodes are the same as the ones with the highest 
probabilities. This means the first evaluation metric is the accuracy, 
that is the percentage of predictions where the node(s) with the largest 
predicted probabilities contain the actually visited node.

Another useful metric is the distance between the actually visited 
node and the closest node in the predicted set. This metric is included, 
as the exact location of a ship is often not of interest, but rather the 
trajectory the ship is taking. Since this is not reflected in the accuracy 
if the predicted node is not exactly the same as the actual visited node, 
the distance is used to quantify the discrepancy between prediction and 
ground truth.

2.8. Detection of deviations from expected behavior

The aim in the previous subsections is to model the expected, 
normal behavior as closely as possible. For some applications it is 
of interest to identify cases where ships do not behave as expected. 
In this subsection, an approach utilizing the methods described in 
previous sections for identifying vessel behavior that might warrant 
further investigation, i.e., a set of candidate anomalies for manual 
verification. Importantly, this does not represent a one-stop anomaly 
detection solution. Rather it is a support for automatically identifying 
vessels that behave in unexpected ways and therefore selecting a subset 
of vessels that might be of interest for monitoring purposes.

At every node, there is a distribution for the following nodes that 
can be used to detect potential anomalies. Whenever a vessel uses an 
unlikely edge, i.e., is observed to arrive at a node that was predicted 
to be very unlikely, this is considered an anomaly. By unlikely we 
mean that the predicted probability of the event is smaller than a 
threshold probability �. Every event with a smaller probability than �
is considered an anomaly. We set � using the probabilities pl, sorted in 
descending order, of using an outgoing edge at the current node. The 
value of � is set to 

� = pl∗ where l∗ = min

{

l ∈ {0, 1,… , L}
|

|

|

|

|

l
∑

l′=0
pl′ > Psum

}

(13)

with Psum ∈ (0, 1) a hyperparameter that is used to tune how many 
events are considered anomalies and L the total number of outgoing 
edges at the current node. At each transition it is checked, whether the 
associated probability of that transition is smaller than �.

Due to the dynamic nature, this does not result in a global thresh-
old, but different thresholds for different nodes and different voyages, 
highly dependent on how the observed ships in the training set behave. 
As an extreme example, consider a node which all ships leave to the 
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identical next node. The associated probability is 100%, so every tran-
sition out of that node with less than 100% expectation is considered 
unexpected and therefore suspect. In this case, the expectation reflects 
this as well, and the probability for using a different edge than the one 
all the other ships used is going to be very low.

The opposite can be true for a hypothetical node with 10,000 
uniformly distributed next nodes. The associated probabilities for sub-
sequent node resulting in 0.0001, so only transitions with less than 
0.0001 are considered unexpected and therefore suspect. This approach 
results in a transparent identification of behavior deviation, which can 
subsequently be independently verified.

The value of � can be calculated at two different time points. One 
option is to calculate the threshold in advance, which results in a static 
threshold for each node. Therefore it does not take dynamic probability 
updates into account.

Alternatively � can be computed dynamically at each node when a 
ship visits it. In this dynamic case, � is calculated with the edge proba-
bilities modified according to the current estimation of the destination 
probabilities. This allows for a better estimate of which edge is likely 
and which is unlikely. However, it is computationally more expensive, 
as it takes the updated probabilities into account and therefore can only 
be computed in real time.

Independently of how the threshold probability has been arrived at, 
each observed node transition can then be analyzed by comparing the 
probability associated with the observed node transition to � during the 
voyage immediately after the latest observation is observed, i.e. as part 
of the prediction loop if multiple transitions are computed directly in 
sequence.

Following the assumption that common behavior reflects the mo-
tivation of the vast majority of ships acting according to a limited 
set of motivations, e.g. following a pre-planned route, choosing the 
most economic or reliable trajectory, . . . and any deviations from these 
behavioral patterns reflect potentially interesting events, depending 
on the application, but interpreting these is difficult based on AIS 
data alone and in practice requires additional information or expert 
knowledge.

The identified node transitions are therefore best considered as 
anomaly candidates, as validation is impossible due to no available 
data set of anomalies. The identified deviations from expected behavior 
are however compared to transitions that are expected empirically by 
comparing the edge structure.

3. Experiments

After describing the ideas behind each part of the analysis in the 
methods section, the details relevant for implementation are described. 
The aim of this approach is to create a system that is able to provide
continuous predictive analysis, which means computational expense is a 
major factor that needs to be kept in mind. This section is structured 
similarly to the Methods Section 2 and presupposes the ideas described 
there.

Our experiments are aligned with a case study of a fictive maritime 
safety organization that is interested in monitoring the Mediterranean 
Sea and Black Sea. For this case study, we assume that the main 
goal is to use AIS data arriving in batches in regular intervals to 
automatically identify unexpected or suspicious events that happened 
in the last 24 h and improve capabilities to prepare for the next 24 h. 
The overall parameter choices in the context of this study are set 
as a reasonable trade-off between resource requirements, computation 
speed and precision of results, given the amount of data we processed 
in these experiments and the available hardware.
8 
3.1. Hardware and software stack

The experiments were carried out on a machine with two AMD Epyc 
7763 CPUs, each having 64 cores and 128 threads with a maximum 
clock speed of 3.6 GHz and 1024 GB of shared RAM. There are three 
NVIDIA A40 GPUs with 48 GB of GDDR6 memory available. The code 
was written in Python 3.10, with pandas 2.1 (pandas development 
team, 2020), numpy 1.26 (Harris et al., 2020) and H3geo 3.7 (Uber 
Technologies, Inc., 2021) as the core packages. PyTorch 2.10 (Paszke 
et al., 2017) is used for GPU computation. The data was processed in 
memory.

3.2. Data and data processing

The analysis was developed using AIS data of the year 2018 of the 
Mediterranean and Black Seas, with the data set containing more than 
2,700,000,000 AIS messages before preprocessing. Evaluation uses data 
of 2020, with more than 3,800,000,000 AIS messages. The AIS standard 
calls for different frequency of reports, depending on ship type and 
status, ranging from 2 s to 10 min (U.S. Coast Guard, 2026). After 
preprocessing, data points are associated to a 30 min time window, 
representing a ships position during that interval. Notably, we do not 
use databases, e.g. lists of ports and port details or waterways but rather 
are deducting everything from AIS messages.

In comparison to other data sets, the considered data is based on 
data points in the Mediterranean and Black Seas but does not make 
any assumptions on the ships involved, the vessel behavior, trade 
routes (Cheng et al., 2019; Ibadurrahman et al., 2021) or vessel and 
cargo types (Gouareb et al., 2022; Magnussen et al., 2021), or specific 
ports or local areas (Zhang et al., 2021; Liu et al., 2023; Li et al., 2023). 
We observe 854 Ports, and 45,716 graph nodes and over 250,000 
voyages, in a large complex area and do not enforce the voyages to 
have no gaps or filter by specific behavior.

As some parts of this approach depend on unique identifiers of ships, 
but MMSI is a manually entered field, we took some steps to obtain a 
cleaner list of relevant ships. First of all, this means eliminating likely 
incorrect MMSIs such as 100000000 and lower, or 999999999, and 
MMSIs which seem to be used by multiple ships. However, to the best of 
our knowledge, there is no definite way of compiling a list of accurate 
or inaccurate MMSIs.

3.3. Mooring extraction

The idea of clustering mooring ships that do not move leads to 
a few requirements for the data. As already described in Section 2.3 
only messages that specify navigational status 5 are considered, which 
means ships at mooring. Additionally the vessel types are restricted 
to Passenger ship (AIS ShipTypes 60–69), Cargo ship (70–79), Tanker 
(80–89), Sailing ship (36), Pleasure craft (37) and High speed craft 
(40–49) at this processing step. The remaining data points are then 
grouped by MMSI and PositionTime into 30 min windows for each ship. 
Within each group the speed and position are aggregated by calculating 
the mean. This value is then used to remove ships that are moving 
faster than 0.1 knots on average, allowing for small movements due 
to water movement or transmission errors, but otherwise restricting 
the data set to non-moving vessels. The speed over ground of a vessel 
is given in 0.1 kn steps, so the choice of 0.1 represents a small toler-
ance for ship movements or positioning inaccuracies leading to slight 
change in transmitted GPS coordinates, thereby reducing the number 
of erroneously detected voyages.

The locations are then converted to their respective H3 hexagons, 
with the center coordinates as a proxy for the hexagon location when 
coordinates are required. Converting to H3 hexagons allows to further 
reduce the data, since working on a grid means all the points within a 
single cell are considered equal. As the data set is processed in order 
to be clustered using DBSCAN, each hexagon at most needs to occur 
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as many times as the DBSCAN parameter min_pts, which describes the 
minimum cardinality of a group of points to be considered a cluster and 
not outliers. In this case, this parameter was set to 20, which means at 
least 20 occurrences of a ship mooring for 30 min are required for a 
cluster over the course of a year.

Furthermore the coastline filter is applied. This filter is implemented 
based on a H3.10 (H3 resolution 10) hexagons, meaning H3 resolution 
10. In a first step, the coastline polygons found in the SeaVox v18
data set (British Oceanographic Data Centre (BODC), United Kingdom, 
2021) are converted into a set of H3 hexagons. Based on this initial 
set, a radius of 62 hexagons, or 8 km is added around each hexagon 
and the union over all of them is calculated. This provides a set of 
hexagons which includes all coastal areas and therefore any point used 
for clustering must be inside of one of these hexagons. The radius of 
62 is chosen to achieve an area of around eight kilometers around the 
coast, which is far enough to include docks that reach into the sea 
but close enough to filter out waiting areas in international waters. 
Applying this filter only requires to compute the overlap between 
hexagons associated with ports and the set of coastline hexagons. It is 
important to mention, that the coastline hexagon set does not change 
and therefore can be calculated in advance.

Whether this filter is applied, or applied in this form, depends on 
the interest regarding waiting areas and anchorages. It is conceivably 
useful for some applications to not only focus on actual ports, but also 
large waiting areas, as traffic might be planned with an anchorage in 
mind and not a port if the destination is not perfectly clear or a waiting 
period is expected.

At this point the data set consists of points representing a vessel 
that has docked for 30 min. These points are then clustered based on 
their H3.8 hexagon centers. In order to set the hyperparameters, we ran 
the clustering with different configurations (see Table  1) and selected a 
configuration in agreement with a subject matter expert. The clustering 
approach as described in Alg. 1 is executed with eps1 = 0.5, eps2 = 0.1, 
min_samples = 20 and recluster_threshold = 0.25. These parameters 
are chosen to keep distinct ports separate, especially after the second 
stage of clustering, but allow for spread out ports with distant docks 
to still be identified reliably. At the same time, the min_samples did not 
impact the results much beyond a value of 10–15, as at this point the 
locations where ships were only observed very rarely, and for a short 
amount of time, so they are deemed not relevant for the purposes of 
this work.

The set of parameters applied in this case is selected to align with 
the requirements of the case study. That means, the identified clusters 
capture the relevant ports in the Mediterranean region and correctly 
separate distinct ports into two clusters. We accept that small, rarely 
used ports are mistakenly ignored as outliers, but those cases are of 
smaller interest in this case of modeling maritime traffic. A port that is 
used infrequently enough to not clear the threshold in this methodology 
is assumed to be irrelevant for the overall traffic network. In order to 
identify even those remote, infrequently used ports, the parameters can 
be tuned by setting a smaller number of min_samples or higher max 
speed to achieve a more sensitive detection, keeping more smaller ports 
in the data set. However, if one is interested in the major traffic only, a 
higher number of min_samples or a larger allowed port area might be a 
better choice, as this eliminates smaller ports and potentially irrelevant 
distinctions between close ports.

3.4. Voyage extraction

The next step is using the identified ports for automatically detect-
ing port calls and subsequently voyages. First, to identify port calls the 
data is split by ship via the MMSI and sorted by time. This results in 
a sequence of aggregated data points as described in Section 3.2. For 
each data point we compute the H3 hexagon of the same resolution that 
was used for the ports. These hexagons can then be utilized to assign 
clusters to the data points. Every time a vessel stays in a single cluster 
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Table 1
Hyperparameter values for the cluster algorithms used for moor-
ing extraction.
 Parameter Values  
 eps1 0.008, 0.01, 0.02, 0.05  
 eps2 0.005, 0.008, 0.01, 0.02  
 recluster threshold 10, 25, 50  
 2nd cluster algorithm DBSCAN, Agglomerative Clustering 
 coastline filtering True, False  

for at least 120 min and moves at most 0.1 kn on average during that 
interval, a port call event is created.

These values are chosen based on experiments with different clus-
ter configurations and different threshold values. Fig.  4 shows the 
percentage of extremely short voyages for different clustering results 
and different minimum port call duration and speed threshold. Overly 
sensitive values (e.g. < 0.1, at least 30 min) lead to a large number 
of voyages that are only short times of movement during a single port 
call.

The final values are chosen based on feedback from an expert 
with knowledge of the application, in the form of 120 min minimum 
duration at port, as usually loading and unloading requires some time, 
even in the case of ferries, and less than 0.2 average speed over ground, 
as some water movement or measuring errors can lead to some reported 
speed, and the smaller threshold produces too many short voyages 
while the larger values are more sensitive to changes in clustering 
configuration. These resulting port call events are saved in the form 
of a separate list containing the ship, the port, as well as starting and 
ending time of the event.

This setup allows to filter the voyages that need to be analyzed 
separately after the extraction stage. In this case, the data was used 
to separate only those voyages that have a minimum length of ten 
kilometers, as traced by the trajectory of visited H3 hexagon centers 
and only the ship types Cargo ship, Passenger ship, Tanker, Fishing 
vessel, Rescue vessel, High speed craft, Pleasure craft, Sailing ship and
Ship were considered. Furthermore, the distinction between including 
and excluding voyages that started and ended in the same cluster is 
made. As vessel type is a manually entered field, it is unclear how 
accurate those vessel type claims actually are and how many possibly 
relevant vessels are missed due to the crew transmitting a different 
vessel type. However, some vessel types exhibit drastically different 
behavior, e.g. patrolling law enforcement or port operating pushers or 
tugs.

Based on these data sets respective graphs are built as described in 
the next subsection.

3.5. Graph extraction and mapping vessel movement

In order to build the graph, H3.6 hexagons are used as nodes. The 
relevant hexagons are identified using a PLA of the original trajecto-
ries. This procedure can be implemented in a highly parallel way as 
described in Section 2.5. For the PLA a window size of 10 was used 
and for the peak detection of the series of angles only local maxima of 
above 0.2 radians are considered.

Similarly to the AIS transmissions, the movement of each vessel is 
a sequence of visited positions, in this case nodes on the graph, while 
the actually traveled trajectory remains unknown. The edges therefore 
connect two subsequently visited nodes. The edges are therefore added 
by first mapping the observed vessel locations from the AIS data and 
then adding an edge between two nodes whenever a ship visits them 
directly in succession. While a ship can visit the same node multiple 
times within a single voyage, self loops are not permitted, i.e., no edge 
eii from vi to vi. This guarantees, that each vessel moves to a new node 
at every time step.

The resulting graph strikes a good balance between mapping the 
vessel movements, with enough data per node to be useful, while 
keeping the size of the graph manageable for further applications in the 
context of the available hardware and computational requirements.
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Fig. 4. Portion of tours that are shorter than 60 min for the different cluster configurations based on the different thresholds for allowed movement as well as 
the different minimum duration in the port.
3.6. Destination prediction

Once the graph is created and movements of the ships are mapped as 
sequences on the graph, it is possible to predict the eventual destination 
cluster of each voyage based on the observed sequence since the last 
port call. We compare the update rule explained in Section 2.6 and 
described in Alg. 2 to the predictions when only using the probabilities 
at the node the ship is currently at, without taking into account 
the previous nodes of the voyage. As described in Section 2.6, this 
baseline with no updates corresponds to a naive Markov chain model 
of vessel movement. Lastly, the interpolation heuristic is applied in a 
third condition. In this third condition, the mean between the updated 
probabilities and the static probabilities at that node are averaged.
The frequencies are computed in advance while the probability 

estimates and updates are computed in real time for all conditions. The 
computations for the probability updates are run on the GPU and in 
memory.
This method is quick to train, as the training consists of preparing 

the relative frequencies for the whole graph but does not require 
iterative optimization or a similarly expensive procedure. The compu-
tational requirements at runtime are also low, especially when using 
a GPU or CPU with modern parallel computation capabilities since 
matrix–vector-products and vector–vector products are highly parallel, 
and the core computations consist only of scalar products, matrix 
multiplication and vector fused multiply-add.
The evaluation of the destination prediction is based on accuracy. 

The accuracy describes the percentage of cases where the destination 
with highest assigned probability was the actual destination. This con-
cept can be extended to a top-k accuracy, the idea being that out 
of the options with the k highest probabilities one was the correct 
one. The top-k accuracy can be useful in this context to understand if 
the predictions meaningfully narrow the considered destination ports 
which is especially useful for predictions that contain overlapping sub-
trajectories. The accuracy can be calculated at different points in the 
voyage, specifically at each visited node the probability distribution can 
be used to determine the (top-k) accuracy at that node. For the sake 
of clarity, the standard accuracy, i.e. highest predicted probability is 
10 
exactly the eventual destination, will be referred to as top-1 accuracy, 
when it is compared to top-10 or top-25 accuracies.
Two different baselines are provided as a reference point for com-

parison on the same data set to facilitate better understanding of the 
results. First, XGBoost (Chen and Guestrin, 2016) to predict the desti-
nation port based on data available at the beginning of the voyage. The 
used features for this prediction are type of vessel, planned destination 
provided by traveling ship, length, width, draught, estimated travel 
time in hours and starting port.
A second baseline, that processes sequences as input rather than 

tabular features is a Long Short-Term Memory (LSTM, Hochreiter and 
Schmidhuber (1997)) based sequence to sequence model using an 
Encoder architecture (Graves et al., 2013). The hyperparameters used 
for this LSTM are chosen based on the results of an automated hy-
perparameter search using Optuna (Akiba et al., 2019), a library for 
automated hyperparameter search and optimization.
There are two different models trained, one for the data set includ-

ing identical start and destination ports and one for the data set without 
them. The first model has two hidden layers with 512 neurons and is 
trained with batch size 512 and learning rate 0.006758. The second 
has two hidden layers with 256 neurons and is trained with a batch 
size of 128 and a learning rate of 0.003767. Both models use the adam 
optimizer (Kingma and Ba, 2014) and cross-entropy loss and are trained 
with up to 50 epochs, however the lowest loss occurs earlier in training 
as the minimal loss is observed within the first 13 epochs. For this 
reason, early stopping with a patience of 5 is used.
In order to gain a better understanding of the prediction quality, 

two derivative scores of the accuracy are calculated. The first is the 
average accuracy of each voyage. This measure allows to get a good 
understanding of the overall reliability of the predictions. The second 
measure is the relative length of the suffix with a 100% accuracy. The 
suffix here refers to the uninterrupted subsequence that includes the 
final element. In other words, this measure describes the portion of 
uninterrupted correct predictions starting from the end. Suffix length 
provides insight into how long in advance the prediction is reliable. In 
the case of observing a ship that has not yet reached its destination, 
longer suffixes mean the predictions are useful early on in the voyage. 
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(a) Destination Prediction at Step 
36.

  
(b) Route Prediction at step 36.

  
(c) Route Prediction at step 38.

 

Fig. 5. Predictions (blue) for a ship (red dot) traveling from Turkey to Haifa, Israel. The route predictions show an aggregate of the predicted trajectory of the 
next 48 steps.
Furthermore, in contrast with the overall mean, the suffix length pro-
vides context for how quickly the predictions converge on the correct 
destination. It is however not known at inference time how much longer 
a voyage will be.
The XGBoost baseline is created with a limit of 15,000 trees. We 

selected the subset of destinations that are visited at least ten times, 
which leaves 717 predictable destinations. We train two variations, 
one version with inverse frequency sample weighting and a second 
without weighting the samples according to destination frequency. All 
non-numeric features are used with a categorical encoding.

3.7. Route prediction

The destination of a vessel is not the only interesting part of its 
behavior, an equally interesting aspect is the chosen path the vessel 
takes to reach that destination. This route can also be modeled with 
a similar approach as the destination and follows a similar imple-
mentation structure. In practice the destination prediction and route 
prediction can be executed in sequence, as the route prediction depends 
on the result of the latest destination probability update. Regarding 
the route prediction itself, the considered next hexagons should be 
connected to the current hexagon, but do not necessarily need to be 
near each other, as some edges are hundreds of kilometers. For this 
part, in accordance to the destination prediction, time windows of 
30 min are used.
We compare three different widths, 3, 10 and 25, to investigate the 

effect on computation as well as the resulting difference in predictions. 
We simulate 48 steps, i.e., at least 24 h ahead, but this results in longer 
prediction horizons if there is a gap in coverage. An example of the 
predictions is shown in Fig.  5(b) and 5(c) for a ship traveling from 
Turkey to Israel.
The evaluation of this part is based on the distance between actual 

and predicted hexagons, as well as accuracy. Combining these two 
metrics allows a better understanding of the quality of predictions. 
Importantly, for the route prediction in the case of reaching a port, if 
there are fewer than 48 steps left on the route, the label for the route 
prediction is padded with the last node. This can potentially lead to 
an inflation in accuracy for prediction steps further into the future. 
However, as the goal of the prediction is to accurately estimate the 
trajectory of the ship, this is the most useful way of padding.
As we are not primarily interested in understanding the actual 

trajectory of each vessel, but rather in a better understanding of normal 
and expected behavior, both prediction mechanism and evaluation re-
flect this. While some trajectory prediction tasks are interested in shape 
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of the trajectory rather than the numerical value of the underlying 
time series, in this case the location is more important than the shape 
of the trajectory itself. The euclidean distance between prediction and 
observation is also used in the literature (e.g., Yu et al. (2025)).

3.8. Deviation from expected behavior

The anomaly thresholds 𝚎 are calculated on three different values 
for 𝚙𝚜𝚎𝚙: 0.999, 0.990 and 0.950, for both the dynamic and static 
approaches. The values for 𝚜𝚎𝚙𝚜 are chosen according to common values 
in extreme value analysis, but in practice have to be chosen based 
on how much resources are available to follow up on these anomaly 
candidates on one hand and how much importance is placed on identi-
fying all abnormal behavior as opposed to most candidates representing 
actually abnormal behavior. The resulting moves flagged as anomalies 
are evaluated by comparing the normal and abnormal behaviors as 
detected by this definition. The anomaly detection is performed at the 
same time as the route and destination predictions, enabling isolated, 
evaluation runs of the whole system.

4. Results and discussion

Since we are working on custom data set, this section provides com-
prehensive evaluation of outcomes of the experiments. Since our ap-
proach uses a unique set of tasks and data, we refrain from contrasting 
our results to other approaches in the literature.

4.1. Port, voyage and graph extraction

We identified a total of 854 ports using data of 2018, with two 
additional pseudo-ports added leading to 856 potential destinations. In 
the case of 2018 there are roughly 330,000 voyages including 107,000 
voyages with the start and end cluster being identical, therefore leaving 
them out results in the second data set containing 223,000 voyages. 
Those are used to calculate the graph with H3.6 hexagon nodes. The 
resulting graph has 45,716 nodes which are a subset of 71,295 visited 
H3 hexagons, and 970,530 edges, so the graph has a density of only 
4.6×10−4 and an average degree of 21.23. The extracted voyages 
contain up to 651 nodes with a mean length of 30 and a median of 19 
nodes. There are over 200,000 different node sequences, which means 
many voyages are unique, with the most common sequences occurring 
348 times.
Fig.  6 shows the hexagons where ships passing that hexagon follow 

a similar course in the Black Sea. There is a clear pattern visible, that 
suggests the trajectories follow a structure that can be analyzed and 
used to predict voyages.
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Fig. 6. Nodes where the course standard deviation is less than 0.26 radians or 30 degrees. Color corresponds to mean movement direction. This image suggests 
the existence of waterways where the moving direction can be inferred from the position alone.
4.2. Destination prediction

In Table  2 the columns labeled Mean Accuracy describe the average 
portion of each voyage that is correctly predicted. In this case, the 
portion of accurate predictions is a more useful number than the global 
accuracy, because it allows a comparison for voyages with different 
properties, e.g. different lengths or density. The accuracy indicates at 
how many steps the destination was predicted correctly. This allows 
to understand how reliable the predictions are in general but also 
how many node visits are required for an actionable prediction. With 
856 possible destinations, values of upwards of 28% without any dy-
namic updates suggest individual nodes already provide a lot of useful 
information.
When comparing the rows where no iterative updates were applied, 

there is no effect of the interpolation. This is due to the fact that the 
interpolation in this case is the average of two identical distributions, 
changing nothing. The respective rows are only listed for the sake of 
completeness.
The destination prediction using XGBoost achieved a prediction 

test accuracy 24.2% (train: 33.9%) when weighting the samples for 
destination imbalance and 37.8% (train: 48.3%) without correcting for 
class imbalance. These predictions represent the accuracy at the start 
of the voyage when the manually entered destination is taken into 
account. Table  2 shows the accuracy at each visited node.
In comparison to simple heuristics, these accuracies are already a 

clear improvement. When predicting a random destination, the accu-
racy is 0.2% due to the large number of considered destinations. Always 
predicting the most common destination is correct 2.16% of the time. 
However, as XGBoost is based on manually entered information, it has 
to contend with data errors that the other approaches do not.
The results of the LSTM are provided in Table  2 in the bottom 

rows of each data set. The LSTM achieved better results than the 
XGBoost baseline and the prediction without the iterative probability 
update mechanism. However, they are worse than the prediction with 
the iterative updates. These observations are consistent across both 
data sets. It is important to note however, that the LSTM has no 
knowledge to the underlying structure of the graph and it requires 
larger amounts of resources, i.e., in our experiments about 30x–50x 
12 
Table 2
Average portion of each voyage that has been predicted correctly for different 
update types on the testing set. The condition Updates describes predictions 
whether iterative updates have been applied. Interpolation states if the inter-
polation has been applied. Bold text indicates highest value per data set and 
metric. Given are mean and standard deviation of 3 runs.
 Mean accuracy [%] Suffix length [%]
 U I Top-1 Top-10 Top-25 Top-1 Top-10 Top-25  
 Data set 1: Including voyages with identical start and end port
 1 1 𝚎𝚙.𝚜±0.1 𝚎𝚙.𝚜±0.3 𝚎𝚙.𝚜±0.1 36.3±0.1 73.7±0.6 83.2±0.3 
 1 0 41.5±0.2 80.9±0.3 89.3±0.2 𝚎𝚙.𝚜±0.2 𝚎𝚙.𝚜±0.3 𝚎𝚙.𝚜±0.2 
 0 1 29.0±0.2 75.6±0.1 86.7±0.1 18.7±0.2 62.4±0.1 75.1±0.2 
 0 0 29.0±0.2 75.6±0.1 86.7±0.1 18.7±0.2 62.4±0.1 75.1±0.2 
 LSTM 38.3±0.3 74.2±0.4 85.3±0.3 37.8±0.3 74.5±0.2 85.1±0.1 
 Data set 2: No voyages with identical start and end port
 1 1 𝚎𝚙.𝚜±0.1 𝟷𝚎.𝚙±0.1 𝚜𝟸.𝐷±0.1 41.2±0.1 76.2±0.0 84.9±0.1 
 1 0 46.5±0.3 82.5±0.1 89.3±0.1 𝑛𝑖.𝑣±0.2 𝑘𝐻.𝑘±0.1 𝑖𝑛.𝐽±0.1 
 0 1 39.3±0.3 79.5±0.2 88.9±0.2 27.6±0.2 67.4±0.4 78.6±0.1 
 0 0 39.3±0.3 79.5±0.2 88.9±0.2 27.6±0.2 67.4±0.4 78.6±0.1 
 LSTM 41.6±0.4 76.4±0.5 86.6±0.5 40.3±0.4 77.0±0.2 86.6±0.3 

more GPU memory and more training time. The exact values depend 
on various hyperparameter choices including early stopping patience, 
learning rate, and batch size.
The effect of the updates is evident when comparing accuracies 

listed in Table  2. The predictions where updates have been applied (U 
= 1) are clearly superior to the predictions without updates (U = 0). 
The difficulty levels of the different predictions vary a lot, depending on 
length and directness of the journey, which is why additionally Table  2 
shows the portion of each voyage that has been predicted correctly in 
the last three columns. There is one data set that includes voyages that 
start in the same cluster that they finish in, referred to as loops, and 
a second data set excluding those voyages. Table  2 shows the effect of 
including or excluding loops. When comparing the predictions between 
the data set including loops and the data set without, their exclusion of 
loops leads to a higher accuracy. This difference is much smaller when 
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Fig. 7. Prediction accuracy for different voyage lengths. Dashed lines are predictions without dynamically updating the probabilities, solid lines are predictions 
with updates. Shown are the average correct portions of all voyages in a distance/sequence length interval, after dividing the data into ten deciles based on 
number of visited nodes of a voyage.
 

Table 3
Comparison between predictions of 2018 and 2020 for mean correct portion 
and suffix length. This comparison is for the case with loops, updates and 
interpolation. Bold text indicates highest value per data set and metric. 
 Mean accuracy [%] Suffix length [%]
 Top-1 Top-10 Top-25 Top-1 Top-10 Top-25 
 Training (2018) 44.0 81.1 89.7 36.3 73.7 83.2  
 Evaluation (2020) 44.9 83.5 90.4 37.8 77.3 85.0  
 Difference 0.009 0.024 0.007 0.015 0.036 0.018 

applying the updates than without them, underlining the effectiveness 
of this approach.
The observed voyages differ vastly both in terms of traveled distance 

and sequence length, i.e., number of visited nodes. The impact of the 
voyage length on the accuracy can be seen when splitting up the 
predictions into ten equally sized groups according to their length in 
visited nodes, as seen in Fig.  7. While there is an obvious decrease with 
length of sequence, the drop-off in prediction accuracy is comparatively 
small with increasing sequence length and travel distance. The slightly 
sharper decrease for travel distance can be caused by longer gaps in 
transmitted data, which can only occur if the covered distance is also 
long.
While the overall accuracy provides a good indication of the quality 

of predictions, a more complete picture can be achieved by a consid-
ering the relative length of the correctly predicted suffix, which can 
be seen in Table  2. This percentage describes the average portion of 
the voyages that are predicted correctly without interruption to the 
end of the sequence. In this case, the value of 73.8 top-10 in the first 
row means, that on average for the final 73.8% of the sequence the 
actual destination has always been among the ten largest predicted 
probabilities. When comparing this value to the 81.4% of average 
accuracy per voyage, we can see that a majority but not all of the 
correct predictions can be found in the form of a correct suffix.
With a top-10 accuracy of around 80%, these predictions provide 

useful information on the potential target ports. When evaluating the 
predictions on data from more than a year after the creation of the 
graph, as shown in Table  3, the performance is stable. This table 
provides a comparison between the performance in the training year 
of 2018 and the evaluation year 2020. While there is a small dip in 
accuracy, as can be expected with the difference in time, the predictive 
performance is still very good. This indicates that the predictions stay 
useful for future data even without frequently updating the graph or 
probabilities.
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Overall, the results indicate that the amount of ports that a ship 
goes towards quickly becomes clear in this closed sea area, with the 
top 25 most likely ports converging quickly to include the eventual 
destination, while the actual destination becomes clearer much later, 
as can be seen by the different suffix lengths between the top 1 and 
top 25 accuracies. This aligns with the intuition, that there are common 
waterways that split off into different ports, e.g., after a bottleneck such 
as the Bosporus.
Destination prediction in the literature contain a variety of different 

results and approaches. The differences of both the used data and 
features mean direct comparisons are to be used cautiously. Most 
closely, Magnussen et al. (2021), who propose a graph-based abstrac-
tion of vessel movement based on turning points and perform trajectory 
prediction using a recurrent neural network. They report a 41.0% 
destination port accuracy for their best model. This aligns well with 
our results of the LSTM model, with the probability update improving 
on those results by a considerable margin.
Another graph-based approach is presented by Gouareb et al. (2022),

who predict destinations using graph-based features combined with a k 
nearest neighbor approach to achieve 64.7% accuracy out of 499 ports. 
However, they only use tankers and they filter the data to only contain 
samples with no gaps in coverage and thus only have fewer than 60,000 
voyage segments and a median of 3 segments per voyage.

4.3. Route prediction

The results of the destination suggest, that the destinations can be 
reliably predicted using the proposed method, and the predictions are 
correct throughout the voyage. They can therefore be used in order to 
inform the prediction of the expected route of a vessel.
The reported prediction results are calculated with loops and the use 

of the update as well as interpolation for the destination probabilities 
are compared to the non update version. An example of the route 
prediction is shown in the earlier mentioned Fig.  5(b) and 5(c) for a 
ship on the way to Haifa. The images show the aggregated distribution 
for the next 48 steps, clearly showing that at step 15 the prediction is 
to continue south while at step 37 there is a split between continuing 
south or turning towards Haifa. When comparing this prediction to 
the destination prediction at step 15, as shown in Fig.  5a, the route 
prediction is obviously reflecting the three most likely destination ports 
but leaning towards Haifa.
The first aspect to consider is the width of the simulation. In Fig. 

8 the results are shown for width 3, however 10 and 25 were also 
tested. The difference in computation time per simulation step, 0.09 
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Fig. 8. Prediction performance of next 48 steps of a ships voyage.
s for width 3, 0.24 s and 0.56 s for widths 10 and 25 respectively, is 
large enough while not providing significant improvement in prediction 
performance that the larger width is not investigated in depth. At a 
maximum 48 steps per 24 h, this means the predictions per day take 
0.09s∗48=4.32, 0.24s∗48=11.52s, and 0.56s∗48=26.88s
respectively.
In the context of a continuous prediction system, there are probably 

multiple ships underway every single day. These compute times allow 
for predicting 833, 312 and 133 ship trajectories per hour, even if all 
of them are computed sequentially. However, in a larger scale system, 
these predictions can be run completely independent from each other 
and in parallel if preferred and real time application is important.
The distance metrics depending on the simulation step are shown 

in Fig.  8, the accuracy is shown in Fig.  9. These results paint a 
similar picture as did the destination port predictions. They confirm the 
usefulness of the graph by itself, but the updates once more provide a 
significant improvement of the predictions. Similarly, the predictions 
for the year 2020 are also slightly better, e.g., in the median one 
hexagon closer after 48 steps, than those for 2018. This might be caused 
by the selection process of the nodes in the graph, as the edges and 
waypoints that are only rarely used in the training set of 2018, but this 
warrants further investigation. It is however notable that the results 
do not get worse, even though there is a considerable temporal gap 
between training and testing data.
The distances between predicted and actual hexagons are increasing 

with the simulation step count, as expected. We can see that the 
predictions especially for the earlier steps are correct or only off by 
a few hexagons. Similarly, the accuracy at the first step is around 80%, 
but declines for predictions farther into the future. As the mean degree 
of 20.23 is less than 25, it is therefore expected that both, the median 
and top 25 prediction is perfectly accurate (i.e., off by 0 hexagons), 
and the predictions between are very similar in terms of accuracy for 
the first steps as well. However, only a few steps ahead the un-updated 
predictions already become clearly worse than the updated version.
Another interesting observation here pertains to the accuracy break-

ing the pattern established by the median distance, i.e., increasing 
rather than decreasing. This is explained by the setup, as the routes end 
up in a port at some point. For the purpose of the simulation evaluation, 
if there are less than the simulation length steps left in the sequence, 
the sequence is padded with the final node. With a median length of 
19 nodes per sequence, the latter half of the sequence is then just a 
repeat of the destination node which inflates the resulting accuracy 
somewhat. To a lesser extent, this can also be seen for the top-5 and top-
25 cases, however the latter cases naturally provide a better accuracy 
in the early step range and level off in later steps. This non-monotonous 
accuracy behavior is, however, equal in all conditions so the results are 
comparable. The experiments clearly show, that the presented updating 
and interpolation leads to a clear increase in prediction quality.
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Given a ship traveling at an average speed of 10 kn, it covers a 
distance of roughly 444.5 km in 24 h. Practically, in open water this 
means it could be anywhere in a circle with the radius of 444.5 km. 
There are ships traveling at a higher average speed than that and at the 
same time there are many cases where the coastline require a vessel to 
travel in a trajectory other than a straight line. Predictions 48 steps in 
advance represent at least 24 h of passed time, or longer, which means a 
reasonable range estimate is 444.5 km and therefore, if the prediction 
is exactly the opposite direction the error can be up to 889 km. The 
median prediction error of only 49 km is much smaller.
Looking at these predictions as a whole these results show, that 

the extracted traffic network already contains a lot of useful informa-
tion, and with the applied iterative update procedure provides good 
estimates of future behavior of a vessel. While these are useful results 
on their own, the predictions are also used for automatic anomaly 
detection.
The presented approach provides a transparent system, where each 

output is a replicable result of the input data. Especially in the context 
of decision support systems, this transparency and explainability is not 
only important for trust, but it also allows to extend the pipeline in the 
future in a more targeted way than a blackbox alternative. In contrast, 
it is often difficult to understand what the outputs of a LSTM or GNN 
model are based on. Furthermore, the training time of such a model is 
much larger and requires a larger amount of resources.
Trajectory prediction in the literature is most notably focused on 

the short-term understanding of pathways, with the prediction horizon 
usually less than 60 min (Zhang et al., 2022). Xiao et al. (2023), Li 
et al. (2023) only predict local, i.e., a few degrees of latitude longitude, 
trajectories using sequence prediction models. A larger area and time 
horizon is considered by Ibadurrahman et al. (2021), however their 
data is a large rectangular shape of water in the Indian Ocean, making 
the prediction of the trajectories simpler and more expectable and 
therefore different than the task in the presented work. Recently, a 
prediction error of less than 10 nautical miles (or 18 km) at 9 h 
prediction horizon was reported (Yu et al., 2025). While this is better 
than our results, they use a more complex model and filter the data 
more harshly.

4.4. Deviation from expected behavior

The anomaly decision is made based on the probability of a ship 
to use an edge. An overview of the percentage of steps considered 
anomalies is given in Table  4. When comparing the amount of steps 
classified as anomalies, the static condition casts a wider net, flagging 
more steps as anomalies. The percentage of steps using an edge with 
0.1% probability in the static case is 6.8% but only 0.4% in the dynamic 
case. There is a considerable difference in the used threshold prob-
ability, with the dynamic threshold also showing a larger difference 
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Fig. 9. Prediction performance of next 48 steps of a ships voyage. Sequences are padded with the final node, as ships are assumed to stay in port after arriving.
Table 4
Portion of steps that are considered as anomalies according to 
the probability of the used edge. Static refers to the thresholds 
that are calculated in advance, dynamic refers to the thresholds 
that are calculated dynamically based on the most recent update. 

 𝚎𝚙𝚜𝚎 Threshold type Anomaly portion [%]
 total per voyage  
 0.950 static 8.5 7.9  
 0.950 dynamic 3.5 3.8  
 0.990 static 7.0 5.8  
 0.990 dynamic 1.4 1.7  
 0.999 static 6.8 5.6  
 0.999 dynamic 0.4 0.7  

Table 5
Structural comparison of used edges in terms of edge length for threshold value 
0.999. 
 Dynamically Calculated Threshold
 All Edges Normal Anomaly 
 Mean 20.82 20.18 181.27 
 STD 56.98 55.15 168.82 
 Minimum 6.13 6.13 6.62  
 Median 10.61 7.03 137.52 
 Maximum 1392.25 1392.25 899.78 
 Static Threshold
 All Edges Normal Anomaly 
 Mean 20.82 13.58 120.66 
 STD 56.98 26.23 166.90 
 Minimum 6.13 6.13 6.21  
 Median 10.61 6.97 57.11  
 Maximum 1392.25 1168.84 1392.24 

between the thresholds for 𝚙𝚜𝚎𝚙=0.950 and 𝚜𝚎𝚙𝚜=0.999. In terms 
of computational requirements the static threshold is cheaper, as the 
threshold for each edge is computed in advance while the dynami-
cally calculated threshold needs to be computed based on the updated 
probabilities during execution.
In the context of this work, anomalies are difficult to quantify, since 

there is no anomaly data set to learn from or validate against. In order 
to evaluate the results, the structural differences between normal and 
abnormal steps are used. For the example of 𝚎𝚙𝚜𝚎=0.999 both normal 
steps and anomalies contain very short (e.g. touching hexagons) as 
well as very long (hundreds of kilometers) edges, however the normal 
edges are far shorter on average, 20.2 and 13.6 for the normal edges 
compared to 181.3 and 120.7 for the abnormal edges and with a much 
smaller standard deviation. The median normal used edge is 7 km, 
which means it is connecting two touching hexagons, while the median 
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of the anomalous edges is 57 km in the static case and 137.5 km in 
the dynamic case, clearly representing a distance that can only connect 
two hexagons with multiple hexagons in between. When comparing the 
dynamic and static thresholds, the anomaly edges in the static case are 
shorter on average and in the median, suggesting that the dynamically 
calculated threshold is identifying different, longer edges. See Table  5 
for more details on the structural differences.
Fig.  10 shows a voyage of a ship in the Black Sea with several 

anomalies during its journey. The anomalies coincide with unexpected 
gaps in the coverage, but overall the traced trajectory might be consid-
ered normal and this trajectory can arguably be caused by signal error 
due to weather or technical difficulties.
On the other hand, Fig.  11 shows an anomaly where the ship starts 

at Ibiza and travels towards Gibraltar. But then, rather than ending, 
as expected, in the port of Gibraltar or leaving the Mediterranean Sea 
there is a gap until seven hours later, when it shows up a good distance 
away on its way to Ibiza. This clearly is not the normal behavior of a 
ship, but warrants more investigation. This can be a normal, technical 
malfunction or it could be the behavior of a ship that wants to suggest a 
voyage between two Spanish or European ports but made a quick trip 
to Morocco in between. However, it is unclear how to handle these 
cases, without a human in the loop that is familiar with the potential 
for criminal activity and with access to external data.
Overall, the deviation from expected behavior depends on the 

choice of the threshold, which needs to be aligned with the chosen 
application. While one application might be to identify ships that 
evade taxes by pretending to stay within the same economic zone but 
actually picking up foreign shipments, another application might be 
mostly interested in understanding technical reliability of transceivers 
or ships dodging territorial conflicts. Therefore, the second application 
is interested in casting a wider net and therefore choosing a lower 
threshold, whereas in the other two cases anomalies need to be fol-
lowed up manually and therefore a higher threshold might lead to a 
more directed use of limited resources at the risk of missing some cases.

5. Conclusion

There is a lot of innovative interest in using AIS data for various 
applications. We provide an approach that allows a real time predictive 
analytics system for maritime traffic and does not require human inter-
vention, expert knowledge or other data sources besides AIS data. In 
order do achieve real time viability we use a simple, yet effective grid-
based approach to extract a graph-based traffic network utilizing the 
hexagonal grid of the H3 framework. This graph allows a combination 
of tasks, namely destination prediction, route prediction and anomaly 
detection to be performed in a transparent and efficient way.
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Fig. 10. Example of a tour containing some abnormal node transitions (shown in yellow) of a voyage in the Black Sea. These anomalies are caused by jumps in 
the location whereas this area is mostly covered well and other ships traveling along that route do not show such large gaps.

Fig. 11. Example of a tour containing mostly normal (blue) and some abnormal node transitions (shown in yellow, notably at the south west part of the voyage) 
of a voyage starting in Ibiza headed towards Gibraltar. The beginning of the journey looks like the ship is headed towards the port of Gibraltar or Strait of 
Gibraltar. But rather than leaving the Mediterranean Sea or mooring at the port, the last observed position is in close proximity to the port and then there is a 
gap. It appears seven hours later some distance away back up the coast towards Ibiza.
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5.1. Limitations

The presented methodology combines several data-driven approache
in a larger processing pipeline. The results are however depending on 
the quality and amount of data included in the pipeline. This means 
first of all, that a limitation of this methodology is the required data 
itself, and the quality and meaningfulness of the results are depending 
on it. At various steps, it is necessary to have a large enough sample of 
data. The port identification, as an example, is based on the assumption 
that ports have several ships that accurately report their state while 
mooring, and it is sufficient to use only ships that do accurately 
report their state as opposed to relying on more complex models, such 
as sequence classification to identify mooring trajectories of ships in 
port. This works for larger data sets and especially for larger, more 
frequented ports but might be unreliable if smaller ports with less 
observations are of interest.

A second aspect of this is that the different employed methods 
themselves are based on the intermediate results of previous steps. This 
is both true for the different pipeline steps, e.g., the reliability of the de-
tection of deviation from expected behavior is presupposing an accurate 
model of expected behavior and the voyage extraction approach is built 
on the expectation that the relevant ports are accurately identified.

As AIS data trajectories are often incomplete, a main goal of the 
proposed approach is that the approach works well even if gaps are 
present and the reported positions are not equally spaced. In this spirit, 
iteratively updating the predictions every time there is new relevant 
information provides the most up-to-date estimation without relying on 
trying to fill gaps, but it also has the drawback of predictions not being 
updated if there is no new information and therefore the reliability of 
predictions decreases with longer gaps as uncertainty about the position 
of a ship increases. Especially in cases with longer gaps, there might 
be an interval of hours or days without any updates, which means the 
predictions for that voyage are likely outdated and can be imprecise. 
Even worse, in cases where a gap contains an event like a port call, the 
trajectory expectation can subsequently be off.

Methodologically, the iterative approach is designed to continuously 
run and incorporate new information. This includes cases, where there 
is a pattern of gaps, e.g., in cases where receiver coverage in an area is 
inadequate, where the graph representation allows the expectation of 
transition using longer edges, which are bridging those gaps. However, 
it is unclear if there are more complex patterns, that are not accurately 
captured by the chosen models and can be more adequately captured 
with large deep learning approaches like transformers or if the accu-
racy can be improved with data imputation to reduce gaps, as those 
approaches were not tested.

The data-driven aspect also leads to limitations as a result of the 
utilized data. This work focuses on decision support solely based on one 
data source: AIS. However, while this approach makes the methodology 
and results more transparent, only using AIS data has some downsides 
as well. First of all, there are some data quality issues that cannot 
be resolved. It is for example unclear, whether an area has a broken 
receiver or if there is a different reason for gaps in an area at that time. 
Similarly, if data points for a ship are missing, we cannot compensate 
by filling in gaps based on other data sources.

Furthermore, the analyzed data set is limited to the Mediterranean 
and Black Seas, and only 2018 was used for estimating the traffic 
behavior. Therefore, seasonality effects or trends over time and very 
rare events are not modeled well. Additionally we do not consider 
voyages, that are longer in both time and distance than those found in 
this data set, like trade routes from China to Hamburg or Amsterdam. 
This choice of region also affects this limitation, as seasonality effects 
in this region are much less relevant than, e.g. in the Arctic region with 
the Northern Sea Route where not all parts are accessible year-round 
or extreme weather events impacting maritime traffic in the Gulf of 
Mexico, Atlantic Ocean or Pacific Ocean (Izaguirre et al., 2011; Cardone 
et al., 2015).
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The methodological choice of only relying on a single data source is 
especially relevant regarding the anomaly detection part. Since we do 
not consider other aspects such as weather or geopolitical situations, as 
they are not part of the AIS messages, there can conceivably be periods 
with many anomalies if, e.g. a frequently used passage is blocked, or 
sanctions are affecting an important port.

The simplification of not considering travel time or distance but 
only the sequence of visited nodes on the graph means that there 
is no estimate of a voyage duration, which can be helpful in some 
use cases. Similarly, we do not differentiate between different ship 
types or vessel properties, which potentially might be used to improve 
some predictions. For both cases the improvement on the predictions 
remains unclear, and for reasons of data availability and computational 
requirements, this was not part of this study.

5.2. Future work

The main part of this study demonstrates, how AIS reports can be 
utilized for a complete pipeline that allows monitoring, analyzing and 
predicting maritime traffic on a large scale. The approach presented 
here can be extended in several ways. First, in the case of deploying 
a system based on the proposed methods for continuous monitoring, 
updates of the probability distributions and the extracted graph-based 
on observed vessel behavior might be required for sustained accuracy. 
This calls for more work on dynamically modifying the underlying 
graph and probability estimates. At the same time, the training can 
be rerun regularly to add new ports and graph nodes, especially if the 
observed routes are continuously saved, since the graph can be built 
within minutes given the observed ports and vessel trajectories and the 
port recognition can be run on the scale of minutes as well.

Furthermore, the predictions can possibly be further refined when 
taking additional information into account. We assume more accurate 
predictions could be reached if more data or computing power is 
available, taking regular behavior into account or properties of ships 
and ports might yield more precise predictions.

Another avenue of investigation that might yield useful results is 
the estimation of travel time to the predictions as well as to the edges 
to achieve a more comprehensive analysis of not only where a ship is 
at the moment and where it will be in the future, but also when it will 
be there.

CAPTaiN is designed to incorporate other predictions, as long as 
they produce a distribution over the destinations or next visited nodes. 
Currently, the iterative updating procedure is based on the previously 
visited nodes, but similarly, a different probability estimate can be 
used to include additional evidence. When staying within the confines 
of AIS data, one example is weighting the destinations based on the 
vessel type or dimensions. Furthermore, at this point there could also 
be other models that make their own predictions of future trajectory 
and eventual destination. It could therefore be fruitful to investigate 
other AI approaches, such as Deep Learning or Gradient Boosting, 
and integrating those predictions with those of CAPTaiN, creating an 
ensemble-style prediction.

Similar to adding components to the predictions using only the AIS 
data, the same idea can be used to incorporate other data sources, 
or models that combine AIS data with external data to further refine 
the predicted distributions of the immediate trajectory and destination 
ports. However, this requires not only alignment of different data 
sources but may also significantly change the resource requirements 
and underlying assumptions.

When scaling up the presented method, new problems might arise, 
but also new opportunities can open up. In this work, we only use 
H3 hexagons of the same size, but H3 explicitly allows for combining 
different hexagon sizes. Especially when scaling up to a larger cov-
ered area, using a mix of larger hexagons in some areas and smaller 
ones near coastlines or busy areas might allow for further efficiency 
improvements.
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Another advantage of using the H3 grid is that the nodes in the 
resulting graph are more robust towards the effects of GPS-coordinates 
distortion when moving away from the equator. The area each node 
represents should be reasonably similar, even when moving close to the 
poles, thereby facilitating application to those areas without requiring 
extensive modifications.

While this study only considers the Mediterranean and Black Seas, 
the system can also be used to include larger, or different, parts of the 
globe. In that case, new challenges arise that need to be investigated. It 
is reasonable to expect the different sizes of Hexagons to be more useful 
when analyzing large areas of oceans as well as complex coastlines or 
bottlenecks. It needs to be investigated how the methodology holds 
up as the graph size and sequence length increase and the underlying 
network becomes even more complex.

In general, the methodology provided here, as it does not make as-
sumptions regarding vessel or port type, should generalize well to other 
applications, but there might be differences in vessel behavior, such as 
some vessel types mostly using small, even private, marinas rather than 
large commercial ports. With increasing size, there are assumptions 
that might no longer be adequate, such as the idea of ships going in 
approximately straight lines on open water if the distances become too 
large and thus the linear regression based approach requires to first 
project the coordinates to a 2D plane to correct distortional effects.

It might also be useful to partition the graph into smaller segments, 
which are connected by pseudo ports at bottleneck locations, such as 
the Panama Canal or the Strait of Gibraltar. Segmenting the graph 
overall can align well with the actual traffic patterns, as a ship might 
be going towards a bottleneck, which is easy to identified compared 
to understanding which port it targets afterward. At the same time, 
this segmentation keeps the sequences limited and therefore more pre-
dictable and requires smaller graphs and therefore less computational 
resources.

On a different note, it can also be interesting to take a closer look at 
analyzing the underlying graph itself to learn more about the properties 
of the maritime traffic network. A traffic analysis based on the extracted 
network can be helpful not only for academic curiosity but also in order 
to better understand the required infrastructure or traffic patterns and 
improve the relevant rules and regulations in a data-driven way.
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